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Abstract
Artificial intelligence has become one of the most consequential methodological developments in contemporary genomics because it offers ways to learn complex biological patterns from genome sequences, population-scale variation catalogues, functional genomic assays, single-cell profiles, epigenomic maps, protein-structure resources and clinical molecular datasets. This review examines how artificial intelligence is transforming biological discovery across the genomic sciences. It considers the progression from classical machine learning to deep learning, transformer-based foundation models, graph-based integration and generative modelling, with particular emphasis on sequence interpretation, variant calling, functional annotation, regulatory genomics, protein structure prediction, single-cell analysis, multi-omics integration, genome editing and genomic medicine. The review argues that artificial intelligence is changing genomics from a mainly descriptive and catalogue-building discipline into a more predictive, integrative and hypothesis-generating science. However, it also stresses that artificial intelligence cannot substitute for biological reasoning, experimental validation or clinically governed interpretation. Major challenges include limited interpretability, technical artefacts, data leakage, ancestry bias, underrepresentation of many global populations, privacy risk, reproducibility concerns and the difficulty of translating benchmark performance into clinical utility. Future progress will depend on more diverse genomic datasets, transparent benchmarking, pangenome-aware modelling, biologically interpretable architectures, stronger links between prediction and perturbation experiments, and governance systems that protect individuals and communities while enabling responsible data sharing. Properly used, artificial intelligence can accelerate discovery across molecular biology, disease genetics and precision medicine, but its value will depend on how rigorously predictions are validated and how fairly genomic benefits are distributed.
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1. Introduction
Genomics has entered a period in which the central scientific difficulty is no longer only the generation of sequence data, but the interpretation of biological meaning from data at very large scale. High-throughput sequencing, population biobanks, epigenomic profiling, transcriptomic atlases, single-cell assays, spatial technologies and structural prediction resources have created an immense and expanding record of molecular variation. The 1000 Genomes Project provided a global reference for human genetic variation by reconstructing genomes from 2,504 individuals across 26 populations and by characterising a broad spectrum of single-nucleotide, insertion–deletion and structural variants (1000 Genomes Project Consortium, 2015). Later, the Genome Aggregation Database increased the scale of population variation analysis by aggregating 125,748 exomes and 15,708 genomes, enabling gene-level constraint estimates that are now widely used in variant interpretation and disease-gene discovery (Karczewski et al., 2020). These resources show that genomics has become a data-rich discipline in which the key questions concern interpretation, prioritisation and mechanism.
The expansion of reference resources has also changed how researchers understand the human genome itself. The Telomere-to-Telomere Consortium reported the T2T-CHM13 assembly, addressing previously unresolved regions and providing a 3.055 billion-base-pair sequence with gapless assemblies for all chromosomes except Y in that initial publication (Nurk et al., 2022). The Human Pangenome Reference Consortium then introduced a draft pangenome reference based on 47 phased diploid assemblies from genetically diverse individuals, offering a more plural representation of human genomic variation than a single linear reference can provide (Liao et al., 2023). These advances are important for artificial intelligence because machine-learning models inherit the assumptions of the reference systems and datasets on which they are trained. A model developed against a single reference may be less capable of representing structural variation, repetitive sequence, haplotypic diversity and ancestry-specific genomic architecture.
Functional genomics has generated a second major substrate for artificial intelligence. ENCODE systematically mapped transcription, transcription-factor association, chromatin structure and histone modification, while the Roadmap Epigenomics Project generated integrated maps of 111 reference human epigenomes across primary tissues and cell types (ENCODE Project Consortium, 2012; Roadmap Epigenomics Consortium, 2015). GTEx v8 connected genetic variation to gene expression and splicing across human tissues, analysing 15,201 RNA-sequencing samples from 49 tissues of 838 post-mortem donors (GTEx Consortium, 2020). These datasets have been crucial because most disease-associated variation identified by genome-wide association studies lies outside protein-coding regions, and biological interpretation often requires linking non-coding variants to tissue-specific regulatory function (Visscher et al., 2017).
Artificial intelligence is well suited to many genomic problems because genomic data are high dimensional, nonlinear, context dependent and often difficult to reduce to hand-crafted rules. Classical machine-learning methods initially supported annotation, clustering, prioritisation and prediction across genetic and genomic datasets (Libbrecht & Noble, 2015). Deep learning later shifted the field by allowing models to learn hierarchical representations from sequence, chromatin maps, expression profiles, sequencing reads and other molecular data (Angermueller et al., 2016; Eraslan et al., 2019; Wainberg et al., 2018; Zou et al., 2019). In this review, artificial intelligence is used in a broad sense that includes supervised and unsupervised machine learning, deep neural networks, convolutional and recurrent architectures, transformer models, graph-based learning, generative models and foundation models.
The transformative effect of artificial intelligence is already visible across the genomics pipeline. DeepVariant demonstrated that a deep convolutional network could call small variants from aligned sequencing reads and generalise across genome builds and mammalian species under appropriate training conditions (Poplin et al., 2018). DeepBind, DeepSEA, Basset, DanQ and Enformer showed that artificial intelligence can learn relationships between DNA sequence and molecular regulatory features such as protein binding, chromatin accessibility, transcription-factor occupancy, splicing and gene expression (Alipanahi et al., 2015; Avsec et al., 2021; Kelley et al., 2016; Quang & Xie, 2016; Zhou & Troyanskaya, 2015). In clinical genomics, CADD, REVEL, SpliceAI and AlphaMissense illustrate how computational models can prioritise variants by integrating conservation, sequence context, splicing signals, protein information and other evidence (Cheng et al., 2023; Ioannidis et al., 2016; Jaganathan et al., 2019; Kircher et al., 2014). In structural biology, AlphaFold and the AlphaFold Protein Structure Database have connected genomic sequence information to protein structure at a scale that was previously unattainable through experimental structure determination alone (Jumper et al., 2021; Tunyasuvunakool et al., 2021; Varadi et al., 2022).
The promises of artificial intelligence in genomics must nevertheless be expressed in a moderate and scientifically cautious tone. Models can learn technical artefacts, reflect dataset imbalance, overfit benchmark tasks, perform poorly outside their training distribution or generate predictions that appear biologically plausible but lack experimental support. In clinical genomics, computational prediction is only one form of evidence and should not replace structured interpretation standards, phenotype correlation, segregation analysis, population-frequency assessment or functional validation (Richards et al., 2015). The problem is intensified by ancestry imbalance in genomic research. Underrepresentation of non-European populations can reduce prediction accuracy, distort polygenic risk estimation and contribute to unequal clinical benefit (Martin et al., 2019; Popejoy & Fullerton, 2016; Sirugo et al., 2019). Artificial intelligence is therefore transforming genomics, but the transformation is scientifically useful only when joined with rigorous validation, diverse data and ethical governance.
1.1. Scope and objective of the article
The objective of this review is to synthesise recent and influential literature on how artificial intelligence is reshaping biological discovery through genomics. The article focuses on artificial intelligence in sequence analysis, variant calling, functional annotation, regulatory genomics, variant interpretation, protein structure prediction, single-cell and spatial genomics, multi-omics integration, CRISPR-based genome engineering and genomic medicine. It also considers limitations related to bias, interpretability, reproducibility, privacy and translation. The article is designed as a narrative review for an academic readership and does not aim to conduct a meta-analysis or rank all available algorithms.
2. Methods for literature selection
This manuscript was developed as a narrative review because the topic covers multiple scientific domains, including sequencing informatics, population genomics, regulatory genomics, protein structure prediction, single-cell biology, genome editing, multi-omics integration and clinical genomic interpretation. A systematic review or meta-analysis would be less appropriate for this broad objective because the included studies do not evaluate a single intervention, comparator or outcome. Instead, they represent diverse computational methods, biological datasets, benchmark problems and translational contexts. The review was guided by the principle that narrative reviews should make their scope, selection logic and interpretive approach explicit, consistent with quality-assessment expectations described in SANRA, the Scale for the Assessment of Narrative Review Articles (Baethge et al., 2019).
The literature search covered work published from 1 January 2000 to 1 May 2026, with emphasis on peer-reviewed journal articles from 2015 onward because deep learning and foundation-model applications in genomics have accelerated during this period. Searches were planned conceptually across PubMed/MEDLINE, Web of Science, Scopus and Google Scholar. Additional searches were considered across Europe PMC, Embase, Crossref, IEEE Xplore and ACM Digital Library because the topic spans biomedical, computational and data-science literature. Search expressions combined terms such as “artificial intelligence AND genomics”, “machine learning AND genetics”, “deep learning AND regulatory genomics”, “variant calling AND deep neural network”, “variant interpretation AND pathogenicity prediction”, “foundation model AND DNA sequence”, “single-cell genomics AND deep learning”, “multi-omics integration AND machine learning”, “CRISPR guide RNA AND deep learning”, and “protein structure prediction AND AlphaFold”.
The screening workflow was conducted in stages. Titles and abstracts were first examined for relevance to artificial intelligence, machine learning, deep learning, computational prediction or integrative modelling in genomics. Full texts were then considered where papers reported influential models, widely used resources, major datasets, methodological frameworks or clinically relevant interpretation systems. Duplicate records were removed by matching DOI, title, author list and journal metadata. The review retained English-language, peer-reviewed journal articles and excluded books, patents, trade magazines, conference-only papers and unreviewed grey literature. Governmental or intergovernmental reports were eligible under the search plan, but the final reference list relies on peer-reviewed journal articles because adequate journal evidence with DOI identifiers was available.
Influential studies were selected according to methodological relevance, scientific adoption, field-defining importance, contribution to conceptual understanding and representation of major genomic subfields. Foundational data resources were included because artificial intelligence in genomics depends heavily on the datasets used for training, benchmarking and interpretation. Method papers were selected when they exemplified a major modelling direction, such as convolutional sequence learning, long-range regulatory modelling, deep variant calling, splicing prediction, protein-structure prediction, single-cell generative modelling or multi-omics integration. The final reference list was checked so that all cited sources appear in the manuscript and all manuscript citations appear in the reference list.
3. Genomic data resources as foundations for artificial intelligence
Artificial intelligence in genomics depends fundamentally on the scale, structure and representativeness of genomic data. Unlike many laboratory techniques, artificial intelligence models do not merely process data; they learn from the statistical structure of the datasets to which they are exposed. Consequently, the scientific value of a genomic model depends not only on model architecture, but also on the biological coverage, technical quality and population diversity of the training and validation data. The 1000 Genomes Project was important because it provided a global catalogue of human genetic variation across populations and helped establish the scale at which reference datasets could support downstream genetic analysis (1000 Genomes Project Consortium, 2015). gnomAD later expanded the population-variation framework by aggregating large exome and genome datasets to quantify mutational constraint, especially for predicted loss-of-function variation in protein-coding genes (Karczewski et al., 2020).
Functional resources have played an equally important role. ENCODE and the Roadmap Epigenomics Project enabled researchers to connect DNA sequence to biochemical activity, chromatin state and gene regulation across cell types and tissues (ENCODE Project Consortium, 2012; Roadmap Epigenomics Consortium, 2015). GTEx added tissue-specific evidence linking inherited variation to gene expression and splicing (GTEx Consortium, 2020). These resources are central to artificial intelligence because they provide labelled examples from which models can learn regulatory codes, tissue-specific effects and molecular consequences of genetic variation. Without such datasets, sequence-based prediction would be limited to simpler annotation tasks.
The structure of reference genomes also shapes model performance. The T2T-CHM13 assembly improved access to regions that had been difficult to analyse in previous references, including repetitive and heterochromatic regions (Nurk et al., 2022). The human pangenome reference represents a more substantial conceptual shift because it moves genomics away from a single reference sequence towards a representation of multiple haplotypes and structural configurations (Liao et al., 2023). This matters because many artificial intelligence models have historically assumed a linear reference coordinate system. Future models will need to analyse genomic information in graph-based or pangenome-aware forms if they are to represent structural variation and human diversity more accurately.
Data diversity remains one of the most important scientific limitations in the field. Genomic datasets have historically overrepresented individuals of European ancestry, which can limit the accuracy and generalisability of genetic discovery and clinical prediction in other populations (Popejoy & Fullerton, 2016; Sirugo et al., 2019). Polygenic risk scores are a clear example, because scores trained on Eurocentric genome-wide association studies often transfer poorly to populations with different allele frequencies and linkage-disequilibrium patterns (Martin et al., 2019). Artificial intelligence may amplify this problem if models are trained on imbalanced datasets and then deployed broadly. Therefore, diversity is not only an ethical ideal; it is a technical requirement for robust genomic prediction.
4. From classical machine learning to deep learning in genomics
Classical machine learning provided an early framework for analysing genetic and genomic datasets. Supervised models were used for classification and regression, unsupervised models for clustering and latent structure discovery, and semi-supervised methods for situations in which labelled biological examples were limited. Libbrecht and Noble (2015) described machine learning as a natural fit for genome sequencing, epigenomic, proteomic and metabolomic data, while also emphasising recurring challenges such as feature design, model evaluation, class imbalance and interpretability. These challenges remain important even as the field has moved towards larger and more flexible neural networks.
Deep learning changed genomic modelling by reducing dependence on manually engineered features. In sequence-based genomics, convolutional neural networks can learn motifs and local sequence patterns directly from DNA strings. DeepBind showed that deep learning could infer DNA- and RNA-binding specificities from experimental data, supporting scalable prediction of protein–nucleic acid interactions (Alipanahi et al., 2015). DeepSEA predicted chromatin effects of non-coding variants from sequence, suggesting that regulatory consequences could be learned from large-scale chromatin-profiling data (Zhou & Troyanskaya, 2015). Basset further showed that deep convolutional networks could model chromatin accessibility and estimate how variants may alter accessible regulatory sequence (Kelley et al., 2016).
The next phase of deep learning in genomics incorporated longer-range dependencies and more complex regulatory grammar. DanQ combined convolutional and recurrent layers to capture both regulatory motifs and dependencies among motifs across DNA sequence (Quang & Xie, 2016). Enformer later used attention-based modelling to improve gene-expression prediction from long DNA sequence context, including regulatory information located far from transcription start sites (Avsec et al., 2021). This progression reflects an important biological principle: regulatory function depends not only on short motifs, but also on spacing, orientation, chromatin context, enhancer–promoter interactions and cell-type-specific activity.
Deep learning has also supported a broader shift towards representation learning. Reviews in computational biology and genomics have noted that deep models can extract hidden structure from large biological datasets and can support applications across regulatory genomics, variant prediction, medical imaging, drug discovery and clinical diagnostics (Angermueller et al., 2016; Eraslan et al., 2019; Wainberg et al., 2018; Zou et al., 2019). However, larger models are not automatically better biological models. They can learn dataset artefacts, become difficult to interpret, require substantial computational resources and produce misleading confidence when applied outside their training domain. The most useful models are therefore those that combine predictive performance with biological plausibility, transparent evaluation and experimental testability.
5. Artificial intelligence in sequencing, read correction and variant calling
Sequencing analysis converts raw molecular signals into genomic variants, assemblies and annotations. This stage is critical because downstream biological inference depends on the technical accuracy of sequence reads, alignments and variant calls. Traditional variant-calling pipelines used statistical models, base-quality recalibration and manually designed filters. DeepVariant reframed germline variant calling as a learned pattern-recognition task by representing aligned reads around candidate variants in a form suitable for deep convolutional neural networks (Poplin et al., 2018). This work showed that artificial intelligence could improve variant calling by learning from read-pileup patterns rather than relying entirely on hand-crafted error models.
The significance of DeepVariant extends beyond one software tool. It demonstrated that deep learning can be inserted into core sequencing infrastructure and can operate close to raw data. This is important because errors in variant calling can propagate into disease-gene discovery, clinical diagnostics and population genetics. A technically incorrect variant call may create a false biological hypothesis, while a missed variant may obscure a causal mechanism. Artificial intelligence can reduce some of these errors, but it also requires careful training across sequencing platforms, genome builds, read lengths and sample types.
Long-read sequencing creates new opportunities and challenges for artificial intelligence. Long reads improve access to structural variation, haplotypes, repetitive regions and previously unresolved genomic segments, but they have different error characteristics from short-read technologies. DeepConsensus used a gap-aware transformer approach to improve PacBio HiFi read accuracy and reduce read errors relative to the previous consensus approach (Baid et al., 2023). Such models show that artificial intelligence can improve data quality before variant calling or assembly, not merely interpret variants after they are called.
Genome assembly and pangenome representation will likely become increasingly important for artificial intelligence. The T2T-CHM13 assembly and the draft human pangenome reference illustrate that reference bias is not a minor technical issue but a structural feature of genomic analysis (Liao et al., 2023; Nurk et al., 2022). Artificial intelligence models trained only on older reference representations may be less capable of detecting or interpreting structural variants, segmental duplications, centromeric sequence, complex haplotypes and ancestry-specific sequence. Future variant-calling systems will therefore need to combine deep learning with pangenome graphs, long-read evidence and diverse population assemblies.
6. Artificial intelligence in regulatory genomics and functional annotation
Regulatory genomics is one of the areas in which artificial intelligence has most clearly changed biological discovery. A large fraction of complex-trait-associated variants identified by genome-wide association studies occurs outside protein-coding regions, and many such variants are presumed to influence gene regulation rather than protein sequence directly (Visscher et al., 2017). The challenge is that regulatory effects are highly context dependent. A variant may alter enhancer activity in one cell type, have no measurable effect in another, or influence a gene located far away in linear genomic distance. Artificial intelligence offers a way to learn regulatory patterns from large functional genomic datasets and then apply those patterns to variant prioritisation.
DeepBind, DeepSEA and Basset were early examples of this approach. DeepBind learned binding specificities of DNA- and RNA-binding proteins from experimental data (Alipanahi et al., 2015). DeepSEA predicted chromatin effects of non-coding variants from sequence alone, connecting sequence changes to functional genomic consequences (Zhou & Troyanskaya, 2015). Basset modelled chromatin accessibility and allowed researchers to estimate how sequence variants may influence regulatory activity (Kelley et al., 2016). These models were influential because they showed that DNA sequence contains learnable features related to regulatory function and that artificial intelligence can help prioritise variants in non-coding regions.
DanQ extended sequence modelling by combining convolutional layers with recurrent layers, allowing the model to represent both local motifs and longer dependencies between motifs (Quang & Xie, 2016). Enformer advanced the field further by modelling long-range regulatory information and improving prediction of gene expression from DNA sequence (Avsec et al., 2021). This is biologically important because enhancers can act over long distances, and disease-associated variants may influence gene expression through enhancer–promoter relationships rather than through nearby genes. Although models such as Enformer do not fully reproduce chromatin dynamics or three-dimensional genome organisation, they provide a useful framework for prioritising candidate regulatory variants and designing experiments.
Foundation models are now changing the regulatory-genomics landscape. Nucleotide Transformer models were trained on large-scale DNA sequence datasets, including human reference sequence, 3,202 diverse human genomes and 850 genomes from diverse species, and were evaluated across multiple genomic prediction tasks (Dalla-Torre et al., 2025). Their importance lies in self-supervised learning: the model can learn general sequence representations before being fine-tuned for specific tasks. This may reduce dependence on labelled datasets for every new application and may support transfer across related genomic problems. However, foundation models require rigorous evaluation because apparent generality can conceal weaknesses in specific tissues, ancestries, variant classes or organisms.
Functional annotation also depends on experimental context. A model that predicts regulatory activity from sequence may not capture environmental response, developmental timing, chromatin remodelling, transcription-factor abundance, DNA methylation or RNA-mediated regulation. Therefore, artificial intelligence should be used as a prioritisation and hypothesis-generation tool rather than as final evidence of regulatory function. Its greatest value is realised when predictions are tested using reporter assays, CRISPR perturbations, expression analyses, chromatin profiling and disease-relevant cellular systems.
7. Artificial intelligence in variant interpretation and pathogenicity prediction
Variant interpretation is a central bottleneck in genomic medicine and biological discovery. A single human genome contains millions of variants, most of which are benign or of uncertain significance. Clinical sequencing often identifies candidate variants whose biological meaning is difficult to establish. Artificial intelligence and machine learning can help prioritise variants by integrating multiple forms of evidence, including conservation, population frequency, predicted molecular effect, regulatory annotation, protein context and known disease associations.
CADD was an early and influential integrative framework for estimating the relative pathogenicity of human genetic variants by combining diverse genomic annotations into a single score (Kircher et al., 2014). REVEL focused on rare missense variants and integrated multiple prediction tools into an ensemble method for pathogenicity prediction (Ioannidis et al., 2016). These methods helped establish the value of combining heterogeneous evidence, but they also highlight a recurring problem: prediction scores are not equivalent to clinical classifications. A high score may suggest that a variant deserves attention, but it does not prove causality.
Deep learning has improved mechanism-specific variant interpretation. SpliceAI predicts splicing consequences from primary nucleotide sequence and can identify variants that create or disrupt splice signals (Jaganathan et al., 2019). This is important because pathogenic variants may act through RNA processing, including intronic and synonymous changes that are difficult to interpret from protein sequence alone. AlphaMissense extended prediction of missense variant effects by adapting ideas from AlphaFold and using evolutionary and structural context to estimate pathogenicity for possible amino-acid substitutions across the human proteome (Cheng et al., 2023).
Clinical interpretation remains governed by evidence standards. The ACMG/AMP guidelines provide a structured framework for classifying sequence variants using population data, computational evidence, functional studies, segregation, phenotype specificity and other lines of evidence (Richards et al., 2015). ClinVar supports this ecosystem by providing a public archive of variant interpretations and supporting evidence (Landrum et al., 2018). Artificial intelligence can assist these processes by prioritising variants and highlighting plausible mechanisms, but it should not replace expert interpretation. Model outputs can be biased by training labels, literature ascertainment and unequal study of genes and populations.
The future of variant interpretation will likely combine artificial intelligence with high-throughput functional assays, long-read sequencing, saturation mutagenesis, patient phenotyping and population-diverse reference datasets. Computational predictions will be most useful when they are calibrated, gene-aware, mechanism-aware and accompanied by uncertainty estimates. They should also be updated as new evidence accumulates. In this sense, artificial intelligence is not a final adjudicator of pathogenicity; it is part of a dynamic evidence system.
8. Protein structure prediction and genomic interpretation of molecular function
Protein structure prediction is one of the most visible successes of artificial intelligence in biology. AlphaFold demonstrated that a deep-learning system could predict many protein structures with accuracy competitive with experimental approaches, particularly in the CASP14 assessment context (Jumper et al., 2021). The application of AlphaFold to the human proteome expanded structural coverage for human proteins and provided predictions that can be used to reason about domains, active sites, interaction surfaces and potential effects of amino-acid substitutions (Tunyasuvunakool et al., 2021). The AlphaFold Protein Structure Database then made predicted structures broadly accessible, enabling researchers to incorporate structural information into many areas of biology (Varadi et al., 2022).
The connection to genomics is direct. Many sequencing studies identify missense variants, in-frame insertions or deletions, truncations and other coding changes whose effects depend on protein structure and function. Structure-aware interpretation can help distinguish variants likely to disrupt a catalytic site, destabilise a folded domain, impair binding or alter a regulatory interface. AlphaMissense exemplifies this connection by using structural and evolutionary information to support proteome-wide prediction of missense variant effects (Cheng et al., 2023).
Despite its importance, structure prediction should not be treated as a complete solution to molecular interpretation. Protein function depends on conformational dynamics, disorder, post-translational modification, cellular localisation, concentration, interaction partners and tissue context. Some disease mechanisms involve gain of function, dominant-negative effects, altered regulation or abnormal interactions that cannot be inferred from a static predicted structure alone. Therefore, protein-structure artificial intelligence should be integrated with biochemical assays, cellular models, population genetics and clinical evidence.
The broader lesson is that artificial intelligence can connect biological scales. Genome sequence can be linked to protein structure, protein structure to molecular mechanism, and molecular mechanism to disease interpretation. This cross-scale integration is one of the strongest arguments for artificial intelligence in genomics, but it requires careful recognition of uncertainty at each step.
9. Artificial intelligence in single-cell and spatial genomics
Single-cell genomics has transformed biological discovery by measuring molecular variation at cellular resolution. Instead of averaging signals across bulk tissue, single-cell methods reveal cell types, cell states, differentiation trajectories, immune responses, tumour heterogeneity and disease-associated cellular programmes. These datasets are naturally suited to artificial intelligence because they are large, sparse, noisy and structured by both biological and technical variation.
Deep generative models have become especially important in single-cell analysis. scVI introduced a probabilistic deep generative framework for single-cell transcriptomics, supporting representation learning while accounting for batch effects and technical noise (Lopez et al., 2018). scGen used variational autoencoders and latent-space operations to predict single-cell perturbation responses across cell types and conditions (Lotfollahi et al., 2019). These approaches illustrate a shift from descriptive clustering towards predictive modelling of cellular response.
Artificial intelligence can support cell-type annotation, batch correction, dimensionality reduction, trajectory inference, perturbation modelling and regulatory-network reconstruction. However, each of these applications requires caution. Batch correction can remove genuine biological signal if experimental design is confounded. Clustering can impose discrete categories on continuous biological processes. Trajectory inference can suggest developmental relationships that depend heavily on sampling time, tissue context and model assumptions. Therefore, single-cell artificial intelligence should be interpreted as a tool for hypothesis generation and structured exploration, not as a replacement for developmental, physiological or experimental evidence.
Causal machine learning is an important emerging direction in single-cell genomics. Large-scale perturbation screens combined with single-cell readouts can measure the effect of targeted genetic perturbations on the transcriptome, creating an opportunity to move from correlation towards causal inference (Tejada-Lapuerta et al., 2025). This is particularly relevant to functional genomics because artificial intelligence can propose candidate regulators, CRISPR screens can perturb them, and single-cell profiling can measure downstream consequences. The resulting data can then improve subsequent models.
Spatial genomics adds another layer of complexity by preserving tissue architecture. Cells do not function in isolation; their behaviour is influenced by neighbouring cells, extracellular matrix, vascular structure, immune context and spatial gradients. Artificial intelligence can help integrate spatial transcriptomic data with imaging and single-cell reference atlases, but robust interpretation requires awareness of resolution, capture efficiency, tissue handling and platform-specific limitations. The future of single-cell and spatial artificial intelligence will likely depend on models that combine molecular profiles, spatial context and perturbation evidence in biologically interpretable ways.
10. Multi-omics integration and systems-level discovery
Biological systems are not adequately explained by genome sequence alone. Disease, development and cellular response emerge through interactions among genome, epigenome, transcriptome, proteome, metabolome, microbiome, environment and phenotype. Multi-omics analysis aims to integrate these layers, and artificial intelligence provides methods for learning relationships across heterogeneous data types. Hasin, Seldin and Lusis (2017) described multi-omics as a route to understanding disease through the integration of multiple molecular layers. Zitnik and colleagues (2019) further emphasised that machine learning can support biomedical data integration by combining heterogeneous data sources and identifying patterns that are difficult to detect from one modality alone.
Multi-omics integration is difficult because different data types have different measurement scales, noise structures, missingness patterns and temporal dynamics. Genotypes are relatively stable, whereas gene expression, chromatin accessibility, protein abundance and metabolite levels can change with cell state, environment and disease stage. A model that combines these layers must distinguish causal relationships from correlation and must avoid mistaking tissue composition or technical artefact for disease mechanism. Artificial intelligence can help by learning latent representations and cross-modal relationships, but these representations must be interpreted with biological care.
In cancer genomics, multi-omics integration can connect mutation, copy-number alteration, methylation, expression, protein signalling and treatment response. In complex disease research, it can link genetic association signals to tissue-specific regulatory mechanisms and molecular pathways. In pharmacogenomics, it may help connect genotype, expression state and drug response. However, the strongest multi-omics models are likely to be those that incorporate biological priors without becoming constrained by incomplete prior knowledge. Pathways, gene regulatory networks, protein interactions and chromatin architecture can provide useful structure, but established databases are biased towards well-studied genes and diseases.
Systems-level discovery will increasingly require models that are both predictive and interpretable. A black-box model may classify disease subtypes or predict response, but biological discovery requires understanding which molecular relationships drive the prediction. Therefore, explainable modelling, perturbation validation and causal reasoning will be essential to the next phase of multi-omics artificial intelligence.
11. Artificial intelligence, CRISPR screens and genome engineering
Genome editing creates an experimental bridge between prediction and causal biology. CRISPR-based perturbation allows researchers to test whether genes, regulatory elements or variants influence cellular phenotypes. Artificial intelligence contributes to this field by improving guide RNA design, predicting editing outcomes, prioritising perturbation targets and interpreting high-dimensional screen readouts.
Guide RNA design is a clear example of artificial intelligence-assisted genome engineering. Doench and colleagues (2016) developed improved rules for designing sgRNAs to maximise activity and minimise off-target effects in CRISPR-Cas9 experiments. DeepCRISPR later applied deep learning to guide RNA design, integrating sequence and epigenetic features to predict on-target efficacy and off-target profiles (Chuai et al., 2018). These methods improve experimental design because guide performance strongly affects screen sensitivity, specificity and reproducibility.
CRISPR screens combined with single-cell readouts create a particularly powerful discovery cycle. Artificial intelligence can nominate genes, enhancers or variant-containing regions for perturbation. CRISPR experiments can test the effects of those perturbations. Single-cell profiling can measure downstream changes in cell state, pathway activation and gene expression. The resulting data can then train better predictive models. This closed-loop pattern is one of the most promising directions for functional genomics because it connects computational prediction with direct intervention.
The main limitation is biological context. A perturbation may have different effects across cell types, developmental stages, genetic backgrounds or environmental conditions. A model trained in one cellular system may not generalise to another. Therefore, AI-assisted genome engineering should be understood as an iterative process rather than as a one-step solution. The goal is not only to predict the best perturbation, but to create a cycle in which prediction and experimentation refine one another.
12. Genomic medicine and clinical translation
Artificial intelligence has significant potential in genomic medicine, particularly in rare disease diagnosis, cancer genomics, pharmacogenomics, newborn sequencing, carrier screening and risk prediction. Dias and Torkamani (2019) argued that artificial intelligence can support clinical and genomic diagnostics by enabling interpretation of large and complex health datasets. In rare disease, artificial intelligence can help prioritise candidate variants by combining genomic findings with phenotype terms, inheritance models and known gene–disease relationships. In oncology, it can support driver prioritisation, tumour classification, therapy matching and interpretation of molecular profiles.
Clinical translation requires more than algorithmic performance. A model must show analytical validity, clinical validity and clinical utility. Analytical validity concerns whether the model correctly processes the data it receives. Clinical validity concerns whether the output is associated with the clinical condition of interest. Clinical utility concerns whether the model improves diagnosis, management, treatment or outcomes. A genomic artificial intelligence system may perform well in a benchmark but fail to improve real-world care if it increases uncertainty, worsens inequity or lacks integration with clinical workflows.
Variant interpretation illustrates this problem. Computational tools such as CADD, REVEL, SpliceAI and AlphaMissense are useful for prioritisation, but clinical classification still requires structured evidence frameworks such as ACMG/AMP guidelines and curated resources such as ClinVar (Cheng et al., 2023; Ioannidis et al., 2016; Jaganathan et al., 2019; Kircher et al., 2014; Landrum et al., 2018; Richards et al., 2015). A responsible clinical workflow should treat artificial intelligence predictions as supporting evidence, not as independent truth. The model’s uncertainty, gene-specific performance and applicability to the patient’s ancestry and phenotype should be considered.
Polygenic risk prediction raises a different translational challenge. Polygenic scores may help stratify risk for common diseases, but current scores often transfer poorly across ancestries because discovery datasets remain imbalanced (Martin et al., 2019). Artificial intelligence may improve modelling of nonlinear relationships or multi-modal predictors, but it cannot fully solve the underlying problem of unrepresentative data. Greater diversity in genomic research is necessary for both scientific accuracy and equitable clinical translation (Popejoy & Fullerton, 2016; Sirugo et al., 2019).
The clinical future of artificial intelligence in genomics will require prospective validation, transparent reporting, regulatory oversight, clinician education and patient-centred communication. It will also require mechanisms for updating models as knowledge changes. Genomic interpretation is not static; new gene–disease relationships, variant classifications and functional evidence continually emerge. Clinical artificial intelligence must therefore be maintainable, auditable and responsive to evolving evidence.
13. Ethical, legal and social considerations
Artificial intelligence in genomics raises ethical, legal and social issues because genomic data are identifying, familial and potentially predictive. Unlike many other biomedical measurements, genomic information can reveal risk not only for an individual but also for biological relatives and population groups. Large-scale model training increases the value of data aggregation, but it also increases concern about privacy, consent and governance. Even when data are de-identified, genomic information can remain sensitive because sequence data are inherently personal.
Bias is among the most important ethical and scientific concerns. Underrepresentation of many populations in genomic datasets can produce models that are less accurate for those groups, thereby reinforcing inequity in diagnosis, prevention and treatment (Martin et al., 2019; Popejoy & Fullerton, 2016; Sirugo et al., 2019). Artificial intelligence can amplify this problem if it learns from biased labels, unequal ascertainment or historically skewed research priorities. Diversity in genomics is therefore essential not only for fairness but also for validity.
Interpretability is also ethically important. In research, opaque models may still be useful if they generate experimentally testable hypotheses. In clinical care, opacity is more problematic because patients and clinicians need to understand why a variant or risk estimate is being prioritised. Interpretability does not require that every model be simple, but it does require clarity about model inputs, intended use, uncertainty, failure modes and validation populations. A model should not present speculative biological predictions as deterministic facts.
Data ownership and benefit sharing require attention. Communities that contribute genomic data should not be treated merely as sources of training material. Ethical governance should include transparent consent, community engagement, privacy protection, equitable access and mechanisms for sharing the benefits of discovery. The legitimacy of genomic artificial intelligence will depend not only on technical accuracy, but also on trustworthiness and accountability.
14. Future directions
The future of artificial intelligence in genomics will likely be shaped by foundation models, pangenome-aware analysis, perturbation-based learning and clinical governance. Foundation models such as Nucleotide Transformer suggest that self-supervised learning from large-scale DNA sequence can produce reusable representations for downstream genomic tasks (Dalla-Torre et al., 2025). Future models may integrate DNA sequence, RNA expression, chromatin accessibility, methylation, protein structure, evolutionary conservation and clinical phenotypes within unified architectures. Such integration could improve variant prioritisation, gene regulation modelling and cross-species biological discovery.
Pangenome-aware artificial intelligence will become increasingly important. As genomic references move beyond a single linear sequence, models will need to represent multiple haplotypes, structural variants and population-specific sequence. The draft human pangenome provides an early framework for this transition (Liao et al., 2023). Long-read sequencing and complete assemblies will further expand the genomic regions available for modelling (Nurk et al., 2022). These advances may improve interpretation of complex regions that have historically been underrepresented in genomic analysis.
Perturbation-based learning is another major direction. CRISPR screens, single-cell readouts and causal machine learning can help distinguish correlation from functional effect (Tejada-Lapuerta et al., 2025). This matters because biological discovery requires causal understanding, not only prediction. Closed-loop systems in which models propose experiments, experiments generate data and data improve models may become central to functional genomics.
Finally, the field will need stronger standards for validation and reporting. Benchmark datasets should be diverse, transparent and resistant to data leakage. Clinical models should be evaluated prospectively and across ancestries. Research models should be assessed not only for accuracy but also for interpretability, robustness and biological novelty. Artificial intelligence will transform genomics most effectively when computational prediction is linked to experimental validation and responsible implementation.
15. Limitations
This review is limited by its narrative design. It synthesises influential and representative literature rather than exhaustively cataloguing every artificial intelligence model or genomic application. Because the field is advancing rapidly, some very recent tools, datasets or evaluations may not be included. The review focuses on peer-reviewed journal articles with DOI identifiers, which strengthens verifiability but may exclude relevant preprints, software documentation or technical reports that have not yet appeared in journal form. Some specialised areas, including microbial genomics, plant genomics, metagenomics, epigenetic ageing and pharmacogenomic implementation, are discussed only indirectly. Direct comparison across methods is also limited because studies often use different datasets, benchmarks, outcome definitions and validation strategies.
16. Conclusions
Artificial intelligence is transforming genomics by changing how researchers interpret sequence, variation, regulation, cellular state and molecular structure. It supports variant calling, regulatory annotation, splicing prediction, missense interpretation, protein structure prediction, single-cell modelling, multi-omics integration, CRISPR design and clinical prioritisation. Its greatest contribution is not simply faster computation, but the ability to learn complex biological representations and generate testable hypotheses across molecular scales.
The future of biological discovery will depend on joining artificial intelligence with high-quality genomic resources, diverse populations, experimental perturbation, mechanistic biology and responsible clinical governance. Artificial intelligence should be viewed as a powerful scientific instrument: transformative when validated carefully, potentially misleading when applied without context, and most valuable when it connects prediction with biological understanding. Genomics is moving from reading genomes to modelling and testing biological systems, and artificial intelligence is becoming one of the central engines of that transition.
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