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Abstract

Groundwater and surface water systems are monitored using physicochemical parameters such as pH, turbidity, electrical conductivity, temperature, oxidation–reduction potential (ORP), and residual chlorine to ensure environmental safety and public health. However, natural temporal variability limits the effectiveness of fixed threshold-based anomaly detection. This study proposes a data-driven framework for defining normal water quality behavior and detecting anomalies using machine learning. Historical sensor data were preprocessed to establish empirical normal ranges based on the 5th and 95th percentiles. Observations outside these bounds were labeled as abnormal, while those within were considered normal, enabling supervised classification. Two interpretable models, Logistic Regression and Random Forest, were implemented and evaluated using accuracy, precision, recall, F1-score, and ROC and precision–recall curves. Random Forest demonstrated superior performance, particularly in recall and overall classification accuracy, while Logistic Regression provided a transparent baseline. Visualization tools, including normal range bands, correlation analysis, feature importance, temporal probability trends, and confusion matrices, enhanced interpretability. The framework enables early detection of contamination events and sensor anomalies, supporting reliable, real-time water quality monitoring and informed environmental decision-making.
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1. Introduction
Monitoring of groundwater and surface-water quality continuously is essential for protecting public health, ensuring regulatory compliance and maintaining drinking-water system reliability. Modern sensor networks measure physicochemical parameters such as pH, turbidity, conductivity, oxidation-reduction potential (ORP), temperature and residual disinfectants, which exhibit natural temporal and environmental variability. As a result, fixed regulatory thresholds are often inadequate for reliable anomaly detection and early warning[1]. Data-driven machine-learning approaches can learn multivariate patterns from sensor time-series data and distinguish abnormal conditions from normal system behavior. Supervised classifiers such as Logistic Regression and Random Forest have shown strong performance in environmental monitoring[2], yet many studies do not explicitly establish statistically grounded normal operating ranges prior to classification.
In many real-world water-distribution systems, sensor measurements are affected by seasonal changes, hydraulic disturbances, maintenance activities and sensor drift, making anomaly detection a challenging task. Variations in water demand, pipe conditions and environmental factors can cause fluctuations in sensor readings even under normal operating conditions. Consequently, distinguishing between true contamination events and routine operational variability requires more advanced analytical techniques than traditional threshold-based monitoring systems[3]. Machine-learning models provide an effective solution by identifying hidden relationships among multiple water-quality parameters simultaneously and adapting to complex nonlinear behaviors within the dataset [4]. In addition, establishing statistically derived normal operating envelopes before classification improves the reliability of anomaly detection by reducing false alarms and improving sensitivity to unusual events [5]. Techniques such as percentile-based thresholding, feature scaling and multivariate statistical analysis can further enhance classification accuracy and system robustness. Recent studies have demonstrated that ensemble learning methods, particularly Random Forest classifiers, achieve high predictive performance due to their ability to handle nonlinear interactions and noisy environmental data [6]. Furthermore, interpretable models such as Logistic Regression remain valuable because they provide insight into feature importance and support transparent decision-making for water system operators and regulatory agencies [7].
This study proposes a unified machine-learning framework for defining data-driven normal water-quality envelopes and detecting anomalies in groundwater and surface-water systems. The workflow integrates data cleaning, feature construction, train-test partitioning, supervised learning and quantitative evaluation into a coherent decision-support pipeline. Using real-world sensor data, the framework supports adaptive, interpretable and operationally meaningful anomaly detection for real-time environmental monitoring and decision making.


Objectives
The objectives of this report are to:
· Establish data-driven normal operating ranges for groundwater and surface-water quality parameters to reduce false alarms and cognitive burden associated with fixed threshold methods.
· Develop and implement a machine-learning-based anomaly detection framework that provides consistent, interpretable, and evidence-based decision support for water-quality monitoring.
· Evaluate detection performance and false-alarm trade-offs by comparing Logistic Regression and Random Forest models using confusion-matrix metrics, with emphasis on human-in-the-loop decision reliability.
2. Related Works
Environmental monitoring and water-quality assessment have become increasingly important due to rapid industrialization, urbanization, agricultural activities, and climate variability that continue to threaten freshwater resources worldwide [8]. Traditional water-quality monitoring methods based on periodic manual sampling and laboratory analysis are often expensive, time-consuming, and incapable of capturing sudden contamination events or short-term fluctuations in water conditions [9]. Consequently, continuous monitoring systems equipped with online environmental sensors have been widely adopted for real-time assessment of drinking water, groundwater, rivers, lakes, and wastewater systems [10]. These monitoring systems commonly measure physicochemical parameters such as pH, turbidity, dissolved oxygen, conductivity, oxidation–reduction potential (ORP), temperature, total dissolved solids, and residual chlorine because changes in these indicators often reflect contamination, microbial activity, or infrastructure failures [11]. Studies have shown that environmental factors such as seasonal variation, rainfall patterns, hydraulic disturbances, and land-use activities can significantly influence water-quality dynamics, making anomaly detection and system interpretation more complex [12].Early work on online monitoring demonstrated that contamination events can be detected using continuously measured physicochemical indicators such as pH, turbidity, and chlorine residuals, highlighting the value of real-time sensor-based early warning systems[1]. Subsequent studies advanced anomaly detection using statistical and time-series approaches. For example, Zhang et al. [3]proposed dual moving-window methods that compare current observations with historical trends, reducing false alarms and outperforming fixed threshold techniques. To improve reliability, researchers have increasingly applied statistical and multivariate environmental analysis techniques to identify abnormal patterns and assess relationships among water-quality variables [13]. Multivariate methods such as Principal Component Analysis (PCA), cluster analysis, and water-quality indices have been successfully used to evaluate pollution sources, classify contamination levels, and support environmental decision-making [14]. Furthermore, advances in wireless sensor networks and Internet of Things (IoT) technologies have enabled remote real-time monitoring and automated reporting systems capable of improving contamination response times and supporting sustainable water-resource management [15]. These developments demonstrate the growing importance of integrated environmental monitoring frameworks for protecting public health and ensuring regulatory compliance in modern water-distribution systems.
In recent years, machine-learning and data-driven approaches have further enhanced environmental monitoring capabilities by improving the prediction, classification, and early detection of water-quality anomalies in large multivariate datasets [16]. Unlike traditional threshold-based monitoring systems, machine-learning methods can model nonlinear relationships among environmental variables and adapt to natural temporal variability commonly observed in water systems [17]. Supervised learning algorithms such as Logistic Regression, Support Vector Machines (SVM), Decision Trees, Random Forest, and Artificial Neural Networks (ANN) have been widely applied in water-quality prediction and contamination detection studies because of their strong predictive performance and ability to process complex environmental data [18]. Deep learning approaches including recurrent neural networks (RNNs) and long short-term memory (LSTM) models have also demonstrated effectiveness in capturing temporal dependencies within continuous water-quality time-series measurements [19]. In addition to predictive accuracy, researchers have emphasized the importance of combining environmental domain knowledge with statistical preprocessing techniques such as normalization, percentile analysis, feature selection, and missing-data handling to improve monitoring robustness and reduce false alarms [20]. Several studies have reported that integrating environmental sensing technologies with machine-learning frameworks can support intelligent early-warning systems for contamination detection, infrastructure maintenance, and operational decision support in smart water networks [21].
Despite these advances, most studies emphasize detection or forecasting accuracy without explicitly defining data-driven normal operating ranges. Addressing this gap, the present study focuses on establishing statistical normal water-quality envelopes and subsequently detecting anomalies using interpretable machine-learning models, enabling adaptive and transparent monitoring across groundwater and surface-water systems.
3. Methodology
A. Data Description
[bookmark: _Hlk218728721]The data used for "Machine learning-enabled characterization of normal water quality behavior and anomaly detection in groundwater and surface water monitoring systems" was obtained from Mendeley Data[22]. A continuous time-series subset of the data was used, comprising 68,325 observations recorded between 3rd April 2022 and 26th November 2022 at regular five-minute interval. The monitoring system continuously measured multiple physicochemical water-quality parameters commonly used in environmental monitoring and drinking-water assessment.These parameters included are summarized in Table 1, served as input features for the machine-learning framework, which establishes normal water ranges and detects anomalies using Random Forest and Logistic Regression models.Continuous monitoring at high temporal resolution provided the ability to capture short-term fluctuations, operational disturbances, and environmental variability commonly observed in real-world water-distribution systems[23].
In contrast to pre-labelled benchmark datasets, this dataset lacks explicit anomaly annotations. Consequently, a data-driven labelling strategy was implemented. Normal operational ranges for each parameter were statistically defined using percentile thresholds (5th to 95th) and standard deviation boundaries (mean plus or minus two standard deviations). Measurements outside these statistically derived limits were initially classified as potential anomalies. These preliminary labels were subsequently refined using supervised machine-learning classification techniques to identify multivariate abnormal patterns across multiple sensor variables simultaneously[24]. This approach better reflects realistic environmental monitoring conditions where anomalies are rare, uncertain, and often influenced by complex interactions among water-quality parameters within drinking-water and groundwater monitoring systems.
Table 1. Description of the given time series data
	ColumnName
	Unit  
	Description

	DateTime
	
	Time stamp of measurement (Five-minute interval)

	Temperature  
	°C   
	Water temperature measured in degrees Celsius

	ORP
	mV
	Oxidation-Reduction Potential

	pH
	
	Acidity or alkalinity level of the water

	Turbidity
	NTU
	Measure of water clarity in Nephelometric Turbidity Units

	Conductivity
	µS/cm
	Electrical conductivity representing dissolved ion concentration

	Combined Chlorine                  
	mg/L
	Concentration of residual chlorine compounds present in water



B. Data Preparation
Real-world water-quality databases are frequently affected by factors such as noise, inconsistent sampling, missing observations, and redundant measurements. If these data irregularities are not addressed, model outcomes may become unreliable or less accurate. To mitigate these issues, data preparation steps including cleaning, transformation, normalization, and noise identification were implemented prior to model training[25].
Data completeness and sensor reliability were first assessed through a missingness inspection, which revealed fewer than 1% missing observations, primarily attributable to sensor downtime or temporary communication failures. Prior studies indicate that imputation strategies incorporating temporal and contextual similarity outperform simple replacement methods such as zero-filling or random substitution[26]. The water-quality variables exhibit distinct statistical distributions, temperature and conductivity display uniform to bimodal patterns, ORP and combined chlorine follow near-normal distributions and pH remains concentrated around neutral values. Turbidity shows a strong peak at low levels with occasional spikes. 
C. Feature Selection
It is well known that some machine learning algorithms perform less effectively when input data are highly correlated. As shown in Table 2, there are several moderate correlations among the measured parameters. For example, Temperature is positively correlated with Turbidity (r = 0.62) and negatively correlated with Conductivity (r = −0.61) and ORP (r = −0.56). Additionally, Conductivity shows a positive correlation with Combined Chlorine (r = 0.45). These relationships suggest that some variables may share overlapping information, which can negatively impact model learning by causing redundancy and raising the likelihood of overfitting, especially in algorithms sensitive to multicollinearity.
Table 2. Correlation Table
	
	Temp (°C)
	ORP (mV)
	pH
	Turbidity (NTU)
	Conductivity (µS)
	Combined Chlorine (mg/L)

	Temperature (°C)
	1.00
	-0.56
	-0.28
	0.62
	-0.61
	-0.41

	ORP (mV)
	-0.56
	1.00
	0.12
	-0.27
	0.35
	0.15

	pH
	-0.28
	0.12
	1.00
	-0.16
	0.24
	0.11

	Turbidity (NTU)
	0.62
	-0.27
	-0.16
	1.00
	-0.36
	-0.23

	Conductivity (µS)
	-0.61
	0.35
	0.24
	-0.36
	1.00
	0.45

	Combined Chlorine (mg/L)
	-0.41
	0.15
	0.11
	-0.23
	0.45
	1.00


Increasing the number of input features does not necessarily improve classification performance, as redundant or weakly informative variables can degrade model efficiency and increase computational cost. Feature selection methods are commonly categorized as filter, wrapper or embedded approaches, depending on whether they operate independently of, or are integrated within, a learning algorithm[27]. In this study, an embedded feature-selection strategy was adopted using the Random Forest classifier, which provides intrinsic measures of feature importance. Specifically, feature relevance was quantified using impurity-based importance, also known as mean decrease impurity, which reflects the cumulative reduction in node impurity contributed by each feature across the ensemble[2]. This mechanism exploits the hierarchical structure of decision trees, where features selected more frequently and closer to the root exert greater influence on classification outcomes. The result indicates that Combined Chlorine and ORP are the most influential predictors, followed by Conductivity and Temperature, while Turbidity and pH contribute less, highlighting the dominance of disinfection and redox-related indicators in anomaly detection.
D. Modelling
We developed two classification models to detect anomalies in multivariate water-quality time series: Logistic Regression (LR) and Random Forest (RF). These models were chosen because the target is a binary variable (normal versus anomaly), and the predictors are continuous physicochemical indicators. LR provides a straightforward, interpretable baseline, while RF models nonlinear relationships between features and generally excels in handling complex environmental datasets.
Logistic Regression is well suited for binary classification problems, such as distinguishing normal from anomalous water-quality conditions. The model estimates the probability of an abnormal event as a logistic transformation of a weighted linear combination of input features, enabling analysis of relationships between a binary outcome and multiple continuous predictors[28]. To ensure numerical stability and comparable feature influence, all water-quality variables were standardized prior to training[29]. Beyond discrete class labels, Logistic Regression produces continuous probability scores P(Abnormal), which provide a graded risk indicator over time. A decision threshold of 0.50 was applied to convert probabilities into binary predictions, supporting interpretable and operationally meaningful anomaly detection.
Random Forest is a supervised ensemble learning algorithm that combines multiple decision trees constructed using bootstrap sampling and random feature selection, with final predictions obtained by majority voting [2]. Its ability to capture nonlinear relationships, learn feature interactions, and remain robust to noise makes it well suited for water-quality anomaly detection. An additional advantage is its intrinsic feature-importance mechanism based on impurity reduction (Gini/MDI). Combined Chlorine and ORP emerged as the most influential predictors, followed by Conductivity and Temperature, highlighting the importance of disinfection and redox-related indicators in identifying abnormal conditions.
E. Evaluation Metrics
In this work, we emphasize Precision, Recall, and F1-score, because they reflect performance on the minority class. Confusion matrices were also used to visualize model outcomes for both classifiers and threshold-dependent plots which reports true positives (TP), true negatives (TN), false positives (FP), and false negatives (FN)
· Precision: proportion of predicted anomalies that are correct

· Recall (True Positive Rate): proportion of true anomalies detected

· F1-score: harmonic mean of Precision and Recall

4. Results and Discussion 
The performance evaluation of the machine-learning models demonstrated that both Random Forest and Logistic Regression were capable of identifying abnormal water-quality conditions from the multivariate environmental monitoring dataset. However, the Random Forest classifier consistently produced superior performance across all imbalance-aware evaluation metrics, indicating a stronger ability to distinguish anomalous observations from normal operating conditions within the water-distribution monitoring system. The Random Forest model achieved high precision and recall values, demonstrating that it effectively detected abnormal water-quality events while simultaneously minimizing false alarms. Specifically, the model correctly identified 1,342 anomalous observations while maintaining only 98 false-positive detections and 186 false negatives. The classifier achieved a Precision of 0.93, a Recall of 0.88, and an F1-score of 0.90, confirming its strong overall classification capability. This balance between anomaly detection sensitivity and false-positive reduction is particularly important in environmental monitoring applications, where excessive false alarms may reduce operator trust, increase unnecessary maintenance actions, and complicate operational decision-making processes.
The improved performance of the Random Forest classifier can be attributed to its ensemble-learning structure and its capability to model complex nonlinear interactions among environmental variables such as pH, conductivity, turbidity, temperature, and oxidation–reduction potential (ORP). Water-quality parameters often exhibit nonlinear temporal behavior due to seasonal variation, environmental disturbances, hydraulic fluctuations, and sensor variability within drinking-water systems. Random Forest models are effective in handling these complex environmental relationships because they combine multiple decision trees and reduce overfitting through bootstrap aggregation and random feature selection. Consequently, the model was able to identify subtle multivariate anomaly patterns that may not be easily captured using conventional linear classification methods.
In comparison, Logistic Regression also demonstrated competitive performance and served as a valuable interpretable baseline model for environmental anomaly detection. As shown in Figure 1, the Logistic Regression model correctly identified 1,126 anomalous observations but produced a higher number of false negatives and false positives relative to Random Forest. The model achieved a Precision of 0.86, a Recall of 0.74, and an F1-score of 0.79. Although the model maintained relatively good precision, its lower recall indicates that a larger proportion of abnormal water-quality events remained undetected. This limitation is likely associated with the linear assumptions inherent in Logistic Regression, which may not fully capture the complex nonlinear relationships present in continuous environmental monitoring data. Nevertheless, the model remains valuable because of its computational simplicity, interpretability, and ability to provide transparent decision boundaries that support explainable environmental monitoring and operational decision-making.
5. Conclusion
This study presents a data-driven machine-learning framework for defining normal water-quality operating ranges and detecting anomalies in groundwater and surface-water systems. By deriving normal envelopes from historical sensor data, the approach reduces false alarms and operator workload associated with fixed thresholds. Comparative evaluation showed that Random Forest achieved higher recall and F1-score, indicating superior sensitivity to abnormal events, while Logistic Regression provided interpretable probabilistic outputs that support transparent decision making. Framed through signal detection theory, the results demonstrate that human-centered anomaly detection can enhance operational reliability and decision confidence in water-quality monitoring.Furthermore, the proposed framework demonstrates the potential of combining environmental monitoring with intelligent data-driven analysis to support real-time early-warning systems, improve contamination detection capability, and strengthen sustainable management of drinking-water and environmental water resources under dynamic operational conditions.
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