AI-Driven Drug Discovery and Translational Medicine: From Computational Models to Clinical Impact 

Abstract
Background: Artificial intelligence (AI) and machine learning are increasingly being used to extract signals from chemical data and high-dimensional biomedical, and to support data-driven prioritisation throughout the process of taking a discovery to the clinic.
Objective: The study aims to map the application of AI and machine learning methods across the drug discovery–translational pipeline, and to evaluate the impact on clinical practice and the barriers to implementation.
Method: A scoping review of peer-reviewed studies (2015–2025) was conducted using Embase and PubMed. Eligible studies reported real-world AI/ML applications with measurable outputs and applied validation (in vivo, cellular, biochemical, clinical, or trial-operational). Data were synthesized thematically and charted using an eight-domain extraction framework.
Results: A total of 19 studies were included in the analysis. The evidence was found to be primarily focused on hit discovery (DNA-encoded library learning and virtual screening), preclinical modeling, lead optimization, and de novo/generative design. A smaller subset of studies addressed clinical trial operations and peptide/biologic antimicrobial discovery. Most studies reported prospective experimental validation, often involving animal models. However, only a minority demonstrated direct clinical translation, such as an AI-discovered candidate that was evaluated in a randomized phase 2a trial. Meanwhile, trial-operations tools showed consistent workflow gains (e.g., reduced time and increased screening accuracy). Key limitations included limited interpretability, uncertainty reporting, weak external validation, and restricted data access and representativeness.
Conclusion: The application of AI/ML can improve trial processes and accelerate early discovery, but achieving consistent clinical impact remains constrained by governance, evaluation rigour and data quality. Conducting prospective multi-site evaluations, creating benchmarked and uncertainty-aware models, and strengthening open data practices are essential for translation.
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1.0 Introduction
1.1 Problem and context/background
The process of drug discovery and development is still limited by rising costs, ongoing attrition, and lengthy timelines. When the cost of failed candidates is incorporated, capitalized estimates of pre-approval spending per approved compound can reach the multi-billion-dollar range (DiMasi et al., 2016). Estimates derived from regulatory sources and publicly available financial data further demonstrate that the median capitalized investment required to bring a therapeutic agent to market often exceeds one billion dollars, with substantial variation across therapeutic areas and sensitivity to assumptions about the cost of capital and failure rates (Wouters et al., 2020). Even after a candidate enters human testing, success probabilities remain indication-dependent and modest. Large-scale analyses of clinical trial registry data reveal particularly low aggregate success rates in oncology, emphasizing that outcomes differ across disease phases, types, and trial features (Wong et al., 2019). These economic and probabilistic realities create strong pressure to reduce uncertainty at an early stage, prioritize higher-quality hypotheses and allocate experimental resources more efficiently.
At an organizational level, research-based companies have adapted their innovation models in response to declining R&D efficiency. These strategies include partnering to mitigate risk and licensing, tighter portfolio management, and outsourcing and sharing risk in later development. Open-innovation approaches also broaden access to ideas and external capabilities (Schuhmacher et al., 2016). However, these efficiency strategies are subject to a fundamental constraint: the reliability of the knowledge base informing initial decisions. Low reproducibility in preclinical research undermines the generation of cumulative evidence, increases the risk of failure downstream, and represents a significant economic burden on investment in biomedical research (Freedman et al., 2015). When foundational findings are fragile, development efforts and subsequent optimization may be based on unstable mechanistic assumptions, compounding costs and delays. Therefore, improving discovery productivity requires faster workflows and methods that enhance decision credibility under uncertainty.
Artificial intelligence and machine learning are increasingly being used to extract signals from chemical data and high-dimensional biomedical, and to support data-driven prioritisation throughout the process of taking a discovery to the clinic. Although deep learning has advanced predictive modelling and representation learning in medicine and biology, its practical contribution is dependent on the availability of labelled data, the interpretability of model outputs as testable hypotheses and privacy constraints (Ching et al., 2018). In parallel, evaluation practices in cheminformatics can inflate perceived performance. Benchmark redundancy can lead to overfitting, whereby models appear accurate because they memorise similarities between the training and validation sets rather than generalising to truly novel chemistry (Wallach & Heifets, 2018). Alongside predictive tasks, AI is being applied to workflow bottlenecks that shape medicinal chemistry timelines. Neural retrosynthesis systems can offer synthesis strategies that are comparable to those in the literature, potentially shortening iterative design cycles (Segler et al., 2018). Uncertainty-calibrated reaction prediction also supports risk-aware decision-making by providing confidence estimates that help identify unreliable predictions (Schwaller et al., 2019).
AI-enabled inverse design builds on these developments by treating molecular discovery as an optimisation problem within chemical space. This enables generative methods to suggest candidates that align with desired property profiles and to expand exploration beyond familiar scaffolds (Sanchez-Lengeling & Aspuru-Guzik, 2018). Drug repurposing provides a complementary translational pathway, leveraging established safety knowledge and de-risked compounds. However, it still faces regulatory and technological constraints that require careful evidence integration (Pushpakom et al., 2019). Advances in structural bioinformatics also increase feasibility: large-scale protein structure prediction repositories significantly increase structural coverage and provide confidence estimates to support structure-aware hypothesis generation (Varadi et al., 2022). Together, these developments justify mapping how AI is applied across drug discovery stages and how these applications influence translational outcomes under real-world constraints.
1.2 Scope of Review
This scoping review maps the application of machine learning methods and artificial intelligence (AI) across the drug discovery and translational pipeline. This includes structure and target-informed hypothesis generation, hit discovery (including DNA-encoded library learning and virtual screening), preclinical absorption, lead optimization, de novo/generative design, distribution, metabolism, excretion (ADME) and pharmacokinetics (PK) modelling, and efficacy modelling. It also covers trial-facing tools for operational forecasting and eligibility screening. The review covers small-molecule discovery, drug repurposing and peptide/biologic design, and assesses the extent to which prospective wet-lab or clinical/operational validation supports translation. The review also highlights cross-cutting issues relating to data quality and accessibility, external validation, interpretability, and the need for governance to ensure responsible clinical uptake. The review focuses on evidence from 2015 to 2025 in PubMed and Embase.
1.3 Aim and Specific Objectives of Review
The aim is to map how applied AI/ML is used across translational medicine and drug discovery, and to characterize the extent to which these applications have a validated impact on translation or clinical trials.
Specific objectives
i. Identify which AI/ML techniques are used at each stage of the pipeline (from generative design and hit finding to preclinical modelling and trial operations) and across modalities (biologics/peptides, small molecules, and repurposing).
ii. Summarise what 'success' looks like based on the evidence provided, including the outputs produced and the level of validation achieved (biochemical/cellular, in vivo or clinical/operational), as well as any progression towards clinical testing.
iii. Analyse the dominant constraints that limit clinical translation, such as data quality and access, bias, interpretability, governance/regulatory readiness and external validation, and summarise the proposed or implied strategies to mitigate these constraints.
2. Methodology
2.1 Design and Reporting Standards
This scoping review uses the Population–Concept–Context (PCC) framework to map the application of AI and machine learning methods across the drug discovery pipeline, and their translation into impact and clinical evaluation. The review follows the methodological structure of the attached template. Reporting is aligned with PRISMA-ScR and includes transparent documentation of selection and screening decisions. No protocol registration was undertaken. In line with the scoping review's mapping objective, no formal risk-of-bias appraisal was conducted. Safeguards included pre-specified eligibility criteria, database searching, staged screening and standardized data charting. 
2.2 Eligibility Criteria
[bookmark: _GoBack]The eligibility criteria were defined using PCC to reflect the current scope. AI-driven methods were considered that are used across translational medicine and drug discovery, with an emphasis on real-world applications supported by experimental, preclinical or clinical/operational validation. The review included 19 applied studies aligned with the scope, spanning computational discovery, preclinical validation, and clinical trial-related applications.
Table 1: Eligibility Criteria according to the PCC Framework
	Item
	Inclusion Criteria
	Exclusion Criteria

	Population
	Drug discovery and translational research problems involving therapeutic targets, candidate small molecules, biologics (e.g., peptides), and/or clinical trial processes where AI/ML is applied; any therapeutic area
	Animal/in vitro studies; pre-malignant conditions only

	Concept (Intervention)
	AI/ML methods applied to any stage of the pipeline: target identification/validation; hit discovery/virtual screening/DEL learning; de novo/generative design; lead optimization; preclinical modelling (e.g., ADME/PK/toxicity); drug repurposing; clinical trial design/conduct (e.g., eligibility screening, recruitment/duration forecasting)
	Purely theoretical algorithms with no prospective validation or applied evaluation; studies where AI is not central to discovery/translation decisions

	Context
	Any setting (academia, industry, health systems), globally; in silico-to-wet-lab workflows; preclinical models; clinical trial environments
	Not applicable

	Study Designs
	Empirical peer-reviewed studies with applied evaluation (e.g., biochemical/cellular assays, in vivo models, or clinical/operational evaluation in trial settings); prospective or retrospective applied studies with measurable outcomes
	Review papers, editorials, letters, viewpoints; protocols without results; conference abstracts without full text; preprints/grey literature

	Outcomes
	At least one applied output relevant to discovery/translation: candidate identification, potency/activity metrics, binding/functional validation, preclinical efficacy/PK/ADME signals, operational trial metrics (accuracy/time/workload/usability), or progression into clinical testing

	Outputs not linked to discovery/translation decisions (e.g., isolated modelling demonstrations without validation)

	Publication Type
	Peer-reviewed journal articles
	Theses, reports, guidelines, books/chapters, grey literature

	Language
	English
	Non-English

	Timeframe
	2010-2025
	Studies published outside this timeframe



2.3 Information Sources
The search was limited to peer-reviewed literature indexed in two databases that cover a wide range of biomedical research, pharmacology and drug development: MEDLINE/PubMed and Embase (Ovid). This approach follows the template's 'database-restricted, peer-reviewed' methodology, but restricts sources to the two specified databases. No grey literature was searched. Records were exported to a reference manager for de-duplication, followed by two-stage screening (first the title and abstract, then the full text), with any disagreements resolved through consensus.
2.4 Search Strategy
Database-specific searches combined free-text terms and controlled vocabulary to capture PCC elements (drug discovery/development, AI/ML methods and translational/clinical trial endpoints), prioritizing sensitivity. Filters were used to limit the results to English-language, peer-reviewed journal articles published between 2015 and 2025. The strategies were refined and piloted to ensure retrieval across biologics design, drug repurposing, small-molecule discovery,  and clinical trial applications. This section mirrors the template's approach of combining controlled terms with free text, as well as using limiters to align retrieval with eligibility criteria.
Table 2. Search String
	Database
	Search string

	MEDLINE/PubMed
	((“Artificial Intelligence”[Mesh] OR “Machine Learning”[Mesh] OR “Deep Learning”[Mesh] OR artificial intelligence[tiab] OR machine learning[tiab] OR deep learning[tiab] OR neural network*[tiab] OR graph neural network*[tiab] OR GNN[tiab] OR reinforcement learning[tiab] OR generative[tiab] OR “de novo”[tiab] OR NLP[tiab]) AND (“Drug Discovery”[Mesh] OR “Drug Design”[Mesh] OR “Computational Biology”[Mesh] OR “Clinical Trials as Topic”[Mesh] OR drug discover*[tiab] OR drug develop*[tiab] OR lead optimiz*[tiab] OR hit discover*[tiab] OR virtual screen*[tiab] OR “DNA-encoded library”[tiab] OR DEL[tiab] OR drug repurpos*[tiab] OR ADME[tiab] OR pharmacokinetic*[tiab] OR preclinical[tiab] OR clinical trial*[tiab] OR recruitment[tiab] OR eligibility[tiab])) AND (english[lang])

	Embase (Ovid)
	(’artificial intelligence’/exp OR ’machine learning’/exp OR ’deep learning’/exp OR artificial intelligence:ti,ab,kw OR machine learning:ti,ab,kw OR deep learning:ti,ab,kw OR neural network*:ti,ab,kw OR graph neural network*:ti,ab,kw OR GNN:ti,ab,kw OR reinforcement learning:ti,ab,kw OR generative:ti,ab,kw OR ’de novo’:ti,ab,kw OR NLP:ti,ab,kw) AND (’drug discovery’/exp OR ’drug development’/exp OR ’drug design’/exp OR ’clinical trial’/exp OR drug discover*:ti,ab,kw OR drug develop*:ti,ab,kw OR lead optimiz*:ti,ab,kw OR hit discover*:ti,ab,kw OR virtual screen*:ti,ab,kw OR ’dna encoded library’:ti,ab,kw OR DEL:ti,ab,kw OR drug repurpos*:ti,ab,kw OR ADME:ti,ab,kw OR pharmacokinetic*:ti,ab,kw OR preclinical:ti,ab,kw OR clinical trial*:ti,ab,kw OR recruitment:ti,ab,kw OR eligibility:ti,ab,kw) AND [english]/lim AND [article]/lim




2.5 Data Extraction and Synthesis
Data charting used a standardized extraction template aligned to eight variables (columns): included study; drug discovery/translation stage; modality; AI/ML technique(s); data inputs; outputs; validation; and key results and barriers/limitations. This template was iteratively refined during the charting process to ensure consistent capture of the translational maturity and pipeline stage. This reflected the mixed evidence types in the included set (e.g. peptide biologics validation, wet-lab validated small-molecule discovery, and clinical trial operational tools). The synthesis was descriptive and mapping-oriented rather than effect-estimating.  A numerical summary was prepared (e.g. counts by pipeline stage, modality, AI technique family and validation level, such as biochemical/cellular, in vivo or clinical/operational evaluation). Narrative synthesis grouped the findings in order to answer the review questions. These were: (i) AI methods by pipeline stage and their respective strengths and limitations; (ii) translation signals (i.e. progression towards trials or demonstrated clinical trial operational benefit); and (iii) barriers and proposed mitigation strategies relating to data access and quality, interpretability, and translation and regulatory constraints.
3.0 Result
3.1 Screening and selection.
The database search yielded 461 records. After removal of 243 duplicates, 218 records remained for title-abstract screening against the criteria above, and 96 papers were retained for full-text assessment. Seventy-seven papers were excluded at this stage(Reason 1: review papers/editorials/letters/viewpoints l; protocols without results; conference abstracts without full text; preprints/grey literature=35; Reason 2:unrelated to therapeutics or clinical translation; non biomedical ML without drug discovery/development relevance=17; Reason 3: purely theoretical algorithms without drug no prospective validation or applied evaluation; AI not central to discovery/translation decisions = 16; Reason 4: outputs not linked to discovery/translation decisions =9). Finally, 19 studies met all criteria and were synthesized (Fig.1)
[image: ]
Figure 1: Prisma Flow Diagram
3.2 Summary of study characteristics
The evidence base comprised 19 peer-reviewed applied studies (2015–2025), which covered trial-facing applications, preclinical translation and discovery. The majority of the studies focused on optimization and small-molecule discovery, while a smaller subset addressed peptide/biologic antimicrobial discovery. Pipeline coverage centred on hit discovery (including large-scale virtual screening, explainable classification and DNA-encoded library learning), de novo/generative design (deep generative models and reinforcement learning) and lead optimization supported by computational–experimental iteration. Preclinical validation was common and included biochemical/cellular assays, as well as multiple in vivo infection or inflammatory models. Only a few studies evaluated clinical translation directly via progression into clinical trials, while others addressed clinical trial operations, using natural language processing (NLP) for eligibility screening and machine learning for recruitment or duration prediction. Data inputs ranged from curated screening datasets and DNA-encoded library selections to electronic metagenomic catalogues and metagenomic catalogues. Reported outputs included candidate prioritization, potency/binding metrics, operational performance indicators and functional efficacy signals.
3.3 Thematic Analysis
Theme 1: Scalable AI screening and hit discovery with prospective validation
Across the included studies, AI provides the most obvious applied value at the earliest stages of the pipeline by triaging vast chemical spaces into sets that can be tested in experiments. A deep-learning screening strategy first identified a structurally distinct antibacterial candidate, and then demonstrated in vivo efficacy signals and wet-lab. This shows that model-guided prioritization can result in actionable hits (Stokes et al., 2020). Explainable graph neural network ensembles reinforce this initial role by linking predictions to interpretable structural features while still advancing candidates that show promise in preclinical trials against resistant pathogens (Wong et al., 2024). 
DNA-encoded library (DEL) learning frameworks demonstrate how 'scale' is operationalized in practice when prediction is coupled with prospective testing. A DEL-ML paradigm reported potent actives across multiple protein targets after testing the compounds ranked by the model in an experiment, thus supporting the feasibility of generalizing beyond the originating library when validation is built in (McCloskey et al., 2020). However, a separate DEL benchmarking study confirmed that only a subset of predicted binders were present, highlighting that sparse positives and domain shift can inflate perceived performance if calibration is not explicitly managed (Iqbal et al., 2025).
Open workflows also emerge as an enabling condition for reproducible discovery. A public, end-to-end DEL-ML pipeline reported experimentally confirmed binders and established openness as a means of achieving broader comparability and participation across groups (Wellnitz et al., 2025). Taken together, these studies demonstrate that 'success' in AI-enabled hit finding hinges less on individual headline models and more on integrated design, encompassing prospective assays, transparent uncertainty and explicit boundaries on where models should not be trusted.
Theme 2: Lead optimization and preclinical evidence generation across modalities
The included studies demonstrate that, beyond hit finding, AI contributes to optimization by improving data efficiency in preclinical modelling and accelerating iterative design–make–test cycles. A hit-to-lead programme targeting SARS-CoV-2 Mpro demonstrates the acceleration of potency through computationally guided refinement, supported by pharmacological profiling. This positions AI as a decision aid rather than a replacement for medicinal chemistry judgement (Hazemann et al., 2025). In parallel, de novo design driven by reinforcement learning produced validated inhibitor series for the same target, demonstrating that, while structural objectives can guide the generation process, biochemical confirmation remains essential for progress (Hazemann et al., 2024).
Generative deep learning has also been employed to increase chemical diversity while maintaining biological validation. One generative approach reported the discovery of in vivo efficacy in inflammatory disease models and a novel scaffold inhibitor with in vitro functionality. This indicates that AI can support mechanism-relevant optimization when paired with the right models (Li et al., 2022). A multi-platform pipeline integrating chemistry tools and predicted structure with AI target reported rapid progression from target concept to experimentally characterized hits, emphasizing speed as a measurable output when synthesis and testing are streamlined (Ren et al., 2023).
Preclinical translation is further supported by methods that explicitly address data scarcity and noise. Active learning expands applicability through iterative selection and improves predictive performance with reduced training data. This highlights a practical strategy for ADME/exposure modelling where labels are costly (Ding et al., 2021). For biologics, optimization and large-scale AMP discovery combined prediction with mechanistic testing and synthesis to provide preclinical evidence while exposing gaps in manufacturability and safety downstream that AI alone does not resolve (Santos-Júnior et al., 2024). 
Theme 3: Translation to clinical impact and trial-system integration
The evidence of clinical translation in the included set is concentrated in two adjacent domains: a small number of therapeutic candidates originating from AI reaching clinical evaluation, and the more frequent deployment of AI to improve clinical trial processes. Notably, a generative AI-discovered TNIK inhibitor entered a randomized phase 2a trial for idiopathic pulmonary fibrosis, representing a rare instance of AI-enabled discovery progressing to mid-stage clinical testing within this evidence set (Xu et al., 2025). This type of translation is notable not only for therapeutic intent but also because it involves interaction with real-world constraints such as protocol governance, clinical endpoints, and regulatory expectations, which many preclinical AI successes have not yet encountered. More immediate 'clinical impact' is demonstrated through trial operations, where AI can alleviate bottlenecks without waiting for drug approval. For example, an NLP-driven eligibility screening system has improved the usability and accuracy of clinical trial screening, indicating the tangible workflow benefits of designing AI for interaction with clinicians and adapting to changing criteria (Hu et al., 2025). Predictive modelling of trial duration and recruitment success extends this operational focus upstream, suggesting that protocol features can be used to forecast timelines and feasibility before costly execution decisions are finalized (Wu et al., 2022).



Crucially, these operational gains do not equate to improved patient outcomes unless they measurably accelerate trial completion, improve participant matching or mitigate failure due to avoidable design flaws. The dominant translation barrier across the included studies is therefore not 'whether AI can predict', but whether AI outputs are sufficiently interpretable, generalisable across sites and auditable for governance purposes. This evidence implies a shift towards prospective multi-site evaluation, integration with clinical decision and transparent reporting and trial management systems, rather than standalone model demonstrations.



Table 3: Data Extraction Table 
	Included study
	Drug discovery/translation stage
	Modality
	AI/ML technique(s) reported
	Data inputs
	Outputs
	Validation & key results
	Barriers/limitations noted (or evident from report)

	Hu et al., 2025 (iTEST)
	Clinical trial design & conduct (eligibility screening)
	Clinical trial operations
	NLP + clinician-editable rule authoring (Blockly); concept extraction (MetaMap Lite)
	Structured + unstructured EMR documents; lab data; stroke trial criteria
	Eligibility decisions; usability/workload metrics
	Accuracy improved (0.91→1.00); time reduced (3.18→2.44 min); lower NASA‑TLX; higher SUS
	Generalizability beyond setting/trials not established; further deployment work needed

	Wu et al., 2022
	Clinical trial planning (recruitment & duration forecasting)
	Clinical trial operations
	ML prediction models for operational efficiency
	Sponsor trial dataset (>2,000 trials over ~20 years); trial features (procedures, eligibility, endpoints)
	Predicted recruitment success & trial duration; design insights
	Operational metrics shown to be predictable from trial features
	External validity across sponsors/therapeutic areas not demonstrated; regulatory pathway not addressed

	Xu et al., 2025 (rentosertib / ISM001‑055)
	Lead design → Phase 2a clinical trial
	Small molecule
	Generative AI drug discovery (as reported)
	AI-discovered TNIK inhibitor; clinical endpoints in IPF trial
	Safety/tolerability; lung function change
	Multicenter RCT phase 2a; similar AE rates across arms; highest dose mean FVC change +98.4 ml vs placebo −20.3 ml
	Translation remains to larger/longer trials; illustrates rarity of AI drugs reaching mid‑stage trials

	Zhavoronkov et al., 2019 (DDR1)
	De novo design / hit discovery → early lead
	Small molecule
	Deep generative model with reinforcement learning (GENTRL)
	Target DDR1; objectives include feasibility/novelty/activity
	Candidate molecules; leads with activity/PK
	Inhibitors identified in 21 days; 4 active biochemically; 2 validated in cells; lead with favorable mouse PK
	Preclinical stage; broader safety/developability and external benchmarking not detailed

	Stokes et al., 2020 (halicin)
	Hit discovery / repurposing + preclinical validation
	Small molecule
	Deep neural network activity prediction
	Multiple libraries; ZINC15‑scale virtual screening; Drug Repurposing Hub
	Predicted antibacterial hits; novel scaffolds
	Discovered halicin; broad bactericidal activity; murine infection model efficacy; additional predicted actives validated
	Clinical translation not addressed; interpretability/causality not central in summary

	Wellnitz et al., 2025 (OpenDEL‑ML)
	Hit discovery (DEL)
	Small molecule
	ML on DEL selections; automated end‑to‑end workflow
	Public DEL data (HitGen OpenDEL; 3B) + REAL Space (37B) screening
	Ranked candidates; confirmed binders
	50 candidates; 7 binders confirmed (Kd 2.7–21 μM)
	Early potency range; strengths include open workflow addressing data-access barriers

	Yasgar et al., 2025 (ALDH probes)
	Hit discovery → probe optimization
	Small molecule
	ML + pharmacophore (PH4) modeling integrated with qHTS
	qHTS ~13,000; virtual screen 174,000; biochemical + cellular assays
	Isoform-selective inhibitors; probe candidates
	Potent/selective inhibitors across ALDH isoforms; cellular target engagement; dataset publicly available
	Probe-stage; clinical translation not shown; improves availability of training/evaluation data

	Wong et al., 2024 (explainable antibiotics)
	Hit discovery with interpretability → preclinical in vivo
	Small molecule
	Explainable deep learning; GNN ensembles; explainable graph algorithms
	39,312 tested; predictions over 12,076,365; cytotoxicity profiling
	Predicted activity + rationales (substructures); structural classes
	283 tested; enriched active classes; one class active vs MRSA/VRE and reduced bacterial titers in mouse MRSA models
	Human translation not addressed; demonstrates interpretability to guide chemistry decisions

	Krishnan et al., 2025 (de novo antibiotic design)
	De novo design → preclinical in vivo
	Small molecule
	Generative AI (genetic algorithms; variational autoencoders); GNN noted
	Fragment screening + de novo generation; synthesis/testing loop
	Designed compounds; lead classes
	24 synthesized; 7 selective antibacterials; 2 leads reduced bacterial burden in vivo (mouse infection models)
	Downstream PK/safety and clinical progression not detailed

	Wang et al., 2025 (EvoGradient AMPs)
	Biologics design/optimization → preclinical in vivo
	Peptide biologics (AMPs)
	Explainable DL + “virtual evolution” (in silico directed evolution)
	Peptides from low-abundance oral bacteria; virtual evolution of 32 peptides
	Optimized peptide sequences; potency predictions
	6 synthesized; activity vs MDR pathogens; top peptide validated in vivo with >95% bacterial-load reduction (mouse thigh infection)
	Manufacturability/immunogenicity and clinical translation not discussed

	Santos‑Júnior et al., 2024 (AMPSphere)
	Biologics discovery (mining + hit validation)
	Peptide biologics (AMPs)
	ML-based AMP prediction at scale
	63,410 metagenomes + 87,920 genomes; catalog 863,498 peptides
	Predicted AMP catalog; candidate AMPs
	Synthesized/tested 100; 79 active (63 pathogen-targeting); membrane disruption mechanism reported
	Translation remains early; clinical development steps not addressed

	Hazemann et al., 2024 (Mpro inhibitors)
	De novo design / hit discovery
	Small molecule
	Deep reinforcement learning + pharmacophore/shape alignment + docking
	SARS‑CoV‑2 Mpro structure; computational scoring/expansion
	Novel inhibitor series
	3 series validated; IC50 1.3–2.3 μM; selectivity reported
	Translation beyond enzymatic potency not shown; typical gaps include PK/tox

	Hazemann et al., 2025 (hit‑to‑lead acceleration)
	Lead optimization
	Small molecule
	Computational simulations + docking/MD + high‑throughput medicinal chemistry
	Structure-informed optimization; limited syntheses (reported)
	Optimized lead compound
	Potency improved from 14 μM hit → 16 nM lead; key pharmacological properties evaluated
	Still preclinical; regulatory/clinical translation not detailed

	Li et al., 2022 (RIPK1)
	Generative design → hit/lead discovery + preclinical efficacy
	Small molecule
	Generative deep learning (conditional RNN) + virtual screening
	Target-conditioned library generation; bioactivity evaluation
	Novel-scaffold inhibitor (RI‑962)
	In vitro protection from necroptosis; in vivo efficacy in two inflammatory models
	Generality across targets not established; still preclinical

	Ren et al., 2023 (AlphaFold + PandaOmics + Chemistry42; CDK20)
	Target selection + hit identification (structure-based)
	Small molecule
	AlphaFold structure prediction integrated with AI platforms (targeting + generative chemistry)
	Predicted structure; synthesis/testing loop (7 compounds first pass)
	Hit compounds with binding/inhibition metrics
	Hit within 30 days; Kd 9.2 μM → 566.7 nM; IC50 33.4 nM; selective anti-proliferation in HCC cell line
	Preclinical; no head-to-head time/cost comparison vs conventional pipelines in summary

	Kaiser et al., 2021 (PI3Kα)
	Hit-to-lead optimization
	Small molecule
	Cheminformatics/ML-guided prioritization protocol
	Selection protocol guiding synthesis (5 candidates)
	Prioritized candidates for synthesis
	All five synthesized compounds showed low‑nanomolar activity
	Evidence limited to early potency; later-stage translation not shown

	Ding et al., 2021 (active learning; plasma exposure)
	Preclinical modeling (ADME / exposure)
	Small molecule
	Active learning (two‑phase pipeline)
	Noisy dataset; phase II explores 855K chemical space
	Exposure predictions; expanded applicability domain
	Phase I accuracy 0.856 using 30% training data; phase II improved accuracy and produced high-confidence predictions
	Highlights limited high-quality data barrier; AL proposed mitigation; clinical impact not directly shown

	Iqbal et al., 2025 (DEL + ML combinations)
	Hit discovery (DEL)
	Small molecule
	Comparative evaluation of multiple ML models with DEL data
	3 DELs × 5 ML models (15 combos); targets CK1α/δ
	Predicted binders/not-binders
	Biophysical confirmation: 10% predicted binders; 94% predicted not‑binders; includes two nM binders (187 nM; 69.6 nM)
	Generalizability/chemical diversity challenges; emphasizes transparent evaluation/sharing

	McCloskey et al., 2020 (ML on DELs)
	Hit finding (DEL → off‑DEL predictions)
	Small molecule
	ML trained on DEL selection data
	DEL data; prospective test ~2000 compounds; targets sEH, ERα, c‑KIT
	Ranked actives; diverse drug-like hits
	Prospective hit rate ~30% at 30 μM; potent IC50 < 10 nM for each target; predictions extend beyond DEL space
	Translation remains at hit discovery; downstream optimization/clinical steps required





4.0 Discussion
4.1 Summary of Key Findings
At every stage, AI was most valuable when embedded in end-to-end workflows that coupled prediction or generation with prospective validation. In hit discovery, for example, models reduced the search space and prioritized activity that had been confirmed through experimentation. Meanwhile, open DEL-ML pipelines supported wider participation and reproducibility. Explainability approaches helped to connect predictions to chemical substructures and improved interpretability; however, they did not eliminate the need for stringent confirmation. In optimization, iterative computation–experiment loops supported candidate refinement and accelerated potency gains, while active learning improved efficiency in the face of scarce data. For biologics, peptide 'virtual evolution' and metagenome-scale prediction generated candidates with strong preclinical signals, demonstrating the feasibility of this approach beyond small molecules. However, translation to clinical impact remained limited, with only a small fraction of AI-discovered candidates reaching mid-stage trials. In contrast, trial-operations tools more consistently demonstrated measurable gains in accuracy, time and usability. The dominant barriers were access and data bias, limited external validation, governance/regulatory readiness and uncertain generalisability.
4.2 Comparison with global literature
The study synthesis suggests that the most convincing AI contributions are those in which the feedback loops are fast and objectives are narrow. This is particularly evident in preclinical validation, hit discovery and hit-to-lead progression. This aligns with the view that machine learning enhances decision-making when problems are clearly defined and supported by high-quality data (Vamathevan et al., 2019). In the evidence set, models progress candidates to in vitro or in vivo testing; however, clinical translation remains uncommon, highlighting the ongoing disparity between computational success and clinical impact. Where structure informs design, improved structural coverage can reduce uncertainty in target–ligand modelling at an early stage (Jumper et al., 2021).
Methodologically, the findings reinforce the idea that performance claims require stronger benchmarking and clearer applicability domains. While MoleculeNet addressed the lack of standard benchmarks, it also demonstrated that imbalance and data scarcity can still degrade model reliability (Wu et al., 2017). Coverage bias can limit portability when training sets poorly represent the intended chemical space. This can inflate apparent accuracy and obscure risk in prospective use (Artrith et al., 2021). 'Activity cliffs' explain why potency prediction can fail even for close analogues, highlighting the need for cliff-aware evaluation beyond averaged metrics (van Tilborg et al., 2022). In de novo design, GuacaMol emphasizes novelty and multi-objective optimization, helping to interpret generative outputs as constrained trade-offs rather than as universally superior (Brown et al., 2019). Improving dataset documentation practices can enhance repeatability by clarifying provenance and intended use (Gebru et al., 2021).
The key differentiator between health outcomes and methodological promise in the results is clinical translation. The fact that an AI-discovered candidate has reached Phase 2a is consistent with the idea that AI-discovered molecules may be highly successful in Phase I (Jayatunga et al., 2024). However, the same analysis suggests that Phase II outcomes are less exceptional, implying that efficacy, patient heterogeneity and trial design remain dominant constraints (Jayatunga et al., 2024). To enable credible comparisons, trial reports should adhere to the CONSORT-AI guidelines, especially when describing inputs, error analyses and human–AI interactions (Liu et al., 2020). SPIRIT-AI strengthens protocol transparency for studies embedding AI in trial workflows (Cruz Rivera et al., 2023). TRIPOD+AI improves the reporting of clinical prediction models that could support trial operations (Collins et al., 2024). PROBAST enables structured risk-of-bias appraisal when judging applicability and analysis limitations (Wolff et al., 2019). Expectations of interpretability for high-stakes deployment align with calls for explainable drug discovery AI (Jiménez-Luna et al., 2020). However, translation must also account for the dual-use risks that can accompany generative capabilities (Urbina et al., 2022).


4.3 Implications for Policy and Practice
Policy: It is proposed that the deployment of responsible AI in translational medicine and drug discovery should be formalized through enforceable governance spanning model development, data, validation and clinical evaluation. This would involve the mandatory documentation of datasets, including their representatives, completeness, provenance, intended use and known gaps, to ensure that downstream decisions can be audited and reproduced. In parallel, minimum benchmarking expectations should be set for both generative and predictive models using standardized tasks, transparent metrics and clearly stated domains of applicability. Policies should also require stress testing against known failure modes such as poor chemical space coverage and abrupt structure–activity discontinuities because these issues are strongly linked to poor model performance in prospective applications. In the context of clinical translation, AI-influenced interventions and AI-enabled trial tools should be governed by rigorous protocols and reporting standards. These standards should explicitly require the description of human–AI interaction, monitoring plans, error modes and accountability for decisions. Given the potential misuse of generative capabilities, policies should also mandate risk assessments, access controls and secure norms for model sharing that are proportionate to the potential harm. Figure 2 provides a concise synopsis of a governance loop for integrating context mapping, measurement, responsible AI translation,  and risk management under continuous oversight.

[image: ]
Figure 2. Governance loop for responsible AI translation in drug discovery and translational medicine
Practice: It is essential to implement an end-to-end 'define–benchmark–validate–translate' model. Teams should start by selecting clearly defined questions, creating fit-for-purpose datasets and establishing baseline comparators before making any claims of improvement. For candidate prioritization and molecular prediction, workflows should combine model outputs with prospective wet-lab confirmation, using explicit stop rules and predefined success thresholds when there is high uncertainty. For generative design, outputs should be filtered through multi-objective criteria that reflect real-world development constraints, such as novelty, synthesisability, selectivity, potency, and safety-related proxies, while maintaining diversity to prevent the narrow exploration of chemical space. Interpretability should be considered a practical decision-making tool rather than an afterthought, enabling researchers to understand why candidates were prioritized and where models are likely to fail. Preclinical modelling should be integrated from the outset, with routine checks reducing false confidence and identifying brittle performance and during lead optimization. Where structural uncertainty limits progress, structure prediction tools can be used to generate hypotheses; however, experimental confirmation should remain the gatekeeper for progression. For translational claims, programmes should prospectively track candidate progression, comparing phase transition outcomes and timelines with credible historical baselines rather than relying on isolated success stories. In settings with limited resources, the adoption of open benchmarks, shared assay infrastructure and lightweight validation protocols should be prioritized to reduce duplication, lower costs, and improve the equity of participation. 
4.4 Limitations of Review
As this scoping review was limited to English-language peer-reviewed articles and two databases, relevant evidence may have been overlooked. No formal risk-of-bias appraisal was conducted. The included studies were often preclinical and heterogeneous, with limited external validation and sparse progression beyond early trials. This constrains the generalisability and inference of clinical impact across settings.
5.0 Conclusion
This scoping review mapped the use of applied AI and machine learning across the drug discovery and translational pipeline, from de novo design and hit identification to preclinical modelling and clinical trial operations. While evidence shows that AI can expand searchable biological and chemical spaces, improve trial workflows and compress design–make–test cycles, translation into confirmed clinical benefits remains uncommon. While most studies demonstrate cellular, biochemical, or animal validation, only a small fraction reach mid-stage trials. Persistent constraints include the availability and bias of datasets, weak external validation, limited interpretability, and unclear regulatory pathways. Progress will depend on open, well-documented datasets; benchmarked, uncertainty-aware models; prospective, multi-site evaluations; and the early integration of safety, governance requirements and manufacturability. Taking these steps could help to turn the promise of AI into reality.
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