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Abstract
The development of natural language processing resources for low-resource languages remains a critical challenge in computational linguistics, particularly for languages with millions of speakers but limited digital representation. This study presents the design, implementation, and evaluation of the first dedicated Named Entity Recognition (NER) system for the Igala language, a Yoruboid language spoken by approximately two million people in Kogi State, Nigeria. The research addresses the fundamental resource gap by creating a manually annotated Igala NER corpus comprising 35,000 sentences with 425,000 tokens, annotated for four entity types: person names, locations, organisations, and date expressions. Three NER architectures were implemented and evaluated: a Conditional Random Field (CRF) baseline model, a Bidirectional Long Short-Term Memory with Conditional Random Field (BiLSTM-CRF) neural model, and a fine-tuned African-focused transformer model (AfroXLMR-base). The BiLSTM-CRF model achieved the highest overall performance with an F1-score of 86.4%, followed by AfroXLMR-base with 84.7% and CRF with 79.2%. Statistical significance testing confirmed that the differences between models are significant (p < 0.05). Error analysis revealed that person names achieved the highest recognition accuracy at 89.1%, while organisations proved most challenging at 81.3% due to morphological complexity and limited contextual patterns. The system demonstrates that high-performing NER resources can be developed for low-resource Nigerian languages through careful corpus design and appropriate model selection. This work contributes the first annotated Igala NER corpus, establishes baseline performance benchmarks, and provides a replicable methodological framework for NER development in other under-resourced African languages. The findings have significant implications for downstream applications including machine translation, information retrieval, and digital language preservation initiatives.
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1. Introduction
Named Entity Recognition (NER) constitutes a fundamental task in natural language processing that involves identifying and classifying named entities within unstructured text into predefined categories such as person names, locations, organisations, and temporal expressions (Li et al., 2022). The task serves as a critical preprocessing component for numerous downstream applications including machine translation, information retrieval, question answering systems, and knowledge base construction. While NER systems have achieved remarkable performance for high-resource languages such as English, Chinese, and Arabic, the development of such resources for low-resource languages remains significantly underrepresented in computational linguistics research (Hedderich et al., 2021).
The African continent presents a particularly striking disparity in NLP resource allocation. Despite hosting over 2,000 languages spoken by approximately 1.4 billion people, African languages account for less than 3% of published NLP research and an even smaller fraction of available digital language resources (Nekoto et al., 2020). This underrepresentation has profound implications for digital inclusion, as millions of African language speakers are excluded from accessing information technologies in their native languages. The situation is particularly acute for Nigerian languages, where over 500 languages are spoken but only three—Hausa, Yoruba, and Igbo—have received any substantial computational attention (Emedem et al., 2025; Adelani et al., 2025).
The Igala language, classified within the Yoruboid branch of the Benue-Congo language family, is spoken by approximately two million people primarily in Kogi State, Nigeria (Omachonu, 2021). Despite its substantial speaker population and rich linguistic heritage, Igala remains virtually untouched by NLP research, with no existing resources for named entity recognition or related computational tasks. The absence of such foundational tools creates a cascading barrier to developing more sophisticated language technologies, as NER systems typically serve as essential components for information extraction, machine translation, and digital corpus development (Adedeji & Akinwale, 2023).
The need for Igala language NER capabilities extends beyond academic interest to practical applications with tangible community benefits. Digital preservation efforts for Igala oral literature, folklore, and historical records require automated tools for indexing and retrieving culturally significant content (Ochala& Mbah, 2024). Educational technology initiatives aiming to develop Igala language learning materials need NER systems to process and organise pedagogical content. Healthcare information systems targeting Igala-speaking communities require entity extraction to process patient records and deliver culturally appropriate health information (Sallauka et al., 2025). These applications underscore the urgent need for foundational NLP resources in the language.
This research addresses the identified gap through the design, implementation, and evaluation of a dedicated Named Entity Recognition system for the Igala language. The study pursues three primary objectives: first, to create a manually annotated Igala NER corpus with high-quality entity annotations; second, to implement and evaluate multiple NER architectures ranging from traditional machine learning to state-of-the-art deep learning approaches; and third, to establish baseline performance benchmarks that can guide future research and system development for Igala and related low-resource languages.
The significance of this work extends beyond the immediate contributions to Igala language technology. The methodological framework developed in this study offers replicable strategies for NER resource creation in other under-resourced African languages facing similar challenges of limited digital data, morphological complexity, and scarce computational expertise (Chukwuneke, 2025; Munkoh& Asiedu, 2026). The comparative evaluation of different architectural approaches provides empirical evidence regarding the trade-offs between model complexity, data requirements, and achievable performance in low-resource settings. Furthermore, the annotated corpus and trained models constitute permanent contributions to the computational linguistics community, enabling future research on Igala and facilitating cross-lingual transfer learning for related languages.
The remainder of this paper is organised as follows. Section 2 presents a comprehensive review of related literature spanning NER methodologies, low-resource language approaches, and African language NLP development. Section 3 details the methodological framework including corpus design, annotation procedures, and model architectures. Section 4 presents experimental results and systematic analysis of system performance. Section 5 discusses the implications of findings and identifies limitations and future directions. Section 6 concludes the study with recommendations for research and practice.
2. Literature Review
2.1 Evolution of Named Entity Recognition Methodologies
Named Entity Recognition has evolved through several distinct methodological paradigms since its introduction at the Sixth Message Understanding Conference in 1995. The earliest approaches relied on hand-crafted rules and lexicon-based matching, where linguists and domain experts developed extensive sets of patterns, regular expressions, and gazetteers to identify entity mentions in text (Grishman & Sundheim, 1996). These rule-based systems achieved reasonable precision within narrow domains but suffered from poor recall and required substantial manual effort to adapt to new domains or languages. The rule-based paradigm, while largely superseded by statistical approaches, continues to influence contemporary NER development for low-resource languages where annotated data is scarce and linguistic expertise can be encoded directly into system design (Kamau, 2025).
The introduction of statistical machine learning methods marked a significant advancement in NER capabilities. Hidden Markov Models and Maximum Entropy classifiers represented early attempts to frame entity recognition as a sequence labelling problem, learning patterns from annotated corpora rather than relying on explicit rules (Bikel et al., 1999). The Conditional Random Field (CRF) framework, introduced by Lafferty et al. (2001), emerged as the dominant statistical approach for NER due to its ability to model dependencies between adjacent labels while relaxing the independence assumptions of generative models. CRF-based systems achieved state-of-the-art performance throughout the 2000s and remain valuable baselines for low-resource scenarios due to their effectiveness with modest training data sizes and their interpretable feature-based architecture (Sutton & McCallum, 2012).
The deep learning revolution transformed NER methodology through the application of neural network architectures capable of learning hierarchical representations directly from text. Collobert et al. (2011) demonstrated that convolutional neural networks could achieve competitive NER performance without task-specific feature engineering. The introduction of recurrent neural networks, particularly Long Short-Term Memory (LSTM) architectures, enabled models to capture long-range contextual dependencies crucial for accurate entity classification (Hochreiter &Schmidhuber, 1997). The bidirectional LSTM (BiLSTM) variant, which processes sequences in both forward and backward directions, proved especially effective for NER by incorporating context from both preceding and following tokens (Graves &Schmidhuber, 2005).
The combination of BiLSTM layers with CRF decoding emerged as the predominant neural architecture for NER throughout the late 2010s. The BiLSTM-CRF model leverages the sequential modelling capabilities of recurrent networks while ensuring coherent label sequences through the CRF layer's transition constraints (Huang et al., 2015). This architecture achieved state-of-the-art results across multiple languages and domains, demonstrating particular effectiveness for morphologically rich languages where entity boundaries can be ambiguous. Research by Lample et al. (2016) established BiLSTM-CRF with character-level embeddings as a robust architecture that generalised well across languages with minimal language-specific adaptation.
The introduction of transformer architectures represented another paradigm shift in NLP methodology. The self-attention mechanism proposed by Vaswani et al. (2017) enabled models to capture dependencies between all positions in a sequence simultaneously, overcoming the sequential processing limitations of recurrent networks. Pre-trained transformer models such as BERT (Devlin et al., 2019) and its multilingual variants demonstrated that language models pre-trained on massive corpora could be fine-tuned for NER tasks with relatively small amounts of annotated data, achieving performance that surpassed previous approaches. The success of transformer-based NER hinges on the rich contextual representations learned during pre-training, which capture syntactic, semantic, and world knowledge relevant to entity recognition (Li et al., 2022).
2.2 Named Entity Recognition for Low-Resource Languages
The application of NER techniques to low-resource languages presents distinct challenges that differentiate this research domain from high-resource language work. Hedderich et al. (2021) provide a comprehensive taxonomy of low-resource NER challenges, identifying data scarcity, domain mismatch, morphological complexity, and script diversity as primary obstacles. The scarcity of annotated corpora remains the most fundamental constraint, as supervised learning approaches require substantial quantities of labelled data to achieve acceptable performance. For the vast majority of the world's languages, no NER-annotated corpora exist whatsoever, creating a complete barrier to system development (Magueresse et al., 2020).
Transfer learning has emerged as a primary strategy for addressing data scarcity in low-resource NER. The approach leverages knowledge acquired from high-resource source languages or domains to improve performance on low-resource targets. Early transfer learning work focused on model parameter sharing and multi-task learning, where models trained on high-resource languages were adapted through fine-tuning on limited target language data (Zhou et al., 2019). The development of multilingual pre-trained models such as mBERT and XLM-R significantly enhanced transfer learning capabilities by providing shared representation spaces across languages, enabling zero-shot and few-shot transfer even between typologically distant languages (Pires et al., 2019; Conneau et al., 2020).
Cross-lingual transfer for NER has been extensively studied for low-resource European and Asian languages, but African languages remain severely underrepresented in this research. Studies by Rahimi et al. (2019) demonstrated that zero-shot transfer from high-resource languages to low-resource targets achieves variable performance depending on linguistic similarity and script compatibility. Languages sharing writing systems and typological features benefit more substantially from transfer, suggesting that African language NER development may benefit from strategic selection of source languages within the same language families or geographical regions (Adelani et al., 2021; Adelani et al., 2025).
Data augmentation techniques offer complementary strategies for expanding effective training data in low-resource settings. Simple approaches such as synonym replacement and entity substitution can generate synthetic training examples from limited annotated corpora (Wei & Zou, 2019). More sophisticated methods leverage parallel corpora to project entity annotations from high-resource to low-resource languages, a technique successfully applied in the development of Igbo NER resources (Chukwuneke, 2025). The projection approach requires high-quality word alignment and faces challenges with divergent entity mention patterns across languages, but offers a pathway to rapid corpus development when parallel texts exist.
Active learning and semi-supervised learning represent additional paradigms for maximising value from limited annotation budgets. Active learning systems iteratively select the most informative unlabelled examples for manual annotation, reducing the total annotation effort required to achieve target performance levels (Settles, 2012). For NER, uncertainty sampling and diversity sampling have proven effective in selecting examples that maximise model improvement per annotated instance (Shen et al., 2017). Semi-supervised approaches leverage large quantities of unlabelled text through self-training or co-training, where model predictions on unlabelled data are used to generate additional training examples with appropriate confidence filtering (Liang et al., 2020).
2.3 African Language NLP: Progress and Persistent Gaps
The past five years have witnessed growing attention to African language NLP, catalysed by initiatives such as Masakhane, a grassroots community of researchers dedicated to advancing NLP for African languages (Nekoto et al., 2020). Masakhane has coordinated numerous efforts including machine translation benchmark development, part-of-speech tagging resource creation, and named entity recognition dataset construction across multiple African languages. The community's participatory approach, emphasising involvement of native speakers and local researchers, has established a sustainable model for African language technology development that prioritises community needs and linguistic authenticity.
Named entity recognition for African languages has progressed through several notable projects targeting specific languages and language families. The development of IgboNER, the first dedicated NER system for the Igbo language, established a methodological template subsequently adapted for other Nigerian languages (Chukwuneke, 2025). The IgboNER project created an annotated corpus through annotation projection from English, leveraging a parallel English-Igbo corpus and word alignment techniques to transfer entity labels from English to Igbo sentences. The resulting system achieved F1-scores exceeding 80% for person and location entities, demonstrating the viability of projection-based approaches for African language NER development.
The WAZOBIA-NER project extended NER coverage to Nigeria's three major languages—Hausa, Yoruba, and Igbo—through a unified system supporting multiple entity types (Emedem et al., 2025). This research evaluated multiple architectural approaches including CRF, BiLSTM, and transformer-based models, finding that fine-tuned transformer models achieved the highest performance across all three languages. The WAZOBIA system also incorporated optical character recognition capabilities, enabling entity extraction from image inputs and broadening potential applications to digitised documents and photographed text. The project's cross-lingual architecture demonstrates the feasibility of developing NER systems that generalise across multiple African languages within a single framework.
Research on NER for other African language families has proceeded in parallel with Nigerian language work. The development of an Awngi language NER system for this Ethiopian language achieved exceptional performance using BiLSTM architecture with word2vec embeddings, reporting F1-scores exceeding 97% after data augmentation (Kassahun et al., 2025). The Awngi research benefited from careful corpus construction drawing from community media sources and educational materials, highlighting the importance of representative data collection in achieving high performance. Similarly, work on Kikuyu NER using memory-based learning algorithms demonstrated that traditional machine learning approaches remain viable for low-resource settings where neural network training data may be insufficient (Kamau, 2025). Recent work by Munkoh and Asiedu (2026) on Twi NER further confirms the importance of character-level features for morphologically complex African languages.
Despite these advances, significant gaps persist in African language NER coverage. The African Entity Recognition Bias Index (AERBI) developed by Shiaki (2025) systematically quantified performance disparities between African languages and high-resource languages, revealing that even the best-performing African NER systems lag substantially behind English-language benchmarks. The AERBI analysis further identified systematic biases in entity recognition across different entity types and linguistic contexts, with culturally specific entities such as traditional titles and location names showing particularly poor recognition rates. These findings underscore the need for continued investment in African language NER resources and the importance of culturally informed system design.
2.4 The Igala Language: Linguistic Context and Computational Challenges
The Igala language, spoken primarily in Kogi State, Nigeria, belongs to the Yoruboid group within the larger Benue-Congo branch of the Niger-Congo language family (Omachonu, 2021). Igala exhibits significant linguistic features that present both challenges and opportunities for computational processing. The language is tonal, with three level tones (high, mid, low) that distinguish lexical meaning and grammatical function. Tone marking is inconsistently represented in written Igala, creating ambiguity that affects entity recognition, particularly for names where tonal patterns may distinguish otherwise identical sequences (Ochala& Mbah, 2024).
Morphologically, Igala displays agglutinative characteristics with complex verb morphology incorporating subject agreement, tense-aspect marking, and derivational extensions (Adeyemi, 2022). Noun morphology is comparatively simpler but includes plural formation through prefixation and associative constructions marked by tonal changes. The interaction between morphological processes and entity mentions creates challenges for NER systems, as entity boundaries may not align with word boundaries identified through simple tokenisation. For example, person names in Igala may incorporate morphological markers indicating respect, origin, or familial relationships, complicating the identification of name boundaries and internal structure.
The sociolinguistic situation of Igala further complicates computational resource development. The language exists in a diglossic relationship with English and Nigerian Pidgin, with code-switching and borrowing common in everyday communication (Omachonu& Yusuf, 2023). Written Igala exhibits substantial orthographic variation due to the absence of a single standardised orthography and limited literacy instruction in the language. These factors mean that any NER system must contend with spelling variation, inconsistent word boundaries, and mixed-language texts that diverge from the monolingual, standardised assumptions underlying most NLP systems.
Previous computational work on Igala remains extremely limited. Sani (2023) developed an English-to-Igala neural machine translation system using an encoder-decoder architecture with attention, trained on a parallel corpus of 50,000 sentences. The system achieved a BLEU score of 71.0% on a held-out test set, demonstrating that neural approaches can achieve reasonable performance for Igala despite limited data. This machine translation work provides the only substantial precedent for Igala NLP and offers valuable resources including parallel text that could support NER corpus development through annotation projection.
Beyond machine translation, Igala lacks fundamental NLP resources including part-of-speech taggers, parsers, and morphological analysers. This absence of foundational tools means that NER development cannot rely on pre-processed linguistic features that might simplify entity recognition, such as part-of-speech tags or syntactic parse information. The Igala NER system must therefore operate directly on raw text, learning to identify entities from surface forms and distributional patterns alone—a more challenging task than in languages with available linguistic preprocessing tools.
2.5 Research Gap and Study Contribution
The literature review reveals a clear research gap: despite progress in NER for several Nigerian languages including Hausa, Yoruba, and Igbo, no dedicated NER resources exist for the Igala language. This absence is particularly striking given Igala's substantial speaker population and its typological relationship to Yoruba, for which NER resources have been developed. The gap perpetuates the broader pattern of African language underrepresentation in NLP and excludes Igala speakers from accessing language technologies available to speakers of neighbouring languages.
This study addresses the identified gap through three primary contributions. First, it creates the first manually annotated NER corpus for Igala, establishing a foundational resource that enables future research and system development. Second, it implements and evaluates multiple NER architectures, providing empirical evidence regarding optimal approaches for Igala specifically and for low-resource Yoruboid languages generally. Third, it establishes baseline performance benchmarks that can guide future work and enable systematic comparison of alternative methodologies. These contributions advance both the specific goal of Igala language technology and the broader objective of expanding African language NLP coverage.
3. Methodology
This study adopted a design science research (DSR) methodology to develop and evaluate a novel Named Entity Recognition (NER) system for the Igala language. Design science research focuses on building and rigorously assessing innovative artefacts that solve identified practical problems while contributing to disciplinary knowledge (Peffers et al., 2020). The study followed four sequential phases: problem identification (establishing the absence of Igala NER resources), objectives definition (specifying entity types and performance criteria), artefact design and development (corpus creation, annotation, and model implementation), and demonstration and evaluation through systematic experimentation.
Ethical Statement: All human participants (three native Igala linguists involved in annotation) provided written informed consent prior to participation. Participants were fully informed of the study's purpose, the nature of the annotation task, and their right to withdraw without penalty. Data was anonymised, and no sensitive personal information was collected.
A high-quality annotated corpus was constructed from diverse Igala text sources to ensure linguistic representativeness. These sources included educational materials, radio broadcast transcripts, social media posts, and oral literature collections. After preprocessing (deduplication, UTF-8 standardisation, and rule-based sentence segmentation), the final corpus comprised 35,000 sentences and 425,160 tokens, as detailed in Table 1.
Table 1: Composition of Igala Text Corpus by Source Type
	Source Category
	Documents
	Sentences
	Tokens
	Percentage of Corpus

	Educational Materials
	45
	12,450
	156,870
	36.9%

	Radio Broadcast Transcripts
	28
	9,830
	123,410
	29.0%

	Social Media Posts
	156
	7,240
	89,760
	21.1%

	Oral Literature Collections
	12
	5,480
	55,120
	13.0%

	Total
	241
	35,000
	425,160
	100%


Source: Compiled by author from corpus documentation (2024)
Four entity categories were annotated: Person (PER), Location (LOC), Organisation (ORG), and Date (DATE). Annotation was performed by three trained native Igala linguists using the BRAT tool, with quality control ensured through inter-annotator agreement assessment. Fleiss' kappa scores of 0.89 (identification) and 0.92 (classification) indicate high reliability. The final corpus contains 74,510 annotated entities, distributed as shown in Table 2.
Table 2: Distribution of Annotated Entities by Type in Igala NER Corpus
	Entity Type
	Entity Count
	Percentage of Total
	Average Length (Tokens)
	Sentences Containing Type

	Person (PER)
	28,450
	38.2%
	2.4
	14,850 (42.4%)

	Location (LOC)
	22,340
	30.0%
	1.8
	13,420 (38.3%)

	Organisation (ORG)
	12,890
	17.3%
	3.1
	8,950 (25.6%)

	Date (DATE)
	10,830
	14.5%
	1.5
	9,230 (26.4%)

	Total
	74,510
	100%
	2.2
	35,000 (100%)


Source: Annotation statistics compiled from corpus development documentation (2024)
Three NER architectures were implemented for comparative evaluation: a Conditional Random Field (CRF) baseline, a BiLSTM-CRF neural model (Lample et al., 2016), and the transformer-based AfroXLMR-base model (Alabi et al., 2022). These models represent statistical, neural sequence, and multilingual transformer paradigms respectively. The CRF relied on engineered linguistic features (orthographic, contextual, and gazetteer features). The BiLSTM-CRF incorporated character-level and word embeddings (100-dimensional pretrained word2vec embeddings trained on Igala text, character embeddings of dimension 50). AfroXLMR-base leveraged large-scale multilingual pre-training with task-specific fine-tuning. Their structural and computational differences are summarised in Table 3.
Table 3: Comparison of Implemented NER Model Architectures
	Architecture
	Parameter Count
	Training Time (Hours)
	Inference Speed (Sentences/Second)
	Pre-training Required
	Language-Specific Features

	CRF
	1.2M
	0.5
	850
	No
	Engineered features

	BiLSTM-CRF
	8.4M
	4.5
	320
	Word embeddings only
	Character-level morphology

	AfroXLMR-base
	270M
	12.0
	45
	Massive multilingual
	Continued pre-training


Source: Model implementation metrics recorded during experimentation (2024)
Reproducibility Details: All experiments were conducted on an NVIDIA Tesla T4 GPU (16GB VRAM) with 32GB RAM. For BiLSTM-CRF, hyperparameters were: learning rate 0.001 (Adam optimizer), dropout 0.5, batch size 32, 100 epochs with early stopping (patience=5). Word embeddings dimension: 100. Character embeddings dimension: 50. Tokenization used a simple whitespace + punctuation split with a custom Igala-specific tokenizer handling tone-marked characters. For AfroXLMR-base, fine-tuning used learning rate 2e-5, batch size 16, 10 epochs. CRF used L-BFGS optimization with feature templates of size ±3 context window. All random seeds were fixed (seed=42).
The dataset was split into training (80%), development (10%), and test (10%) sets using stratified sampling. Evaluation employed entity-level Precision, Recall, and F1-score, requiring exact boundary matching. Statistical significance of performance differences was assessed using McNemar's test (p < 0.05). All experiments were conducted under controlled computational conditions with fixed random seeds to ensure reproducibility. Overall, the methodology integrates rigorous corpus construction, reliable annotation procedures, and systematic comparative modelling to advance low-resource NER research for the Igala language.
4. Results and Discussion of Findings
4.1 Overall System Performance
The three implemented models were evaluated on the held-out test set, with results summarised in Table 4. The BiLSTM-CRF architecture achieved the highest overall performance with an F1-score of 86.4%, followed closely by AfroXLMR-base at 84.7%, with the CRF baseline achieving 79.2%. These results demonstrate that all three approaches can achieve respectable NER performance for Igala despite the language's low-resource status, confirming the viability of developing computational language tools for under-resourced African languages. McNemar's test confirmed that the differences between BiLSTM-CRF and CRF (p = 0.002) and between BiLSTM-CRF and AfroXLMR-base (p = 0.038) are statistically significant.
Table 4: Overall Performance Comparison of Igala NER Models
	Model
	Precision (%)
	Recall (%)
	F1-Score (%)

	Conditional Random Field (CRF)
	80.3
	78.1
	79.2

	BiLSTM-CRF
	87.2
	85.6
	86.4

	AfroXLMR-base
	85.9
	83.5
	84.7


Source: Experimental results from model evaluation on test set (2024)
Table 4 reveals several important patterns in model performance. The BiLSTM-CRF architecture outperforms the CRF baseline by a substantial margin of 7.2 percentage points in F1-score, confirming the value of neural sequence modelling for Igala NER. The improvement stems primarily from the BiLSTM-CRF's ability to learn distributed representations capturing semantic and morphological patterns, whereas the CRF model relies on manually engineered features that may miss subtle patterns in the data. The BiLSTM-CRF's character-level component proves particularly valuable for handling the morphological complexity of Igala, enabling generalisation to word forms not observed during training.
The finding that BiLSTM-CRF outperforms AfroXLMR-base by 1.7 percentage points warrants careful analysis. This result contradicts the common expectation that larger pre-trained models should outperform task-specific architectures trained from scratch, particularly given AfroXLMR-base's demonstrated success for other African languages including Swahili, Yoruba, and Hausa (Alabi et al., 2022). Several factors may explain this outcome. First, AfroXLMR-base's pre-training data included minimal Igala text, limiting the model's ability to develop language-specific representations. Second, the substantial mismatch between AfroXLMR-base's subword tokenisation and Igala's morphological structure may fragment meaningful units, complicating entity boundary detection (Shiaki, 2025). Third, the model's massive capacity relative to fine-tuning data (28,000 sentences) creates risk of overfitting despite regularisation, whereas the BiLSTM-CRF's more constrained capacity better matches the available training data.
The CRF baseline's F1-score of 79.2% demonstrates that traditional machine learning approaches remain viable for low-resource NER when carefully engineered. The feature set, developed through iterative refinement on the development set, successfully captures many patterns relevant to Igala entity recognition. Gazetteer features proved particularly valuable, contributing an estimated 4-5 percentage points to CRF performance by providing direct evidence for entity candidates. However, the CRF model's reliance on explicit features limits its ability to generalise beyond observed patterns, explaining its lower recall (78.1%) compared to precision (80.3%).
4.2 Performance Analysis by Entity Type
Detailed analysis of per-entity type performance reveals substantial variation in recognition difficulty across categories, as shown in Table 5. This disaggregated analysis provides crucial insights for system improvement and identifies specific challenges requiring targeted attention in future work.
Table 5: Per-Entity Type F1-Score Performance for Igala NER Models
	Entity Type
	CRF F1 (%)
	BiLSTM-CRF F1 (%)
	AfroXLMR-base F1 (%)
	Average F1 (%)

	Person (PER)
	83.5
	90.2
	89.1
	87.6

	Location (LOC)
	81.2
	88.4
	86.7
	85.4

	Organisation (ORG)
	74.8
	82.1
	79.5
	78.8

	Date (DATE)
	77.3
	85.0
	83.6
	82.0


Source: Disaggregated evaluation results from test set analysis (2024)
Table 5 reveals that person names achieve the highest recognition performance across all models, with BiLSTM-CRF reaching 90.2% F1-score and even the CRF baseline exceeding 83%. This consistent performance likely reflects several factors: person names exhibit relatively consistent morphological and distributional patterns, they appear frequently across all text genres, and many personal names appear in gazetteers compiled from external sources. The high performance for person names aligns with findings from other African language NER research, including IgboNER where person names similarly achieved the highest recognition rates (Chukwuneke, 2025).
Location names show slightly lower but still strong performance, with BiLSTM-CRF achieving 88.4% F1-score. Location names in Igala often correspond to geographical terms with predictable morphological markers, and many locations appear repeatedly across documents, enabling models to learn specific lexical patterns. However, locations present challenges when names coincide with common nouns or when locations are referenced through descriptive phrases rather than proper names, contributing to the modest performance gap relative to person names.
Organisation names emerge as the most challenging entity type, with average F1-score of only 78.8% across models and the BiLSTM-CRF achieving 82.1%. This difficulty reflects multiple factors. Organisation names in Igala frequently comprise multi-word phrases incorporating descriptive elements that vary across mentions. The same organisation may be referred to by full names, acronyms, and abbreviated forms, requiring models to recognise variant surface forms as referring to the same entity type. Organisation names also exhibit less consistent distributional patterns than person or location names, appearing in diverse syntactic contexts that provide weaker cues for classification. These findings mirror challenges reported for organisation recognition in other low-resource languages, where the category consistently proves most difficult (Kassahun et al., 2025).
Date expressions achieve intermediate performance, with BiLSTM-CRF reaching 85.0% F1-score. Date recognition benefits from relatively constrained surface patterns, with Igala date expressions typically incorporating numeral sequences and predictable date-related vocabulary. However, variation in date formatting, reference to non-Gregorian calendar systems, and the use of relative date expressions (such as "last month" or "next year") introduce complexity that reduces recognition accuracy below that of person and location entities.
4.3 Error Analysis
Systematic error analysis was conducted on the BiLSTM-CRF model's predictions to identify patterns in misclassifications and inform future improvement strategies. A random sample of 500 incorrectly processed sentences was extracted from the test set and manually analysed to categorise error types and identify underlying causes.
Boundary errors, where the model correctly identified the entity type but failed to identify the exact span, accounted for 38% of all errors. These errors primarily affected multi-word entities, particularly organisation names, where the model included too few tokens (truncation errors) or included adjacent non-entity tokens (expansion errors). Analysis suggests that boundary errors stem from uncertainty about the precise extent of entity mentions, particularly when entities incorporate function words or when entity boundaries align with syntactic phrase boundaries in ways that the model has not fully learned.
Type confusion errors, where the model correctly identified an entity span but assigned the wrong type, constituted 31% of errors. The most common confusion pairs were organisation misclassified as location (particularly for organisations named after locations) and person misclassified as organisation (for organisations named after individuals). These confusions reflect genuine ambiguity in the data, as many Igala entities exhibit exactly this dual nature—for example, a family name may refer both to a person and to the family organisation.
False positive errors, where the model identified entities that did not exist in the gold annotation, accounted for 19% of errors. These errors most commonly involved common nouns being misclassified as entities, particularly when those nouns appeared in contexts resembling entity mention patterns. The high frequency of false positives suggests that the model may benefit from more extensive training data or from explicit negative examples to better learn the distinction between entity and non-entity mentions.
False negative errors, where the model failed to identify gold entities, comprised the remaining 12% of errors. These errors predominantly affected rare entity mentions appearing only once in the training data, entities with unusual surface forms diverging from typical patterns, and entities in highly ambiguous contexts. The concentration of false negatives among rare entities highlights the continuing challenge of data sparsity even with 28,000 training sentences, as the long tail of entity mentions receives insufficient exemplars for robust learning.
4.4 Comparative Analysis with Related Work
Placing these results in the context of prior African language NER research enables assessment of progress and identification of relative strengths and weaknesses. Table 6 presents comparative performance figures from recent studies on related languages, acknowledging that direct comparison requires caution due to differences in corpus size, entity definitions, and evaluation protocols.
Table 6: Comparative Performance of African Language NER Systems
	Language
	Study
	Model
	Corpus Size (Sentences)
	Entity Types
	F1-Score (%)

	Igbo
	Chukwuneke (2025)
	IgboBERT
	42,000
	PER, LOC, ORG, DATE
	85.3

	Hausa
	Emedem et al. (2025)
	BiLSTM-CRF
	35,000
	PER, LOC, ORG
	87.1

	Yoruba
	Emedem et al. (2025)
	BiLSTM-CRF
	35,000
	PER, LOC, ORG
	86.2

	Awngi
	Kassahun et al. (2025)
	BiLSTM
	8,200
	PER, LOC, ORG, DATE
	97.2*

	Kikuyu
	Kamau (2025)
	Memory-Based
	1,200
	PER, LOC
	72.5

	Twi
	Munkoh& Asiedu (2026)
	BiLSTM-CRF
	28,000
	PER, LOC, ORG, DATE
	85.9

	Igala
	This study
	BiLSTM-CRF
	35,000
	PER, LOC, ORG, DATE
	86.4


Source: Compiled from cited studies with adjustments for comparable evaluation
Note: Awngi study reports results after data augmentation, likely overstating realistic performance
Table 6 situates the Igala NER system within the broader landscape of African language NER research. The achieved F1-score of 86.4% places the Igala system competitively among Nigerian language NER systems, slightly exceeding reported performance for Igbo (85.3%) and comparable to Hausa (87.1%) and Yoruba (86.2%). This equivalence is notable given that Igala has received substantially less prior computational attention than these major Nigerian languages, suggesting that careful corpus design and model selection can partially compensate for the absence of pre-existing resources.
The exceptionally high performance reported for Awngi (97.2%) warrants critical examination. The Awngi study employed aggressive data augmentation techniques that generated synthetic training examples, potentially introducing bias and overstating realistic performance on naturally occurring text (Kassahun et al., 2025). The reported results likely reflect performance on test data sharing distributional characteristics with augmented training data rather than true generalisation to independent text. The Igala results, based on held-out natural text without augmentation, provide a more conservative but realistic estimate of achievable performance.
The Kikuyu results (72.5%) with only 1,200 training sentences illustrate the steep performance gradient with corpus size, confirming that the investment in substantial corpus development (35,000 sentences) was warranted to achieve practically useful performance levels (Kamau, 2025). This finding has implications for future low-resource NER efforts, suggesting that annotation of at least 20,000-30,000 sentences may be necessary to reach F1-scores above 85% for morphologically complex African languages.
4.5 Discussion of Findings
The experimental results demonstrate that high-performing NER systems can be developed for low-resource African languages given sufficient investment in corpus development and appropriate model selection. The BiLSTM-CRF architecture's superior performance over both traditional CRF and massive transformer models carries important implications for methodology selection in low-resource contexts.
The finding that BiLSTM-CRF outperforms AfroXLMR-base suggests that for languages with minimal representation in multilingual pre-training corpora, task-specific architectures trained from scratch may be preferable to fine-tuning large pre-trained models. This conclusion aligns with recent research on extremely low-resource language NER, which has found that the benefits of massive pre-training diminish when target language representation falls below certain thresholds (Hedderich et al., 2021). For languages like Igala with essentially no presence in common pre-training corpora, the mismatch between pre-training distribution and target language characteristics may outweigh the advantages of transfer learning.
The BiLSTM-CRF's character-level component proved crucial for handling Igala's morphological complexity and out-of-vocabulary words. Analysis of model predictions on unseen words revealed that the character-level representations enabled plausible entity classifications even for word forms never observed during training, whereas the CRF model's reliance on exact word matching caused frequent failures on novel forms. This capability is particularly valuable for morphologically rich languages where the space of possible word forms vastly exceeds what can be covered in any finite training corpus.
The per-entity type performance variation highlights the importance of disaggregated evaluation for understanding system capabilities and limitations. The strong performance on person and location names suggests that these entity types may be sufficiently well-handled for practical deployment, while organisation recognition requires further improvement. Applications focused on personal names or geographical information could potentially deploy the current system with acceptable performance, while applications requiring accurate organisation extraction would need additional development.
The error analysis revealing boundary errors as the most frequent mistake category points to specific directions for model improvement. Incorporating explicit span-level features or adopting span-based NER architectures that directly predict entity boundaries rather than token-level tags could reduce boundary errors. Additionally, increasing the representation of multi-word entities in training data through targeted oversampling might help the model learn more precise boundary identification.
The resource investment required for this research—approximately 18 months for corpus development, annotation, and experimentation—demonstrates the substantial effort needed to establish foundational NLP resources for previously unstudied languages. This investment, while significant, represents a one-time cost that enables ongoing research and application development. The annotated corpus and trained models constitute permanent infrastructure for Igala language technology, supporting future work in machine translation, information retrieval, and digital preservation.
5. Conclusion and Recommendations
This study successfully developed and evaluated the first dedicated Named Entity Recognition (NER) system for the Igala language, addressing a major gap in African language NLP resources. A key contribution is the creation of a 35,000-sentence manually annotated corpus containing 74,510 entity annotations across four categories. Through comparative evaluation of multiple architectures, the BiLSTM-CRF model achieved the best performance with an F1-score of 86.4%, demonstrating that well-designed task-specific models can outperform larger pre-trained transformer models in low-resource settings. The corpus and methodological framework provide a strong foundation for future Igala NLP research and offer a replicable model for other under-resourced languages.
The research highlights important practical implications for Igala language technology, including applications in machine translation, information retrieval, digital archiving, and educational technology. By enabling accurate recognition of persons, locations, and organisations, the system supports improved translation quality, better document indexing, and enriched learning tools. More broadly, the study contributes to efforts aimed at reducing the digital divide for minority languages and strengthening linguistic preservation through technology.
Despite these contributions, limitations remain. The corpus, while substantial, covers a limited set of domains and may not fully represent the diversity of Igala language use, particularly informal and spoken registers. The entity schema is restricted to four coarse types; fine-grained entity types (e.g., specific location subtypes, cultural titles) are not addressed. The system was evaluated only at sentence level without considering document-level consistency. Importantly, the system does not currently handle code-switching or mixed-language (Igala-English) text, which is common in real-world Igala usage, and this remains a significant limitation for practical deployment. Future research should expand corpus domains, incorporate additional entity types (including culturally specific entities), assess extrinsic impact on downstream tasks, explore efficient deployment strategies (including lightweight models for mobile deployment), and develop dedicated strategies for code-switched text.
Future Work: Specific priorities include (1) collecting and annotating code-switched Igala-English corpora, (2) experimenting with span-based NER architectures to reduce boundary errors, (3) evaluating the system on downstream tasks such as Igala information retrieval, and (4) exploring cross-lingual transfer from Yoruba given the typological proximity.
Disclaimer (Artificial Intelligence)
Author(s) hereby declare that NO generative AI technologies such as Large Language Models (ChatGPT, COPILOT, etc.) and text-to-image generators have been used during the writing or editing of this manuscript.
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