AI-Driven Network Infrastructure for Intelligent, Adaptive and Secure Distributed Systems
Abstract
The increasing virtualisation, programmability, and AI assistance of next-generation network infrastructures simultaneously expand attack surfaces and complicate the reliability of SDN/NFV, cloud/data centre fabrics and 5G/6G. This scoping review maps the use of resilience mechanisms and AI-driven control in adaptive, intelligent, and secure distributed systems. Using a PCC-framed question and a PRISMA-ScR-guided process, we searched the IEEE Xplore database, the Scopus database, and the ACM Digital Library for peer-reviewed studies published between 2015 and 2025. Nineteen empirical studies that met the inclusion criteria were identified, covering SRv6 routing, congestion control and data centre optimisation, WAN traffic engineering, SDN control-plane defence, cloud rollout assurance, and O-RAN/5G RIC/xApp workflows. The evidence was primarily focused on O-RAN/5G implementations and revealed a strong presence of graph-aware learning and reinforcement learning variants, as well as federated learning, supervised learning, and lightweight unsupervised anomaly detection. Reported impacts included measurable operational gains (e.g. reduced inference overhead and reduced flow completion time) and security benefits through mitigation and detection-isolation under adversarial conditions. However, evaluation remains fragmented across metrics and settings. Many studies are limited to emulation or small testbeds, simulations, and there is inconsistent reporting of rollback behaviour, adaptive-attacker robustness and overhead. The evidence suggests that AI can improve reliability and efficiency when automation is limited by telemetry integrity controls, governance measures that can be audited, and safe-fallback mechanisms that stop local failures from spreading system-wide.
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1.0 Introduction

1.1 Problem and context
 The next generation of network infrastructure is transitioning from a vertically integrated, device-centric control model to one of virtualized service delivery and software-defined programmability. Conventional IP networks are slow to reconfigure in the event of faults, evolving service demands or changes in traffic and are difficult to configure in line with high-level policies, because the data and control planes are bundled within distributed network elements (Kreutz et al., 2014). However, by enabling logical centralization and separating the control logic from the forwarding hardware, software-defined networking (SDN) creates a platform for policy-driven operations, faster network evolution and improved manageability (Kreutz et al., 2014). Evidence from hyperscale practice demonstrates the importance of this shift: Google’s data centre network evolution combined centralized control with commodity Clos fabrics that push a global configuration to switches, enabling sustained scaling across sites and operational simplification (Singh et al., 2015). As networks expand into multi-domain fabrics that interconnect wide-area environments, data centres, and access, the operational burden is shifting increasingly from hardware provisioning to policy validation, update coordination and consistent system-wide behaviour maintenance.
Virtualization extends the concept of software-defined thinking to services. Network function virtualization (NFV) decouples network functions from specialized hardware, enabling flexible function chaining and faster service deployment on general-purpose infrastructure. It also ties network evolution to telemetry and cloud-style orchestration (Mijumbi et al., 2015). However, this also elevates the problem of allocating NFV resources — mapping service graphs to storage, computing, and networking resources under performance constraints — as a central barrier to dependable service delivery (Herrera & Botero, 2016). Meanwhile, edge computing brings computation closer to devices and users to reduce bandwidth costs and response times, as well as supporting privacy-sensitive processing. However, it introduces tight energy budgets, distributed trust boundaries and heterogeneous nodes (Shi et al., 2016). Mobile edge computing increases dynamism further: mobility management, edge resource allocation and computation offloading must be coordinated under variable radio conditions to meet the demands of real-time applications (Mach & Becvar, 2017). Together, edge computing and SDN/NFV paradigms create a more adaptable infrastructure that is also more coupled across layers, making it more sensitive to control errors and telemetry limitations.
The emergence of fifth-generation systems and the development of the 6G vision intensifies heterogeneity by combining stringent, and sometimes conflicting, performance targets with diverse vertical services. This increases the need for automated, closed-loop management across domains (Saad et al., 2019). Although network slicing is positioned as a key mechanism for running multiple logically isolated networks over shared infrastructure, it elevates assurance across radio, transport, end-to-end lifecycle management and core networks to the level of a primary design consideration (Foukas et al., 2017). In the radio access network, programmability must be efficient enough to enable near-real-time control. SDK approaches such as FlexRIC emphasise the need for modular, low-footprint controller toolchains that facilitate specialised, service-oriented control without excessive overheads (Schmidt et al., 2021). O-RAN extends this trajectory through open interfaces and disaggregation coupled with intelligent controllers that support data-driven, closed-loop workflows, but this introduces new security and interoperability challenges (Polese et al., 2023).
Resilience and Security concerns increase alongside programmability. Although SDN can facilitate security service insertion and improve visibility, separating data planes and the control introduces exposure points across forwarding and controller elements and applications. This can lead to denial-of-service and man-in-the-middle threats (Ahmad et al., 2015). In cyber-physical networks, adversaries can take advantage of the communication,sensing, and actuation pathways. This makes resilience more important than avoiding failure (Olowononi et al., 2020). Resilience means doing what is needed to keep things working safely even when there are problems. The convergence of edge distribution, programmability, virtualisation, and Open RAN, therefore, necessitates a focused review of AI-driven network infrastructure as a means of achieving adaptive and intelligent operation that remains interoperable, secure, and dependable in the face of real-world complexity.
Recent global literature indicates that the transition from programmability to zero-touch, closed-loop automation is accelerating across the radio access network (RAN), edge, cloud and core. This shift is also a drift and elevating model governance to the forefront of reliability concerns (El Rajab et al., 2024). Open RAN surveys further emphasise that open interfaces and disaggregation increase the threat surface, and that AI/ML workflows introduce additional vulnerabilities that target learning and control functions (Azariah et al., 2024). Notably, practical security testing of open-source Near-RT RIC implementations has identified significant dependency vulnerabilities and insecure interface configurations, suggesting that assurance must encompass API security and supply chain, not just performance KPIs (Thimmaraju et al., 2024). Looking ahead, 6G autonomous network management synthesises intelligence-native operation as a multi-domain problem spanning security by design, edge intelligence and SDN/NFV. Rather than relying on conceptual architectures alone, this strengthens the rationale for mapping applied evidence (Ullah et al., 2025).
1.2 Scope of Review
This scoping review maps the empirical evidence relating to AI-driven network infrastructure, which enables secure, distributed, adaptive and intelligent systems to operate across programmable and virtualised environments. The review focuses on peer-reviewed studies (2015–2025) that implement AI/ML for traffic engineering, routing, slicing, safe automation, congestion control, and anomaly detection, in wide area networks (WANs), data centre fabrics, software-defined networking (SDN)/network functions virtualisation (NFV), and open radio access networks (Open RAN)/5G. The scope also covers threats that exploit telemetry-to-action learning loops, including packet injection, anomalous traffic and poisoning. It synthesises measures for resilience by design, such as attribution, containment, update filtering, monitoring, and rollback governance. The review includes edge evaluation settings and prioritizes implementable mechanisms, operational outcomes and deployment architectures, from controllers to distributed xApps.
1.3 Aim and Objectives of Review
Aim
To map and thematically combine peer-reviewed real-world applications of AI-driven network management, security and durability across state-of-the-art infrastructures and implementation frameworks.
Objectives
i. Characterize the AI techniques used for predictive network control (e.g. congestion control, routing/TE,  and slicing) and summarise the reported operational outcomes (e.g. throughput/latency, overhead and energy).
ii. To discern and categorize cyber-physical menaces aimed at learning pipelines and programmable control, and to synthesize the applied defensive mechanisms that have been evaluated. 
iii. Synthesize resilience-by-design approaches (containment and cascade mitigation, safe automation) and examine the influence of centralized versus edge/distributed deployment on assurance and operational reliability. 
2. Methodology
2.1 Design and Reporting Standards
This study adopted a scoping review design, structured using the Population–Concept–Context (PCC) framework, to map the scope and characteristics of the applied evidence on AI-driven network infrastructure for intelligent, adaptive and secure distributed systems. This was done in line with the provided template structure. Reporting will adhere to the PRISMA extension for scoping reviews (PRISMA-ScR), with transparent documentation of study selection. No protocol registration was undertaken. In line with the scoping review's aims of mapping and classification rather than pooled effect estimation, no formal risk-of-bias appraisal was conducted. Methodological safeguards included predefined eligibility criteria, a multi-database search, dual-stage screening and standardized data charting.
2.2 Eligibility Criteria
Eligibility was defined a priori using study design filters and PCC and filters to ensure the inclusion of real-world, empirical, or implementation-relevant evidence on AI-enabled network control and resilience (e.g. WAN/data centre fabrics, SDN/NFV, Open RAN/5G/6G), while excluding out-of-scope and non-empirical publications. This was done in accordance with the provided structure. These criteria were aligned with the characteristics of the studies included in this review (e.g. O-RAN xApps/RIC validation, AI-enabled TE and datacentre control, anomaly detection/poisoning defences, and safe rollout analytics), as reflected in the extraction dataset. Table 1 details the inclusion and exclusion criteria as applied in this study.
Table 1. Eligibility Criteria according to the PCC Framework
	Item
	Inclusion Criteria
	Exclusion Criteria

	Population
	Networked distributed systems and infrastructure (e.g., carrier/ISP networks, WANs, datacenter fabrics, SDN/NFV environments, edge/cloud platforms, Open RAN/5G/6G RAN) and their operational entities (controllers, xApps, traffic flows, network functions).
	Non-network domains (e.g., standalone IoT sensing without network-control focus); purely local/embedded control without network infrastructure relevance.

	Concept (Intervention)
	AI/ML-enabled network control, management, optimization, and resilience/security mechanisms, including (but not limited to) RL/DRL, deep learning, GNNs/graph learning, federated learning, anomaly detection, predictive TE, resource allocation/slicing, automated troubleshooting, and adaptive mitigation.
	AI papers without network-infrastructure application; cryptography-only solutions without AI/ML; conceptual frameworks without implementable mechanisms or evaluable methods.

	Context
	Operational or evaluation contexts relevant to next-generation network infrastructure: programmable networks (SDN), virtualized functions (NFV), cloud/DC networks, WAN TE, Open RAN/5G/6G, edge–cloud orchestration; includes centralized and edge/distributed AI deployments.
	Contexts not involving programmable/virtualized network infrastructure (e.g., application-layer recommendation systems only).

	Study Designs
	Peer-reviewed empirical studies: system papers with implementation; testbed/field trials; emulation; simulation using realistic conditions (including real traces/datasets); experimental platform evaluations; applied security/resilience evaluations.
	Narrative reviews, surveys, tutorials, editorials, commentaries, protocols without results, posters/extended abstracts without full text.

	Outcomes
	At least one operational outcome: throughput/latency/FCT, link utilization/TE optimality, convergence/stability, energy efficiency, reliability/availability, detection accuracy, robustness to adversarial/poisoning attacks, recovery/continuity under failures, overhead (CPU/memory/inference time).
	Outcomes not linked to network operation/security (e.g., algorithm-only performance on unrelated benchmarks).

	Publication Type
	Peer-reviewed journal articles and full peer-reviewed conference papers.
	Preprints only, theses, reports, standards documents, patents, books/chapters, grey literature.

	Language
	English
	Non-English

	Timeframe
	2010-2025
	Studies published outside this timeframe



2.3 Information Sources
Searches were restricted to peer-reviewed literature indexed in major engineering and computing databases that cover communications, systems, networking, and security research. The structure of the template section was followed. The following databases were used:
i. IEEE Xplore (communications, networking and security publications).
ii. The ACM Digital Library (SIGCOMM/CoNEXT/MobiCom and systems/security proceedings).
iii. Scopus (cross-publisher indexing for journals and conferences, including Computer Networks and related outlets).
No grey literature sources were searched. Records were exported to a reference manager for de-duplication, after which they were screened at the title/abstract and full-text stages by two reviewers, with any discrepancies resolved through consensus.
2.4 Search Strategy
Database-specific strategies combined controlled subject and indexing terms (where available) with free-text keywords representing PCC elements (e.g. security/resilience,  AI/ML methods, network infrastructure/control). These strategies prioritised sensitivity over specificity, in line with the template approach. 
 Searches were limited to the English language and the period 2015–2025, and were iteratively refined to ensure retrieval across infrastructure domains (Wide Area Network (WAN), data centre, Software-Defined Networking (SDN)/Network Functions Virtualisation (NFV), Open Radio Access Network (O-RAN)/5G/6G) and threat models (poisoning, adversarial manipulation, control-plane attacks, cascading failures).
Table 2. Search String
	Database
	Search string (illustrative)

	IEEE Xplore
	(("5G" OR "6G" OR "O-RAN" OR "Open RAN" OR "RIC" OR "SDN" OR "software-defined network*" OR "NFV" OR "data center network*" OR WAN OR "traffic engineering") AND ("machine learning" OR "deep learning" OR "reinforcement learning" OR DRL OR "graph neural network*" OR GNN OR "federated learning") AND (security OR resilient* OR reliability OR "anomaly detection" OR adversarial OR poisoning OR "controller failure" OR "control plane"))

	ACM Digital Library
	((SDN OR "traffic engineering" OR "congestion control" OR "data center" OR WAN OR "Open RAN" OR "RAN Intelligent Controller" OR slicing) AND ("reinforcement learning" OR "deep learning" OR "graph neural" OR "federated learning" OR "anomaly detection") AND (security OR adversarial OR poisoning OR resilient* OR reliability OR mitigation OR fault*))

	Scopus (TITLE-ABS-KEY)
	TITLE-ABS-KEY((5g OR 6g OR "open ran" OR o-ran OR ric OR sdn OR nfv OR "data center" OR wan OR "traffic engineering" OR "congestion control") AND ("machine learning" OR "deep learning" OR "reinforcement learning" OR drl OR "graph neural network" OR gnn OR "federated learning") AND (security OR resilient* OR reliability OR "anomaly detection" OR adversarial OR poisoning OR "control plane" OR "controller failure")) AND (LIMIT-TO(LANGUAGE, "English")) AND (PUBYEAR > 2014 AND PUBYEAR < 2026)



2.5 Data Extraction and Synthesis
Data charting used a standardized extraction template aligned to the eight columns of study characteristics used in this review: study; infrastructure/context; AI technique; evidence setting/scale; deployment architecture; function; threat/failure mode; and reported impact.  The template was piloted and refined prior to full extraction, in line with the methodology structure provided. 
The synthesis was mapping-oriented and descriptive. It provided (i) a numerical summary of the evidence base by infrastructure domain, deployment, architecture, AI technique family, and threat/failure class and (ii) a narrative thematic synthesis that consolidated the results into higher-order themes relevant to intelligent control and security/resilience in AI-enabled network infrastructures.
2.6 Screening and selection.
The database search yielded 468 records. After removing 243 duplicates, 225 unique records were retained for screening. Following title–abstract screening against the criteria above, 98 papers were retained for full-text assessment, while 127 records were excluded due to wrong titles and abstracts. At full-text review, 79 papers were excluded for the following reasons: publication type not eligible (review papers, editorials, letters, viewpoints; protocols without results; conference abstracts without full text; preprints/grey literature) = 35; non-network domains = 19; AI papers without network-infrastructure application or implementable/evaluable methods = 15; and outcomes not linked to network operation/security = 10. Finally, 19 studies met all criteria and were synthesized (Fig. 1).
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Figure 1: PRISMA-ScR flow diagram of study selection.


Result
3.2 Descriptive Analysis of the Evidence Base and Summary of Study Characteristics
3.2.1 Descriptive analysis of the evidence base
Across the 19 studies included in the review, the majority focused on O-RAN/5G RIC/xApp implementations (7/19; 36.8%), followed by congestion-control applications (3/19; 15.8%) and federated learning-based traffic prediction/security studies (2/19; 10.5%). Areas covered by a single study included SDN control-plane security, cloud rollout assurance, WAN and SRv6 traffic engineering, gateway/edge anomaly detection and east–west data centre security. This indicates a bias towards radio access programmability compared to end-to-end, multi-domain fabrics.
In terms of methodology, reinforcement learning variants were the most prevalent (8/19; 42.1%), reflecting the importance of closed-loop, decision-centric control. Graph learning and deep learning (non-RL) approaches were less frequent, but represented key patterns for topology-aware detection and KPI-driven inference and decision-making. Classical supervised approaches (e.g. random forests) were mainly used where,  rather than continuous control, the control decision was framed as policy selection. Meanwhile, unsupervised autoencoders demonstrated the feasibility of constrained gateway deployment.
Evaluation settings were heterogeneous, with testbeds/lab environments (5/19) and simulation-based studies (4/19) being the most common, and fewer real-world deployments or production traces (4/19). dataset-based evaluations (2/19) and Mixed real+emulation evaluations (2/19) were also present. This distribution highlights that, although the operational intent is clear, cross-domain comparability and the external validity are limited by uneven stress testing, inconsistent baselines, and the lack of reporting on lifecycle behaviours (e.g. drift and rollback).
3.2.2 Summary of Study Characteristics
The 19 included studies cover SRv6/IPv6 routing, data centre fabrics, cloud operations, WAN traffic engineering, SDN control planes, and Open RAN (5G) with RIC/xApp workflows. The methods employed include slicing and congestion control, graph learning for topology-aware TE and east-west data centre anomaly detection; deep reinforcement learning for routing, traffic optimisation, federated learning for wireless traffic prediction; deep models for O-RAN troubleshooting; classical machine learning (random forests) for scheduler/policy selection; and unsupervised autoencoders for lightweight intrusion detection. Security-oriented studies examine anomalous traffic and denial-of-service (DoS), poisoning of federated updates, and packet injection against software-defined networking (SDN), while resilience work includes explainable anomaly localisation and safe rollout analytics. Evidence settings range from emulation and packet-level simulation to commodity-server testbeds, campus 5G validation, large-scale wireless emulation platforms, production-cluster traces, and 5G OpenAirInterface-generated datasets. Reported outcomes cover link utilisation, energy, detection accuracy, throughput, latency/FCT, and computational overhead. Most papers are systems-oriented conference or networking journal articles that emphasise the realistic deployment of control loops under operational constraints.
3.3 Thematic Analysis
Theme 1: AI-native predictive control for throughput, latency, and energy efficiency
AI-driven network control is increasingly realised as prediction–decision loops that must operate within tight latency budgets across wide-area networks (WANs), data centre fabrics, and open radio access networks (Open RAN). In wide-area traffic engineering, a deep reinforcement learning (DRL) policy that exploits graph structure is paired with local search to produce routing updates for link events and dynamic traffic, all while keeping computation time practical (Almasan et al., 2022). Practical rollout constraints also matter. DRL can co-optimize SR paths, SRv6 node placement and legacy OSPF weights, ensuring strong utilization even when only 20–40% of nodes support SRv6 (Tian et al., 2020). Data centres present a more challenging timescale problem because optimization must be completed within the lifetime of short flows. A two-level design that delegates rapid decision-making to end hosts while a central learner aggregates global state can cut average flow completion time in a commodity testbed and reduce optimization turnaround time to approximately 100 ms (Chen et al., 2018). Congestion-control studies extend learning to the transport layer. Online RL can adapt by learning from existing protocols across heterogeneous conditions (Pappone et al., 2025). Furthermore, hierarchical DRL reduces inference overhead by executing lightweight actions and selecting coarse policies, cutting overhead by at least 80% compared to heavier DRL designs (Tian et al., 2022). In open RAN, predictive slicing xApps reconfigure scheduling for mixed URLLC and eMBB services with millisecond-level latency targets in experimental deployments (Wiebusch et al., 2023). Dynamic PRB allocation, when framed as policy selection, achieves around 85% accuracy in selecting the optimal scheduler action (Qazzaz et al., 2024). Together, these studies demonstrate improvements, but evaluation remains fragmented across metrics and settings.
Theme 2: Cyber-physical threats that exploit learning loops and programmable control
AI-enabled infrastructures introduce threats that target the programmable control plane and also the learning pipeline, and not just the data plane. This dramatically shifts trust assumptions. In O-RAN settings, anomaly traffic can degrade compute availability and service quality, so intrusion detection is coupled with resource actions that protect legitimate users under attack (Tsourdinis et al., 2024). Operational anomalies are also more difficult to localise in disaggregated RANs. A detection and identification pipeline uses in-depth analysis and edge monitoring for attribution, enabling faster troubleshooting (Sun et al., 2024). SDN systems face a distinct reliability hazard as adversaries can exploit interactions between controllers and switches: packet injection can trigger cascading breakdowns and overload control logic, unless malicious sources are detected and isolated (Phu et al., 2023). Learning itself becomes an attack surface when telemetry feeds predictive controllers. A fake-traffic injection poisoning attack against federated wireless traffic prediction can cause models to make incorrect forecasts, which undermines proactive control decisions (Zhang et al., 2024). Defences, therefore, include screening parameter updates for statistical inconsistency before aggregation to reduce the influence of compromised participants (Zhang et al., 2024). Participant selection is treated as a security control in zero-touch B5G operation, combining unsupervised detection of poisoned updates with reinforcement-based trust selection (Ben Saad et al., 2023). Data centre lateral ('east–west') traffic complicates detection because attacks can blend into service-to-service patterns; graph-based methods are considered more robust in this setting (Hsieh et al., 2024). Finally, unsupervised anomaly detection reveals that deployment must accommodate core servers as well as constrained gateways (Mirsky et al., 2018).
Theme 3: Resilience-by-design—safe automation, containment, and cascade mitigation



In AI-driven network infrastructure, resilience emerges as engineered guardrails around automation, aiming to prevent local errors from becoming systemic cascades. In cloud operations, rollout risk is managed through analytics that correlate fault signals with ongoing deployments, reducing the blast radius when changes introduce instability and supporting stop/go decisions (Li et al., 2020). Rather than a one-time pre-deployment test, this operational approach treats reliability as an ongoing process of validation. In open RAN, disaggregation increases the need for fault handling that can be explained; identification pipelines and anomaly detection provide KPI-level attribution, enabling operators to act before control loops amplify degradation (Sun et al., 2024). Pre-deployment evaluation is also a part of resilience: a programmable O-RAN framework enables the stress-testing and training of DRL xApps on a large scale, thereby exposing failure modes and safety trade-offs prior to field deployment (Polese et al., 2022). Containment mechanisms resemble fault isolation when failures are adversarial. SDN defences segment the quarantine suspicious nodes and the network, enabling non-compromised paths to continue operating (Phu et al., 2023). Federated-control defences filter abnormal model updates to preserve prediction accuracy under poisoning, thereby supporting more reliable proactive management (Zhang et al., 2024). Zero-touch B5G work adds governance by selecting trusted participants prior to aggregation, thereby reducing insider influence on shared models (Ben Saad et al., 2023). At the edge, lightweight anomaly detection shows that resilience controls can be deployed on limited gateways, enabling detection close to the source (Mirsky et al., 2018). Across settings, the pattern is layered defence involving monitoring, containment, safe fallback and attribution. However, empirical evidence still varies from testbeds to production, which limits confidence in cross-domain portability.



Table 3: Data Extraction for included studies
	Included study
	Infrastructure/context
	AI technique(s)
	Primary function/objective
	Deployment/architecture
	Threat/failure mode targeted
	Evidence setting/scale
	Reported impact (key outcomes)

	 Almasan et al., 2022 (ENERO)
	WAN traffic engineering
	DRL + GNN + local search
	Real-time traffic engineering under dynamic traffic/link failures
	Two-stage: DRL long-term TE + local search refinement
	Dynamic scenarios include link failures
	Dynamic topologies; up to 100 links
	Computes routes in ~4.5 s average (topologies up to 100 links)

	Chen et al., 2018 (AuTO)
	Datacenter traffic optimization
	Two-level DRL (central + peripheral)
	Automatic traffic optimization (flow scheduling/load balancing)
	Peripheral System on hosts + Central System with global aggregation
	Scalability/latency limits of DRL for short flows
	Commodity servers; 32-server testbed
	Optimization turnaround ~100 ms; up to 48.14% reduction in average flow completion time

	Ngo et al., 2024 (RIC real-world validation)
	O-RAN / 5G campus network
	ML-based RAN control apps
	Energy efficiency, interference management, predictive maintenance via RIC apps
	Open-source RIC interfaced with commercial-grade RAN; multiple control apps
	Operational reliability/maintenance; energy constraints
	Commercial-grade campus 5G; real data published
	>90% accuracy for each task; energy-saving app reports ~65% energy reduction (simulated year)

	Polese et al., 2022 (ColO-RAN)
	O-RAN closed-loop control experimental platform
	DRL xApps
	Develop and evaluate DRL-based RAN closed-loop control
	ColO-RAN framework (SDR-in-the-loop); portable to other testbeds
	Barriers to DRL adoption due to data/test infrastructure
	7 base stations, 42 users; Colosseum + portability to Arena
	Demonstrates large-scale DRL closed-loop evaluation; documents practical training/deployment tradeoffs

	Qazzaz et al., 2024 (O-RAN xApp dynamic resource allocation)
	O-RAN distributed/virtualized RAN
	Random Forest classifier
	Dynamic PRB allocation to meet service-level/quality of service targets
	xApp integrated with O-DU scheduler
	Demand variability and quality of service constraint violations
	O-RAN state inputs; short training duration
	~85% accuracy for selecting the optimal allocation policy

	Tian et al., 2020 (WA-SRTE)
	SRv6 traffic engineering in partially deployed IPv6 networks
	DRL for TE
	Minimize maximum link utilization; co-optimize OSPF weights + SRv6 placement + paths
	Designed for dispersed SRv6 node deployment; uses representative traffic matrix
	Partial-deployment constraints and traffic variation
	20-40% SRv6 nodes deployed
	Comparable to full SR network at 20-40% deployment; near-optimal under changing traffic

	 Tessler et al., 2022 (RL congestion control)
	Datacenter congestion control
	RL (policy-gradient)
	Improve latency/throughput; generalize beyond fixed benchmarks
	Learning-based congestion-control policy (intended to replace heuristics)
	Non-stationarity and partial observability in DC networks
	Evaluated in a realistic simulator; productization noted
	Reports improved performance vs deployed algorithms across multiple metrics; noted as being productized

	Wiebusch et al., 2023 (Open-6G predictive uplink slicing)
	O-RAN predictive slicing (URLLC + eMBB)
	Deep learning
	Predictive uplink slicing via dynamic scheduling reconfiguration
	xApp via near-RT RIC (E2 interface)
	Latency/resource efficiency under mixed URLLC/eMBB traffic
	Experimental lab setup; smart-grid URLLC example
	Reports performance on par with proprietary; latencies down to ~5 ms

	Tsourdinis et al., 2024 (O-RAN ATD: NIDS + resource allocation)
	Real-world O-RAN 5G security + resource management
	ML traffic classification (NIDS)
	Intrusion detection + dynamic resource allocation / user management under attack
	xApp (ATD) using OpenAirInterface + FlexRIC
	DoS/anomalous traffic degrading performance
	Real-world testbed environment
	Maintains low latency under attack; nearly doubles throughput for legitimate users; ~15% CPU reduction

	Sun et al., 2024 (SpotLight)
	Open RAN troubleshooting / anomaly identification
	Distributed deep learning + multi-stage generative model
	Continuous anomaly detection, localization, and explainability with minimal KPIs
	Edge lightweight detection + cloud confirmation/explainability
	Operational anomalies/failures; troubleshooting complexity
	Carrier-grade indoor Open RAN testbed; anomaly generation and replay
	Demonstrates explainable online anomaly detection and identification in experimental setting

	 Phu et al., 2023 (SDN defense)
	Software-defined networking (SDN)
	Graph convolutional neural network (GCNN)
	Detect packet injection and segment network into security classes/policies
	Distributed Ryu controllers; isolate suspicious nodes
	Packet injection attacks causing controller/switch overload and breakdown
	Emulated SDN experiments
	>99% detection accuracy; mitigation keeps non-compromised nodes functioning while isolating attackers

	Zhang et al., 2024 (FL wireless traffic prediction poisoning + defense)
	Federated learning for wireless traffic prediction
	Statistical inconsistency detection (GLID)
	Demonstrate fake traffic injection poisoning; defend by removing abnormal parameters
	FL across base stations; defense filters model updates
	Fake traffic injection (poisoning) undermining traffic prediction/control
	Evaluated on real-world wireless traffic datasets
	Defense identifies and removes abnormal parameters; improves robustness vs baselines (as reported)

	Ben Saad et al., 2023 (Securing FL in zero-touch B5G)
	Zero-touch management / B5G slices using federated learning
	DRL-based trusted participant selection + unsupervised ML
	Detect malicious participants and poisoning updates
	Reputation/trust selection + poisoning-update identification
	Insider poisoning updates harming global FL model
	Dataset generated using 5G OpenAirInterface
	Reported effective even with several malicious participants (as evaluated)

	Li et al., 2020 (Gandalf)
	Large-scale cloud infrastructure deployments
	Ensemble ranking + binary classifier
	Safe rollout impact assessment; stop bad rollouts early
	End-to-end analytics correlating fault signals with rollouts
	Cascading outages from unsafe rollouts
	Large-scale system infrastructure
	Supports stop/go decisions for rollouts based on inferred impact risk

	Hsieh et al., 2024 (NetVigil)
	East-west data center security
	GNNs + contrastive learning
	Robust, low-cost anomaly detection for lateral (east-west) traffic
	Uses flow logs; designed to resist normal variation and adversarial evasion
	Breaches/attacks in east-west traffic; adversarial evasion
	Attack scenarios + real production-cluster traces
	Improves accuracy, cost, and detection latency vs prior methods (as reported)

	Kurtz et al., 2022 (Predictive 5G slicing for smart-energy contracts)
	5G uplink slicing for blockchain-driven smart grids
	Predictive ML-driven RB scheduling (Configured Grant)
	Reduce latency and improve spectrum efficiency for mission-critical traffic
	Predictive scheduling in 5G uplink
	Latency/resource inefficiency of static slicing
	Energy model derived from real-world setup; generated smart-contract communications traffic
	Reports significant improvements in latency and spectrum efficiency

	 Pappone et al., 2025 (Mutant)
	Congestion control
	Online reinforcement learning
	Adapt to best-performing protocols; robust across varying conditions
	Online RL learns from existing protocols; extensible to future protocols
	Suboptimal protocol behavior under changing network conditions
	Real-world and emulated scenarios
	Reports lower delays and higher throughput than prior learning-based schemes; maintains fairness

	Tian et al., 2022 (Spine)
	Datacenter congestion control
	Hierarchical DRL
	High performance with ultra-low inference overhead
	Lightweight executor (fine-grain) + RL agent (coarse-grain sub-policies)
	DRL inference overhead harming datapath
	Real-world experiments + emulations
	Inference overhead reduced by >=80% vs DRL counterparts; consistent high performance (as reported)

	Mirsky et al., 2018 (Kitsune / KitNET)
	Online network intrusion detection (NIDS)
	Ensemble of autoencoders (unsupervised)
	Plug-and-play online anomaly detection at gateways/routers
	Feature extraction + KitNET autoencoder ensemble
	Resource limits and need for unlabeled/online detection
	Demonstrated feasibility on Raspberry Pi
	Comparable performance to offline anomaly detectors; practical, low-cost NIDS



4.0 Discussion
4.1Summary of key findings
AI-enabled controllers demonstrate that prediction-driven decisions can enhance network performance when they adhere to strict runtime constraints. In SRv6 and WAN settings, learning-based traffic engineering supports rerouting in response to partial deployment and demand shifts, demonstrating that incremental upgrades can achieve near-optimal utilization. In data centres, incorporating learning into distributed or hierarchical control loops reduces flow completion time and enables millisecond-scale optimization. Meanwhile, congestion-control designs target robustness across lower inference overhead and changing conditions. xApps demonstrate pathways for closed-loop slicing and energy-aware control in open RAN; however, outcomes often depend on KPI selection and testbed realism. Evidence from the field of security shows that programmable, virtualized infrastructures expand attack surfaces: federated poisoning, adversarial traffic and packet injection can distort telemetry-to-action loops. Consequently, resilience mechanisms converge on isolation and update filtering, explainable diagnosis, layered monitoring, complemented by rollout gating in cloud operations. However, remaining gaps include limited adaptive-attacker evaluations, inconsistent metrics, and uncertain cross-domain interoperability at scale.
4.2 Comparison with global literature
Across the included case studies, AI is positioned as the control substrate for congestion control, traffic engineering, and radio access network (RAN) resource management. However, global evidence indicates that, in practice, latency gains and raw throughput must be balanced with deployment realism and convergence guarantees. Although learning-based congestion control has expanded rapidly, training objectives often omit the stability and fairness properties that dominate the user experience in the event of multi-flow contention. Astraea addresses this issue by using multi-agent deep reinforcement learning to encode stability and convergence-to-fairness within a faithful multi-flow environment. This results in lower throughput deviation and faster convergence than in previous systems (Liao et al., 2024). PCC Vivace demonstrates that online optimization can outperform TCP with sender-only modifications, establishing a practical benchmark for deployment (Dong et al., 2018). ScaleDeep selects critical nodes as drivers, improving robustness to topology changes whilst reducing flow completion time in packet-level simulations (Sun et al., 2021). In SD-RAN, programmability must not exceed near-real-time budgets. FlexRIC’s SDK results demonstrate that modular controllers can reduce round-trip time and CPU usage compared to reference implementations (Schmidt et al., 2021).
The review's synthesis of security and resilience also aligns with the global literature, which clarifies the criteria for what constitutes 'secure' learning in networks. Adversarial examples demonstrate that small, worst-case perturbations can systematically cause misclassification. This implies that telemetry-driven controllers should undergo average-case accuracy testingas well as evasion stress testing (Goodfellow et al., 2014). Although robust training offers stronger guarantees when framed as optimization against bounded attackers, it introduces performance costs that must be explicitly reported when claims focus on efficiency (Madry et al., 2018). Evaluation must also assume adaptive attackers, as strong attack constructions can defeat defences that appear effective under weaker threat models (Carlini & Wagner, 2017). Threat models should not just include digital inputs but also include measurement channels (Kurakin et al., 2018). In NIDS, adversarial examples can be generated in black-box settings against DNN detectors, meaning that without adversarial validation, reported detection rates may be optimistic (Yang et al., 2018). A robustness framework combining ensembling, adversarial training and attack assessment shows how detection can be restored while quantifying evasion ease through time-feature manipulation (Zhang et al., 2022). Grey failures emphasize differential observability at the cloud stage, motivating cross-component consistency checks and challenging single-plane anomaly scoring (Huang et al., 2017). Finally, controller failures remain a core concern for resilience; Matchmaker demonstrates that SD-WAN programmability degrades under multiple controller failures and can be partially restored through adaptive remapping (Dou et al., 2021).
4.3 Implications for Policy and Practice
Policy: It is proposed that AI-driven network assurance and control be established as a standard operational practice for next-generation infrastructures, including 5G/6G, cloud and data centre fabrics, SDN/NFV, and O-RAN. This would entail mandating security- and resilience-by-design requirements for any AI controller or xApp prior to deployment. These requirements would include documented, predefined safe fallback behaviours, drift monitoring, threat models, and adversarial testing. Audit-ready model governance covering telemetry integrity controls, dataset provenance, update/rollback procedures and versioned policy management should be required by regulatory and industry bodies to prevent cascading failures. Additionally, procurement frameworks should stipulate portability and interoperability across multi-vendor environments with standardized telemetry schemas, minimum assurance and controller APIs evidence for centralized versus edge AI deployments. A core set of operational quality indicators should be required for audits, such as control-plane overhead, rollback time, policy decision latency, anomaly-to-mitigation time, out-of-distribution detection rate and false-positive burden. In settings with limited resources, lightweight, deployable safeguards must be prioritized, such as constrained action spaces, edge-capable anomaly detection, and rule-based guardrails. These safeguards should be supported by shared benchmarking infrastructure and open testbeds to reduce entry barriers.
Practice: Implementing a monitor–predict–decide–verify–mitigate operational model is essential, with targets set for near-real-time control safety, such as stable multi-flow behaviour, bounded decision latency, and controlled overhead under peak load. It is also crucial to deploy guardrail AI controllers with policy constraints, automated rollback triggers integrated into orchestration pipelines, and conservative fallback routing/scheduling. To ensure operational reliability, telemetry should be hardened through redundancy, anomaly-aware filtering and validation checks. Model updates should be staged through canary deployments with continuous verification. Conversely, opaque model updates, uncontrolled online exploration, and automation without operator-visible explanations should be avoided. Deployment must be customized according to architecture (centralized versus edge AI), virtualization service and strategy criticality, with stricter constraints for multi-tenant slices and URLLC. Outcomes should be monitored using indicators such as FCT, link utilisation, tail latency, detection robustness under attack, energy per bit, and recovery time. Results should be fed into iterative improvement cycles. Training network operations teams in incident playbooks, AI assurance, and model governance is recommended to strengthen uptake, safety and equity across environments. 
4.4 Limitations of Review
This review has limitations, which are outlined below. Firstly, it mapped evidence from 19 peer-reviewed studies and did not conduct a formal risk-of-bias appraisal; therefore, the strength of the evidence varies according to the design and reporting quality. Secondly, as many of the evaluations were emulation-, trace-based, or testbed-, the results are limited in their generalisability to heterogeneous production networks. Thirdly, baselines and metrics were inconsistent across domains, which constrained cross-study comparability. Finally, long-term operational impacts and adaptive adversary testing (e.g. drift, rollback performance and lifecycle costs) were reported inconsistently.
5.0 Conclusion
This scoping review synthesised 19 empirical applications of AI-driven control and resilience mechanisms across next-generation network infrastructures, including SRv6 routing, data centre fabrics, cloud rollout assurance, WAN traffic engineering, Open RAN/5G deployments and SDN/NFV environments. In performance-oriented systems, learning-based controllers achieved significant improvements, such as reducing average flow completion time by up to 48.14% in a commodity-server data centre testbed (Chen et al., 2018). Meanwhile, hierarchical DRL congestion control reduced inference overhead by at least 80% while maintaining control effectiveness under workload variation (Tian et al., 2022). In Open RAN, an xApp that combines intrusion detection with resource management actions can maintain service quality during an attack, while also increasing throughput for legitimate users by almost 100% and reducing CPU utilisation by ~15% (Tsourdinis et al., 2024). Security-oriented studies also reported containment performance and strong detection, including >99% packet injection detection in SDN with isolation that preserved the operation of non-compromised nodes (Phu et al., 2023).
Despite these improvements, most studies were limited to emulations or small testbeds, simulations, and reporting of rollback behaviour, drift, overhead, and adaptive-attacker robustness was inconsistent. Overall, the evidence suggests that AI can improve network efficiency and resilience when automation is constrained by staged deployment, standardised assurance metrics and conservative guardrails. Future work should prioritise reproducible benchmarks, interoperable controller architectures and attacker-aware evaluation that enable explainability and audit-ready governance. 
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