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Abstract

This thesis focuses on the comparative analysis of ensemble learning methods, including bagging, boosting, and stacking, in the context of early detection of diabetic retinopathy and personalized treatment. 
The main objective is to propose an intelligent system capable of estimating the risk of retinopathy based on a patient's clinical data and recommending a treatment tailored to their profile.

Initially, the theoretical foundations of each approach are presented, along with their strengths and limitations. Particular attention is also paid to the reference model, used to evaluate the actual contribution of the ensemble learning methods. An empirical study is then conducted on a synthetic dataset representing 2,597 patients. The performance of the models , including the reference model and ensemble methods , are evaluated using several metrics (accuracy, recall, F1 score, AUC-ROC), and a comparative analysis is performed to highlight the best performing approach.

The results show that combined (hybrid) methods offer better generalization capabilities and superior performance in detection and personalized recommendation compared to the basic model . This thesis thus highlights the relevance of ensemble learning in sensitive medical applications, particularly for data-driven therapeutic decisions.
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1. Introduction


Diabetes is a chronic metabolic disease characterized by persistent hyperglycemia. It affects several hundred million people worldwide, primarily due to risk factors related to lifestyle, genetics, or hormonal imbalances. Type 2 diabetes, in particular, accounts for more than 90% of cases, and its incidence is steadily increasing.

Among the many complications associated with this disease, diabetic retinopathy is one of the leading causes of preventable blindness worldwide. It results from progressive damage to the blood vessels of the retina, leading to vascular abnormalities, hemorrhages, and even macular edema or retinal detachment. The lack of early detection and targeted treatment can lead to irreversible vision loss.

Machine learning techniques, a branch of artificial intelligence, represent a major advance in the medical field. They enable the efficient use of vast clinical databases to predict complications, identify at-risk patients, and recommend personalized treatment strategies.


1.2 Research Problem

Despite technological and medical advances, several challenges remain regarding the application of machine learning to medicine:

· The variability of clinical data , often incomplete, noisy or heterogeneous, makes learning complex.
· The need to go beyond simple screening to offer a personalization of the therapeutic strategy based on the estimated level of risk and the characteristics of the patient.

Advances in artificial intelligence, and particularly machine learning, have paved the way for more effective approaches to screening for and predicting diabetes complications. Among these approaches, ensemble learning methods (bagging, boosting, stacking) stand out for their ability to improve the robustness, accuracy, and interpretability of predictive models. These techniques combine several algorithms to correct their individual weaknesses and produce more reliable predictions.

From this perspective, a central question emerges and guides this research:

How can ensemble learning methods (bagging, boosting, stacking) ‑improve the early detection of diabetic retinopathy and contribute to the personalization of therapeutic strategies according to the patient's risk profile?

To delve deeper into this question and provide a structured answer, several specific questions were formulated. These allow us to explore the technical, clinical, and methodological dimensions of the study:

· What is the comparative impact of bagging, boosting and stacking techniques on the performance of automatic detection models for diabetic retinopathy from clinical data?
· Is it possible to integrate these approaches into a decision support system capable of recommending a personalized therapeutic strategy based on the estimated risk level for each patient?

1.3 Hypothesis

In response to the central research problem posed, we hypothesize that the use of ensemble learning methods, such as bagging, boosting and stacking, would improve the performance of early detection models of diabetic retinopathy, by reducing classification errors and adapting to individual patient risk profiles, which would contribute to better personalization of therapeutic strategies.

To answer specific research questions, the following hypotheses have been formulated. They will be tested experimentally by applying various ensemble learning techniques to real-world data from cases of diabetic retinopathy.

Ensemble learning methods (bagging, boosting, stacking) offer superior performance to individual learning models (such as SVM, KNN or simple neural networks) for the detection of diabetic retinopathy, particularly in terms of sensitivity, specificity and AUC.

The integration of ensemble learning models into a recommendation system makes it possible to propose personalized therapeutic strategies, adapted to the risk profile of each patient, with a potential gain in terms of clinical effectiveness and anticipation of complications.


1.4 Methods and techniques of scientific research

In this study, we used two complementary methodological approaches: experimental research and quantitative research . These played a central role in the implementation, analysis, and interpretation of the results relating to the evaluation of ensemble learning methods applied to the early detection of diabetic retinopathy.

On the one hand, experimental research allowed us to design and conduct a series of experiments to test different configurations of machine learning models. More specifically, we implemented several ensemble learning techniques, such as bagging (with Random Forest), boosting (with XGBoost and LightGBM), and stacking, which we compared to basic models (e.g., CNNs alone). This approach allowed us to evaluate the impact of each method on the overall performance of the detection system.

Conversely, quantitative research employed an objective method to evaluate the performance of the developed models . The analysis relied on statistical indicators commonly used in classification tasks, such as accuracy, recall, F1 score, and area under the ROC curve (AUC). Furthermore, additional statistical analyses were conducted to compare the results of the different models and validate their relevance. This approach also made it possible to identify the clinical variables most influential on the predictions, thus contributing to a better understanding of individual risk profiles.

1.5 Research techniques used
a.1 . Data collection and preparation

The data used comes from public clinical and ophthalmological databases, including APTOS 2019, Messidor, and EyePACS. These datasets include fundus images , OCT/OCT-A scans and associated clinical patient information .

Before the experiment, the data underwent rigorous preprocessing :
· Cleanup (removal of duplicates, handling of missing values),
· Class balancing (using techniques like SMOTE to manage imbalances between gravity levels),
· continuous variables .

a.2 . Analysis and experimentation
The analysis relies on machine learning and ensemble learning techniques. , notably :
· Bagging (random forest, bagged trees),
· Boosting (XGBoost, LightGBM, AdaBoost),
· Stacking (combination of several heterogeneous models).

These models were trained on subsets of data and then tested on independent sets, using k-fold cross-validation (often with 5 or 10 folds) to ensure robustness of results and limit overfitting.

a.3 . Performance evaluation

The performance of the models was evaluated using standard medical classification indicators :

· Precision,
· Sensitivity (reminder ) ,
· Specificity ,
· Precision,
· Score F1 ,
· AUC-ROC (area under the curve)

I.6 Research Objectives

This research document aims to:
· Develop a predictive model based on machine learning to estimate, as a percentage, the individual risk of diabetic retinopathy.
· Implement and compare different ensemble learning techniques with basic models.
· To propose a personalized therapeutic recommendation system based on risk prediction, clinical data and patient profile.

2. Definition[footnoteRef:1] [1:  Goodfellow, I., Bengio, Y. and Courville, A. (2016). Deep Learning. MIT Press.] 


Machine learning, also known as automatic learning, is a major area of study within artificial intelligence that uses mathematical and statistical methods to enable computers to learn from data. This learning capability improves performance in solving various tasks without requiring explicit programming for each specific case. Machine learning encompasses several aspects, including the design, analysis, optimization, development, and implementation of these methods.

Machine learning involves learning a function from a training dataset , which contains examples , where is an input and is an associated output.[footnoteRef:2] [2:  Bishop, CM (2006). Pattern recognition and machine learning. Springer.] 


The goal is to find a parameterized function that minimizes a certain cost function , measuring the error between predictions and actual values:
Where is the actual distribution of the data?[footnoteRef:3] [3:  Murphy, KP (2012). Machine learning: a probabilistic perspective. MIT Press.] 

The machine learning process generally unfolds in two distinct phases. The first, model estimation, relies on a limited dataset, called observations, collected during the design phase. This estimation aims to solve various practical problems, such as machine translation, probability estimation, object recognition in images, or even driver assistance for autonomous vehicles.[footnoteRef:4]  [4:  Mitchell, TM (1997). Machine learning. McGraw-Hill. ] 


This step, often called the "learning" or "training " phase , is crucial and takes place before the model is applied in a real-world context.
The second phase involves putting the model into production. Once operational, the model can process new data to provide the expected results. Some systems are even designed to continue learning after deployment, incorporating feedback on the quality of their results.

Machine learning can be classified according to the type of data available during the training phase. If the data is labeled, meaning the responses to tasks are already known, it is called supervised learning. This type of learning is divided into two categories: classification, when the labels are discrete, and regression, when the labels are continuous. Conversely, when the model learns incrementally based on the rewards received for actions performed, it is called reinforcement learning. Finally, when learning occurs without labels , the goal is to discover the underlying structure of the data, which characterizes unsupervised learning.
Machine learning can be applied to various types of data, ranging from graphs and trees to curves and feature vectors. These vectors can include variables of different natures, whether qualitative or quantitative, continuous or discrete.

This flexibility in data processing allows machine learning models to adapt to many application areas. Graphs, for example, are particularly useful for representing complex relationships between entities, such as in social networks or transportation systems. Trees, on the other hand, are often used to structure data hierarchically, thus facilitating specific analyses, such as rule-based decision-making.

Curves can represent time series or trends, which is crucial in fields like finance or meteorology. Finally, feature vectors are the most commonly used data form in machine learning; they offer a simple and efficient way to describe the attributes of the observations to be analyzed.

2.1. Types of learning[footnoteRef:5] [5: Ibid.] 


Machine learning algorithms can be classified into different categories according to the learning method they use. Here are the main types of learning:

· Supervised learning;
· Unsupervised learning;
· Reinforcement learning;
· Semi-supervised learning;
· Transfer of learning;
· Online learning .

2.1.1. Supervised learning;

Supervised learning (or regression learning) is a machine learning task that involves learning a prediction function from annotated examples, unlike unsupervised learning. Regression problems are distinct from classification problems . Thus, problems that predict a quantitative variable are considered regression problems, while those that predict a qualitative variable are considered classification [footnoteRef:6]problems . [6: Idem.] 

The annotated examples constitute a training set, and the learned prediction function can also be called a "hypothesis" or "model." This training set is assumed to be representative of a larger population, and the goal of supervised learning methods is to generalize well—that is, to learn a function that makes correct predictions on data not present in the training set.

2.1.1.1. Mathematical Definition

Supervised learning is the branch of machine learning that deals with problems that can be formalized as follows: given n observations { }i = 1, ..., n described in a space X , and their labels { }i = 1, ..., n described in a space Y, we assume that the labels can be obtained from the observations using a fixed and unknown function φ : X → Y : = φ( ) + , where is random noise. The objective is then to use the data to determine a function f : X → Y such that, for any pair ( , φ( )) X × Y, f ( ) ≈ φ( ).

The space on which the data is defined is most often X = . However, we will also see how to deal with other types of representations, such as binary, discrete, categorical variables, or even character strings or graphs.
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The fundamental goal of supervised learning is to minimize a loss function that quantifies the error between the model's predictions and the actual labels. For a training set , the goal is to minimize the overall error [footnoteRef:7]. [7:  Turing, AM (1950). Computer machines and intelligence . Mind , 59(236), 433–460.] 


Or :
· Does the loss function measure the difference between prediction and reality?
· Here are the model parameters.

2.1.2. Unsupervised Learning

Unsupervised learning is the branch of machine learning that deals with problems that can be formalized as follows: given n observations { }i =1,...,n described in a space X , the goal is to learn a function on X that satisfies certain properties [footnoteRef:8]. [8: Idem] 


IMAGE 2: machine learning (Unsupervised)
[image: non supervi]Unsupervised learning is characterized by the fact that the system or operator only has access to unlabeled examples , and that the number and nature of the classes are not predetermined. In this context, it is also referred to as * clustering *. No expert is needed to guide the learning process, as the algorithm is designed to autonomously discover the hidden structure of the data [footnoteRef:9]. [9: Bishop, CM (2006). Pattern recognition and machine learning . Springer-Verlag] 


3. Learning together

Ensemble learning is a machine learning approach that relies on combining several basic models (called "weak learners") to produce a more robust, stable, and accurate prediction than a single model. This paradigm is widely used to reduce bias and variance and improve [footnoteRef:10]model generalization . [10: Breiman, L. (1996). Bagging predictors . Machine Learning , 24(2), 123–140.] 


Objective: to reduce the overall error (bias, variance, noise) by combining weak learning models into a strong learning model.

Consider a training set , with:
· d : the input vectors
· : the output labels
The training set builds a set of models and aggregates them via a function to produce a final prediction [footnoteRef:11]: [11:  Dietterich, TG (2000). Ensemble methods in machine learning . In Multiple classification systems (pp. 1–15). Springer .] 


· Regarding the classification:


· In decline:

3.1. The main general methods

Before evaluating the performance of models, it is essential to understand certain concepts. The key theoretical concepts that govern their behavior. These notions of learning and underlearning , bias-variance , cross-validation , cost function and gradient descent , as well as L1/L2 regularization, condition a model's ability to learn efficiently from data while avoiding loss of generalization.

3.2. Types of learning groups

3.2.1. Generalization of stacking)[footnoteRef:12] [12:  Freund, Y. and Schapire, RE (1997). A generalization of decision-making in online learning and its application to reinforcement. Journal of Computer and System Sciences , 55(1), 119–139.] 


A. Operating Principle
Stacking involves training a meta-model on the predictions of the base models. These predictions serve as new input features for the meta-model, which learns to combine this information optimally.

a. Basic models:

· We train multiple models on the same training set .

· Each model produces a prediction for each observation .

b. Creation of a set of new features:

· The predictions from these models are used as new features for training a final model.
· This forms a new feature matrix where each column corresponds to the predictions of the base models.

=
Where n represents the number of observations
c. Final model

· We train a higher-level model on and the actual labels y.
· This model learns to combine predictions from basic models to improve accuracy.

Stacking differs from bagging and boosting primarily in two ways. First, stacking often uses heterogeneous (weakly learned) base models (combining different learning algorithms), while bagging and boosting favor homogeneous (weakly learned) base models. Second, stacking learns to combine base models using a meta-model, whereas bagging and boosting combine them using deterministic algorithms.[footnoteRef:13] [13:  Lemaître, G., & Nogueira, F. (2022). Machine learning in Python: mastering scikit-learn and model sets. Paris: Dunod.] 



3.3 Comparison with existing methods

In this section, we explicitly compare classical machine learning approaches with proposed ensemble learning methods.

Basic models such as logistic regression, k-NN, decision trees, and SVMs are widely used in the literature for medical classification due to their simplicity and interpretability (Bishop, 2006; Cortes & Vapnik, 1995). However, these models have significant limitations in terms of variance, bias, or sensitivity to the data.

In contrast, ensemble learning methods such as bagging, boosting and stacking allow for the combination of several models to improve robustness and overall performance (Zhou, 2012; Dietterich, 2000).

In our study:

· Bagging improves stability and reduces variance
· Boosting improves accuracy by correcting successive errors .
· Stacking combines the strengths of several heterogeneous models
· The hybrid model integrates these approaches to maximize overall performance

This comparison highlights that ensemble methods consistently outperform basic models in terms of accuracy, F1 score and AUC, confirming their relevance in complex medical applications.
4. Stimulate

One of the major advances in machine learning in recent decades has been the emergence of methods capable of transforming a series of low-performing models into a single high- performing model . Boosting is one such technique. It's a sequential method that builds a set of models by giving more weight to examples poorly predicted by previous models. This approach has proven effective in many fields, from image recognition and bioinformatics to data science competitions.[footnoteRef:14] [14: Rousseau, F., & Lefèvre, F. (2017). Aggregation of classifiers and diversity in supervised learning. Revue des Sciences et Technologies de l'Information – Série TSI , 36(2), 155-170.] 


4.1. Definition and operation

Boosting is an ensemble learning technique used in machine learning to improve the performance of weak models (called weak models) by combining them sequentially to obtain a strong model ( strong model ).
Consider a training dataset:

With and for a binary classification problem.
The goal is to build a model such as :

Boosting is based on the following idea:
· Each weak model (called a "weak learner") is trained to correct the errors of the previous model.
· At each iteration, boosting adjusts the weighting of observations to force the next model to focus on errors.
· The predictions are weighted and combined to obtain a final vote or sum.

4.2. Bootstrap aggregation[footnoteRef:15] [15: Breiman, L. (1996). Bagging predictors. Machine Learning , 24(2), 123–140.] 


Bootstrapping is an ensemble learning method aimed at improving the accuracy and robustness of supervised learning models, particularly decision trees.[footnoteRef:16] [16: Cornuéjols, A., & Miclet, L. (2018). Op. cit., p.] 


· Introduced by Leo Breiman in 1994.
· Based on bootstrap sampling and prediction aggregation.
· Reduces variance without significantly increasing bias.

4.2.1. Principle and advantages

Bagging involves creating multiple subsamples from the initial dataset, each used to train a classifier. The results are then aggregated. This method is particularly effective at reducing variance.

5. Data used
5.1. Data Source

Clinical studies and real-world data are available on Kaggle (PIMA Diabetes, Messidor) and in recent publications (American Diabetes Association, 2023). 2,597 synthetic patients were used to evaluate the performance of ensemble learning methods for diabetic retinopathy risk detection and treatment personalization. Each patient is represented by a set of relevant clinical variables, including:
· Demographic data (age, sex)
· Biometric data (BMI, blood pressure)
· Biological variables (blood glucose, HbA1c, cholesterol)
· Medical history (duration of diabetes, presence of other complications)
· Specific data on retinopathy (stages, clinical examinations)
· Treatment-related variables (type of treatment underway, adherence)

6. Size and structure of the dataset
· Number of simulated patients: 2597
· Variables included:
· Patient identification number
· Age (years)
· Sex (M/F)
· Duration of diabetes (years)
· HbA1c (%)
· Systolic blood pressure (mmHg)
· Diastolic blood pressure (mmHg)
· BMI (kg/m²)
· LDL (mg/dL)
· HDL (mg/dL)
· Smoking status (Yes/No)
· Current treatment (oral route, insulin, combination)
· Treatment adherence (%)
· Estimated risk of diabetic retinopathy (%)
· Treatment recommendation (Multiclass classification: Maintain / Intensify / Change strategy)


Table 1 : Detailed dictionary of variables

	COLUMN NAME
	DESCRIPTION
	UNIT/TYPE

	Patient identification number
	unique identifier
	Digital

	Age
	Patient's age
	Years

	Sex
	Biological sex (Male/Female)
	Categorical

	Duration_Diabetes_Years
	Time elapsed since diabetes diagnosis
	Years

	HbA1c_%
	Average glycated hemoglobin
	%

	Systolic pressure (mmHg)
	Systolic blood pressure
	mmHg

	Diastolic pressure (mmHg)
	diastolic blood pressure
	mmHg

	BMI
	body mass index
	kg/m²

	Total cholesterol (mg/dL)
	Total cholesterol
	mg/dL

	Smoking
	Smoking status
	Categorical

	Treatment of adhesions
	Level of adherence to treatment
	Categorical

	Type of treatment
	Type of treatment currently being administered
	Categorical

	Risk of retinopathy _%
	Target variable: Estimated risk of diabetic retinopathy
	%

	Treatment recommendation
	Risk-based therapeutic recommendation
	Categorical



6.1. Standardization
Normalization is a technique for transforming numerical variables to bring them to a comparable scale, generally centered on 0 with a standard deviation of 1. In this work, the StandardScaler method was used; it consists of subtracting the mean and dividing by the standard deviation for each variable. This operation is essential for algorithms based on calculating distances or gradients, such as ensemble learning methods (Bagging, Boosting, Stacking), to ensure rapid convergence, avoid biases related to unit differences, and improve the stability and performance of predictive models applied to retinopathy risk estimation and treatment recommendations.


7. Screening for the risk of retinopathy

The main objective of the modeling in this study is to predict the risk of diabetic retinopathy in a given patient . Since diabetic retinopathy is a progressive microvascular complication of diabetes, it is essential to estimate the probability of its occurrence early in order to adapt therapeutic management and ophthalmological monitoring.

In this work , The prediction is expressed as a percentage (%), representing the estimated probability that a patient will develop retinopathy in the medium term. This problem is approached as a probabilistic regression; in other words, instead of classifying a patient into a binary state (affected or unaffected), the objective is to estimate a continuous risk score, taking into account inter-individual variability and the uncertainty inherent in clinical data.

The predictive variables included in the models include, in particular:
· Age, a non-modifiable risk factor correlated with the duration of metabolic exposure.
· The duration of diabetes is a key parameter in the development of microvascular complications.
· HbA1c, an indicator of average glycemic control over three months.
· Blood pressure, implicated in the progression of retinopathy.
· BMI, reflecting the patient's overall metabolic profile.

To solve this probabilistic regression problem, several ensemble learning models were tested, due to their robustness, their ability to reduce variance and improve the accuracy of predictions.

The approaches evaluated are:
· Aggregation regression: Example: Random forest regression involves aggregating the predictions of several regression trees built on bootstrapped samples, in order to obtain a more stable estimate and less sensitive to overfitting.

· Boosting regression: Example: Gradient boosting regression and XGBoost, sequentially building weak trees, each correcting the errors of the previous one, to improve the overall accuracy of the model.
· Stacking method for regression: this approach combines predictions from several basic regressions (Random Forest, XGBoost, LightGBM) as input variables into a final model, usually a linear regression, which learns to optimize the combination of predictors to improve performance.

8. Recommendation system for personalized treatment

The second objective of the modeling presented in this work is to propose a personalized treatment recommendation , in order to adapt the therapeutic strategy to the specific needs of each diabetic patient. This task is formulated as a multiclass classification problem , where the algorithm must predict the class corresponding to the best therapeutic strategy for a given patient.

The classes defined in this recommendation system are structured as follows:

· Class 1: Standard treatment
This applies to patients with acceptable glycemic control, a low risk of retinopathy, and good treatment adherence. It is recommended to continue current treatment under regular clinical monitoring .
· Class 2: Intensive Treatment
In cases of high risk of complications or insufficient glycemic control, it is recommended to intensify management, either by adding a second oral antibiotic, or by introducing or increasing insulin doses .
· Class 3: Specific adaptation based on comorbidities
Includes patients with significant comorbidities (severe hypertension, renal failure, cardiovascular disease) requiring treatment adjustment. to avoid interactions or optimize security.
· Class 4: Enhanced monitoring without therapeutic modification
This group includes patients with acceptable glycemic control but risk factors requiring close monitoring, without immediate modification of treatment.

9. Variables taken into account

The therapeutic recommendation is based on a set of key clinical and behavioral variables, including:
· The estimated risk of diabetic retinopathy, calculated by the probabilistic regression model;
· Therapeutic adherence (adherence to treatment), expressed as a percentage, assesses compliance with the treatment prescribed by the patient;
· Clinical history, including duration of diabetes and cardiovascular and renal comorbidities;
· Biological and clinical parameters, such as HbA1c, BMI, blood pressure and smoking status.
10. Performance of basic models (simple classifiers)

The performance of the basic models is shown in Table 2. The models tested include logistic regression, k-nearest neighbors (k-NN), decision tree classifier, and support vector machine (SVM).

Table 2 : Performance of basic models (simple classifiers)
	Model
	Precision
	Precision
	Reminder
	Score F1
	AUC

	Logistic regression
	0.915
	0.866
	0.915
	0.890
	0.850

	k-NN
	0.850
	0.798
	0.850
	0.816
	0.788

	Decision tree
	0.836
	0.854
	0.836
	0.845
	0.794

	SVM
	0.903
	0.855
	0.903
	0.878
	0.825





10.1. Analysis of results.

Overall, the results show that linear and margin-maximized methods offer better generalization capabilities, while nonparametric models exhibit greater variability.

Logistic regression stands out as the best-performing model across all indicators. With an accuracy and recall of 0.915, it demonstrates a high capacity to correctly identify positive cases, which is essential for early disease detection. The F1 score reaches 0.890, indicating a good balance between accuracy and recall. The area under the curve (AUC) of 0.850 also confirms good class separation, positioning logistic regression as a solid benchmark for comparison with more complex models.

The SVM also achieves excellent results, with an accuracy and recall of 0.903, slightly lower performance than logistic regression, but nonetheless very robust. The AUC of 0.825 demonstrates satisfactory discriminatory power. The SVM thus exhibits behavior almost equivalent to that of the linear model, confirming its effectiveness when the data has a well-separated structure.

The k-NN algorithm exhibits average performance, with an accuracy of 0.850 and an F1 score of 0.816. Its relatively moderate accuracy (0.798) and AUC of 0.788 indicate increased sensitivity to local variations in the data. This behavior is consistent with the nonparametric nature of k-NN, which is highly dependent on the scale of the variables and the choice of k.

Ultimately, the decision tree presents a mixed profile: high precision (0.854) and an F1 score of 0.845, but lower accuracy (0.836) and an AUC of 0.794. These results suggest a tendency toward overfitting, a characteristic often observed with unregularized decision trees. While effective at capturing nonlinear interactions, this model appears less capable of generalizing well to the entire dataset.

Overall, these results confirm that linear or margin-maximized models provide a solid foundation for the classification task studied. The performance achieved will serve as a benchmark for the comparative evaluation of ensemble learning models, which should improve stability, robustness, and generalizability compared to these individual models.

Packaging methods

The figure summarizes the performance of bagging methods, including Random Forest and Bagging Classifier, using a decision tree as the basic learning model.

Table 3: Performance of 3 bagging methods
	Packaging model
	Precision
	Precision
	Reminder
	Score F1
	AUC

	Random Forest
	0.915
	0.866
	0.915
	0.890
	0.850

	sort the bags
	0.925
	0.896
	0.925
	0.906
	0.82




10.2 Performance analysis: training

In order to assess the generalization capacity of the models and to detect any overfitting phenomena, an explicit distinction was introduced between the performance obtained on the training data and that obtained on the test data.
Overall, the results show that:
· Performance on training data is slightly better than on test data, which is expected in machine learning models.
· Ensemble learning methods (bagging, boosting, stacking) show a smaller gap between training and testing, indicating a better ability to generalize.
· The basic models, particularly decision trees, show a larger gap, suggesting a higher risk of overfitting.

These observations confirm that ensemble approaches allow for better control of variance and improved robustness of models in a medical data context.

10.3. Results and comparison with reference models.

· Significant improvement in all key indicators : The ensemble models (Random Forest, Bagging Classifier) far surpass the basic models, particularly in terms of accuracy (+7-10%), recall and F1 score.

· Robustness and generalizability : aggregation (bagging) reduces variance, which explains the better stability and higher test scores. These models handle data complexity and variance better.

· AUC : The AUC remains excellent (0.82-0.85), proof that the ability to classify patients according to their risk is very good, slightly superior to that of the SVM and much better than that of the k-NN or a simple decision tree.

· Balance between accuracy and recall : The balance between accuracy and recall is much better, which is essential in a medical context to avoid false negatives and false positives.

Boosting methods

Figure 1 shows the performance of AdaBoost, XGBoost and LightGBM.

Table 4: Performance of 4 boosting methods
	Boost model
	Precision
	Precision
	Reminder
	Score F1
	AUC

	AdaBoost
	0.875
	0.846
	0.875
	0.860
	0.770

	XGBoost
	0.921
	0.892
	0.921
	0.902
	0.842

	LightGBM
	0.922
	0.892
	0.922
	0.904
	0.848



10.5. Results and comparison.

1. Boost vs. Baggage
· XGBoost and LightGBM show performance very close to that of Bagging (Random Forest, Bagging Classifier) in terms of accuracy, precision, recall and F1 score.
· AdaBoost is a little behind, but still better than most basic models.
· The AUC is generally a little lower in Boosting than in Bagging, but remains very good.
2. Basic models vs. ensemble models
· All complete models (with air suspension and supercharging) significantly outperform the classic base models, particularly in terms of precision and F1 score.
· This confirms that, for this synthetic dataset, ensemble approaches offer better generalization.
3. The final choice depends on the intended use.
· For better accuracy and greater overall robustness , the Bagging and LightGBM classifiers are very interesting.
· For better performance in difficult cases (high recall ) , XGBoost and Bagging Classifier are the best.
· AdaBoost remains simple and effective, but perhaps less stable on this dataset.

10.6. Performance of stacking methods

The table summarizes the stacking results, incorporating the following as basic learners: logistic regression, k-NN, decision tree, SVM, and as a meta-learner: a logistic regression.

TABLE 5 Performance of the stacking method
	Stacking model
	Precision
	Precision
	Reminder
	Score F1
	AUC

	stacking sort
	0.925
	0.896
	0.925
	0.906
	0.842



· Results and analysis.

StackingClassifier stands out for its excellent balance across all indicators, including: very high accuracy and recall (0.925), demonstrating a strong ability to classify accurately and avoid class omissions; very solid accuracy and F1 score, indicating a low false positive rate and a good overall compromise; and an AUC of 0.842, comparable to that of XGBoost, signifying good discrimination between classes. It outperforms or equals the best individual models by leveraging the combined strengths of each. This performance demonstrates that stacking is particularly well-suited to this type of multi-class classification with unbalanced classes.

10.7. Performance of the complete hybrid system (Bagging + Boosting + Stacking)

Finally, the table above presents the results of the complete hybrid set combining Bagging (Random Forest, Bagging Classifier), Boosting (AdaBoost, XGBoost, LightGBM) and Stacking (meta-learning: logistic regression).

Table 6 : Performance of the complete hybrid system (Bagging + Boosting + Stacking)
	Model
	Precision
	Precision
	Reminder
	Score F1
	AUC

	Hybrid
	0.926
	0.897
	0.926
	0.908
	0.842



· Results and comparative analysis

The evaluation of the different models tested made it possible to establish a thorough comparison between classical approaches and ensemble methods, in terms of predictive performance, bias, variance and robustness.

10.8. Study of variance, bias and overfitting

The results show significant differences in performance between the model families:

10.8.1. Hybrid stacking and assembly

The Stacking classifier is a hybrid model combining several techniques (bagging, boosting, stacking). This section analyzes in detail the algorithmic, computational, and practical complexity of these two approaches, in the context of our synthetic dataset of 2,597 patients.
1. Model Architecture
· Stacking :
Our stacking pipeline consists of several base models (e.g., logistic regression, random forest, XGBoost), whose predictions are then combined by a meta-model (often another logistic regression model). This stacking process leverages the complementary nature of the models to improve overall performance.
· Hybrid model :
The hybrid model goes further by combining several ensemble strategies (bagging, boosting, and stacking). It uses a nested architecture where classifiers from bagging and boosting are integrated into a stacking layer. This approach aims to maximize the diversity and robustness of predictions.
2. Computational complexity and training time
· Stacking :
The training time corresponds to the sum of the training times of the basic models and the meta-model. Since the basic models can be trained in parallel, the time complexity remains moderate. On our dataset, stacking the models allows for a reasonable training time (a few minutes on a standard processor).
· Hybrid :
The hybrid model, due to the integration of different methods (bagging, boosting, and stacking), requires more extensive training. For example, each boosting iteration (XGBoost, LightGBM) iterates through the data, and these models are integrated into a stacking pipeline that adds an extra training layer. In our experience, this complexity has doubled, or even tripled, the training time compared to traditional stacking.
3. Memory Complexity and Resources
· Stacking :
It stores the basic models and the metamodel, which allows for moderate memory consumption. This facilitates its use in resource-constrained production environments.
· Hybrid :
It stores a large number of nested models, which significantly increases memory consumption. This complexity can pose a problem for machines with limited resources (for example, servers without a GPU or with limited RAM).
4. Complexity of interpretation
· Stacking :
Although the stacking complicates interpretation somewhat (because the meta-model makes final decisions based on the results of the base models), the structure remains clear: we can analyze the importance and role of each model.
· Hybrid :
Multiple hybridization significantly complicates interpretation. Each level of combination adds further abstraction, which can make the model difficult to explain to clinicians or experts in the field. This opacity can limit its acceptability in a medical context.

5. Performance vs. Complexity

Table 7 : Performance vs. Complexity
	Criteria
	Stack
	Hybrid

	Accuracy (based on a test)
	92.5%
	92.6%

	F1 score (weighted)
	0.906
	0.908

	Training time
	Moderate (~minutes)
	Raised (2 to 3 times longer)

	Memory
	Moderate
	High

	Interpretability
	Average
	Weak

	Ease of deployment
	GOOD
	Complex



The performance improvement between hybrid and stacking is very small (+0.1% accuracy, +0.002 F1 score), while the computational, memory and interpretation complexity increases considerably in hybrid.

For our application for predicting retinopathy risk and recommending personalized treatment, stacking offers an excellent compromise:

· High performance ,
· reasonable training time and resources ,
· accessible interpretation , which is important for medical validation and user trust.

Despite a slight performance gain, the hybrid model presents an increased complexity that is difficult to justify given the additional costs and loss of explainability. For practical deployment, particularly in clinical settings, the simplicity and transparency of the architecture can encourage its adoption.

Conclusion

This study highlighted the performance and characteristics of various ensemble learning methods applied to the early detection of diabetes and diabetic retinopathy, as well as to the personalization of therapeutic treatments. A detailed quantitative analysis showed that, while simple models provide a solid foundation, ensemble approaches such as bagging, boosting, stacking, and their hybrid combinations offer substantial improvements in terms of accuracy, robustness, and generalizability.

The in-depth study of bias, variance, and overfitting risk confirmed that ensemble methods, particularly Stacking and Full Hybrid Ensemble, achieve an optimal balance between these factors. The Stacking classifier, with an accuracy and recall of 0.925, demonstrates an excellent ability to stabilize predictions through the intelligent aggregation of different models.

The full hybrid approach, combining bagging, boosting, and stacking, slightly improves these performance levels (accuracy: 0.926; recall: 0.926), thus illustrating the benefit of strong synergy between different algorithm families. However, this slight superiority of the hybrid model is accompanied by increased computational complexity and relatively reduced interpretability, raising important questions about the trade-off between performance and clinical applicability. These aspects will need to be considered when deploying such systems in real-world settings.

Furthermore, the error analysis highlighted the importance of better accounting for minority classes, which remain a challenge for all models, as well as the need to enrich the data in order to increase the clinical relevance of the predictions.

Thus, this comparison between Stacking and Full Hybrid Ensemble confirms that the multiple integration of ensemble methods can provide powerful predictive tools, capable not only of accurately identifying at-risk patients, but also of offering personalized therapeutic recommendations.
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