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PART 1 (Importance of the manuscript) 

	
	Comments of the Reviewers
	Author’s Feedback 


	Please write a few sentences regarding the importance of this manuscript for the scientific community. A minimum of 3-4 sentences may be required for this part.
	The manuscript addresses a timely and important topic: securing healthcare AI systems against adversarial attacks while preserving patient privacy. The integration of federated learning, adversarial training, differential privacy, and explainable AI within a single framework is a relevant research direction, given the growing deployment of AI in clinical imaging workflows. The concept of linking technical privacy mechanisms to patient-perceived "data stress anxiety" is novel in principle and, if executed rigorously, could bridge an important gap between engineering and human-centered healthcare research. However, the execution and experimental rigor significantly undermine the contribution, as detailed below.
	





PART 2.1 (Objective Evaluation)

	
	Rating of the Reviewers
	Author’s Feedback 

	1. Is the title clear and appropriate for the study? 
Rating Scale: 
5 = Excellent 4 = Good 3 = Satisfactory 2 = Needs Improvement 1 = Poor N/A = Not Applicable
	2 - Needs Improvement. The phrase "Personal Data Stress Anxiety" is non-standard and ambiguous. The title conflates two loosely connected themes (adversarial robustness and psychological anxiety) without clarifying the relationship.
	

	2. Is the abstract of the article comprehensive? 
Rating Scale: 
5 = Excellent 4 = Good 3 = Satisfactory 2 = Needs Improvement 1 = Poor N/A = Not Applicable
	2 - Needs Improvement. The abstract reports a "perfect trust score proxy of 1.0," which is a computational artifact rather than a meaningful finding, and it omits key limitations such as the 500-sample dataset size. The F1-score of 0.88 (from the privacy table) is presented alongside a baseline F1 of 0.412 without explanation of the discrepancy.
	

	3. Are the keywords appropriate and useful?
Rating Scale: 
5 = Excellent 4 = Good 3 = Satisfactory 2 = Needs Improvement 1 = Poor N/A = Not Applicable
	3 - Satisfactory. The keywords are broadly appropriate, though a term like "Differential Privacy" would be more useful than "Data Privacy Anxiety," which is not an established keyword in the literature.
	

	4. Is the background information of the paper sufficient and well organized?
Rating Scale: 
5 = Excellent 4 = Good 3 = Satisfactory 2 = Needs Improvement 1 = Poor N/A = Not Applicable
	3 - Satisfactory. The introduction covers relevant context but is overly long and repetitive. Several paragraphs restate the same motivation (vulnerability of healthcare AI, privacy concerns) without adding new information.
	

	5. Are the research objectives/hypotheses clearly stated?
Rating Scale: 
5 = Excellent 4 = Good 3 = Satisfactory 2 = Needs Improvement 1 = Poor N/A = Not Applicable
	2 - Needs Improvement. Objective 3 ("Validate the framework via simulated attacks and user surveys for robustness and anxiety mitigation") is never fulfilled—no user surveys are conducted. This creates a disconnect between stated aims and actual methodology.
	

	6. Is the literature review relevant and up to date?
Rating Scale: 
5 = Excellent 4 = Good 3 = Satisfactory 2 = Needs Improvement 1 = Poor N/A = Not Applicable
	3 - Satisfactory. The review covers relevant recent work and includes 2024–2026 references. However, it reads more like a narrative summary than a critical synthesis; it does not clearly delineate what specific technical gap this paper fills versus what prior integrated frameworks have already achieved.
	

	7. Is the research methodology appropriate for the study?
Rating Scale: 
5 = Excellent 4 = Good 3 = Satisfactory 2 = Needs Improvement 1 = Poor N/A = Not Applicable
	2 - Needs Improvement. The methodology describes large-scale datasets (MIMIC-CXR: 377K images, CheXpert: 224K) but the actual experiment uses only 500 synthetic/sampled images across 5 clients with 3 communication rounds. This massive discrepancy is inadequately justified. The "trust score proxy" (1 − variance of privacy loss) lacks theoretical or empirical grounding as an anxiety measure.
	

	8. Were ethical issues properly addressed (if applicable)?
Rating Scale: 
5 = Excellent 4 = Good 3 = Satisfactory 2 = Needs Improvement 1 = Poor N/A = Not Applicable
	3 - Satisfactory. The study uses publicly available datasets and does not involve human subjects directly. However, the paper claims to address "anxiety" without any IRB-approved human-subjects component, which is an ethical gap given the psychological claims made.
	

	9. Are the results presented clearly? 
Rating Scale: 
5 = Excellent 4 = Good 3 = Satisfactory 2 = Needs Improvement 1 = Poor N/A = Not Applicable
	2 - Needs Improvement. Key inconsistencies undermine clarity (see detailed comments in Part 2.2). The F1-score reported as 0.412 at baseline but 0.88 under differential privacy is never reconciled. The "Improvement vs. Baseline" column in Table 3 (+25%, +27%) lacks a clear reference point.
	

	10. Are tables and figures clear, relevant, and necessary?
Rating Scale: 
5 = Excellent 4 = Good 3 = Satisfactory 2 = Needs Improvement 1 = Poor N/A = Not Applicable
	2 - Needs Improvement. Tables are present and structured, but contain inconsistencies. Figures are described textually but not evaluable in this manuscript version. Table 4 shows counterintuitive results (tighter privacy ε=0.1 yielding higher F1=0.92 than ε=1.0 at 0.88), which contradicts both the text and established DP theory.
	

	11. Does the discussion relate findings to existing literature?
Rating Scale: 
5 = Excellent 4 = Good 3 = Satisfactory 2 = Needs Improvement 1 = Poor N/A = Not Applicable
	3 - Satisfactory. The discussion references prior work and attempts comparative positioning. However, claims such as "a roughly 40 percent absolute reduction in success rate relative to unprotected baselines" are based on external numbers not demonstrated within this study's own experiments.
	

	12. Are the conclusions supported by the data?
Rating Scale: 
5 = Excellent 4 = Good 3 = Satisfactory 2 = Needs Improvement 1 = Poor N/A = Not Applicable
	2 - Needs Improvement. The conclusions overstate what the data support. Claiming the framework "addresses personal data stress anxiety" is not justified when anxiety was never measured—only a computational proxy was used. The claim of "perfect explanation consistency" (trust score = 1.0) likely reflects a methodological artifact rather than a meaningful result.
	

	13. Are the limitations of the study discussed?
Rating Scale: 
5 = Excellent 4 = Good 3 = Satisfactory 2 = Needs Improvement 1 = Poor N/A = Not Applicable
	3 - Satisfactory. The authors acknowledge small dataset size and the proxy nature of the trust score. However, they do not acknowledge the absence of user surveys despite listing them as an objective, nor the internal metric inconsistencies.
	

	14. Are the references relevant and sufficient (in number)?
Rating Scale: 
5 = Excellent 4 = Good 3 = Satisfactory 2 = Needs Improvement 1 = Poor 
N/A = Not Applicable
	4 - Good. References are relevant, recent, and sufficient in number. The inclusion of 2026 references suggests awareness of the latest literature.
	

	15. Is the manuscript written in clear and understandable language?
Rating Scale: 
5 = Excellent 4 = Good 3 = Satisfactory 2 = Needs Improvement 1 = Poor 
N/A = Not Applicable
	3 - Satisfactory. The manuscript is generally readable but contains verbose and repetitive passages, particularly in the introduction and literature review. Some formulations are awkward (e.g., "personal data stress anxiety" used throughout without formal definition).
	



[bookmark: _GoBack]PART 2.2 (Subjective Evaluation)

	
	Reviewer’s comment

	Author’s Feedback (It is mandatory that authors should write his/her feedback here)


	Is the title of the article suitable?

If your answer is NO, please provide a brief, clear suggestion for improvement.
	NO. The phrase "Personal Data Stress Anxiety" is vague and not an established term. A clearer alternative might be: "A Robust Federated Learning Framework with Adversarial Defenses, Differential Privacy, and Explainability for Medical Imaging." If the authors wish to retain the anxiety dimension, it must be properly defined, measured, and justified.
	

	Is the abstract of the article comprehensive? 

If your answer is NO, please provide a brief, clear suggestion for improvement.
	NO. The abstract should (a) clarify the actual dataset size used in experiments (500 samples, not the hundreds of thousands listed in the methodology), (b) explain or remove the inconsistent F1 figures, and (c) temper the "perfect trust score" claim with appropriate qualification.
	

	Is the manuscript scientifically correct? 

If your answer is NO, please provide a brief, clear suggestion for improvement.
	NO. Several scientific concerns require resolution: (1) Table 4 shows inverse privacy-utility behavior (ε=0.1 → F1=0.92; ε=5.0 → F1=0.75). Under standard DP-SGD, tighter privacy (lower ε) adds more noise and should reduce utility, not improve it. This result is either erroneous or requires a detailed explanation. (2) Baseline F1 is 0.412 (Table 2) but the DP experiments report F1=0.88 at ε=1.0 (Table 4). These appear to measure different things or use different evaluation protocols, but no explanation is given. (3) A "trust score proxy" of exactly 1.000 (i.e., zero variance in privacy loss across all simulations) is statistically implausible and suggests a bug, a trivial calculation, or insufficient simulation variation. (4) The robust accuracy under FGSM (ε=0.1) is reported as identical to clean accuracy (70.0%). With a non-trivial perturbation budget, some degradation is expected; identical performance warrants explanation. (5) The "Improvement vs. Baseline" column in Table 3 claims +25% and +27% improvement, but the baseline for comparison (an undefended model under attack) is never presented in the paper's own experiments. (6) Objective 3 promises validation via "user surveys," but none are conducted. This is not merely a limitation—it is a failure to execute a stated research objective.
	

	Are the references sufficient and recent? 
(YES or NO)

If your answer is NO, please provide clear suggestion for improvement.
	YES. References are adequate and include recent 2024–2026 publications.
	

	Are there ethical issues in this manuscript?
(YES or NO)

(If yes, kindly please write down the ethical issues here in details)

	Potential concern. The paper makes psychological claims about "anxiety mitigation" without any human-subjects research, IRB approval, or validated psychological instruments. While the authors use a computational proxy, the framing throughout the paper (title, abstract, conclusions) implies clinical psychological benefit that is not supported. This could mislead readers and policymakers. Additionally, the AI disclaimer states no generative AI was used; however, the writing style exhibits patterns (e.g., highly formulaic structure, certain phrasings) that warrant editorial scrutiny.
	



PART 3

	Editorial Comments (This section is reserved for the comments from journal editorial office and editors):


	
	Author’s Feedback

	The topic is relevant and the framework concept has merit. However, the internal inconsistencies in reported metrics, the disconnect between stated objectives and executed methodology (no user surveys), the scientifically questionable results (inverted privacy-utility curve, perfect trust score), and the overstatement of psychological claims collectively prevent acceptance. A substantially revised version that (a) resolves all metric inconsistencies with transparent code/logs, (b) removes or properly qualifies the anxiety claims, (c) scales experiments to at least a moderately sized subset of the cited datasets, and (d) removes the unfulfilled survey objective could be reconsidered.

The manuscript attempts an ambitious integration of multiple AI safety techniques, which is commendable in principle. However, the experimental execution is significantly below the threshold for publication. The core issues are: (1) internal metric inconsistencies that suggest either errors in the simulation code or in the reporting; (2) a 500-sample experiment presented against a methodology describing datasets of hundreds of thousands of images, creating a misleading impression; (3) psychological claims ("anxiety mitigation") backed by no human data whatsoever; and (4) a stated objective (user surveys) that was never executed. 
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