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ABSTRACT

	Aims: To analyze architectural and algorithmic approaches for optimizing Merkle tree operations in a high-performance blockchain virtual machine and to assess their role in achieving high transaction throughput.
Study design: This study was designed as a structural–functional and comparative analytical investigation. It examined how the execution model, authenticated data structures, cryptographic primitives, and storage subsystem interact to influence throughput, proof size, and state-update efficiency.
Place and Duration of Study: The study was conducted through analysis of publicly available Rust implementations and technical materials related to a high-performance blockchain virtual machine during the preparation of this research.
Methodology: Core modules of the virtual machine, transaction manager, cryptographic subsystem, and storage layer were analyzed. Binary Merkle Tree and Sparse Merkle Tree algorithms, as well as the Quick Merkle Database design, were reconstructed from implementation details. The study assessed insertion, update, and proof-generation complexity, write amplification on solid-state drives, and benchmark-based throughput under workloads dominated by simple transfers and memory-resident hot state.
Results: The findings showed that the system replaces a monolithic Merkle Patricia Trie with a hybrid model using Binary Merkle Trees for immutable data and Sparse Merkle Trees for mutable state. Sparse Merkle Tree proofs were reduced from 8192 bytes to several hundred bytes in sparse cases through bitmask compression and omission of default siblings. Additional gains were achieved through implicit default values, precomputed zero hashes, and single-leaf optimization. Deterministic parallel scheduling based on the Unspent Transaction Output model and strict access lists enabled conflict-free multi-core execution. The Quick Merkle Database reduced write amplification through in-memory merkleization and append-only logging. Under favorable workloads, the architecture sustained about 21,000 transactions per second on commodity multi-core processors.
Conclusion: Specialized Merkle structures, deterministic parallel execution, and append-only memory-indexed storage together provide an effective strategy for improving blockchain scalability while preserving verifiable state transitions.
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1. INTRODUCTION

The contemporary ecosystem of decentralized computation is experiencing a scalability crisis whose root cause lies less in network bandwidth or processor compute capacity and more in the efficiency of storage subsystems and state access (State I/O) (Fan, Niu & Liu, 2022). As blockchain networks such as Ethereum accumulate history and active state (account balance sets, smart contract storage), the volume of data required for transaction validation reaches terabyte scale.

The classical model inherited from early implementations relies on authenticated data structures (ADS), such as the Merkle Patricia Trie (MPT) (Deng, Yan & Tang, 2024). These structures guarantee cryptographic integrity, allowing light clients to verify data without downloading the whole ledger. However, as noted by researchers, MPT implementations built on generic key–value stores (e.g., LevelDB or RocksDB) suffer from random read latency (Liang et al., 2024). Reading a single value from state may require multiple disk accesses, since each tree node is stored under a separate key. At state sizes of hundreds of millions of entries, this leads to catastrophic performance degradation, rendering the system I/O-bound (limited by input–output throughput).

A high-performance blockchain VM represents an attempt at a fundamental rethinking of execution architecture. Positioned as the fastest execution layer for a modular stack, a high-performance blockchain VM forgoes opcode-level compatibility with the EVM in favor of an architecture optimized for parallelism and efficient I/O. The central element of this strategy is a unique implementation of Merkle trees and the abandonment of the global sequential state locking characteristic of account-based models.

The scientific problem is rooted in the tension between the need for strict cryptographic verification of every state transition (which requires recomputing the Merkle tree root hash) and the need for high throughput (tens of thousands of transactions per second). In traditional systems, root recomputation is a sequential operation that blocks block finalization.

Existing solutions, such as Verkle Trees (based on vector commitments) or Concurrent Merkle Trees (used in Solana), introduce different trade-offs. Verkle Trees reduce proof size but require computationally expensive elliptic-curve-based cryptography (Oberst, 2025). Concurrent Merkle Trees enable parallel writes but complicate conflict resolution logic. A high-performance blockchain VM proposes a third path: using sparse trees (SMT) with aggressive structural optimization and fast hash functions (SHA-256), coupled with a UTXO model for deterministic parallelism.

A deep analysis of this approach is required because the UTXO model's influence on ADS structure and performance in high-load environments remains insufficient (Melo et al., 2024). In particular, the question remains open as to how exactly strict Access Lists transform disk access patterns and enable circumventing Amdahl’s law constraints during block formation.
The objective of this study is to provide a comprehensive analysis of architectural and algorithmic methods for optimizing Merkle tree operations in a high-performance blockchain VM environment and to evaluate their contribution to achieving 21,000 TPS.

To achieve this objective, the following tasks are addressed:
1. To conduct a detailed examination of the specifications of a high-performance blockchain VM cryptographic primitives, identifying structural differences between the Binary Merkle Tree (BMT) and the Sparse Merkle Tree (SMT) and their analogues.
2. To investigate the interaction mechanism among the UTXO model, Access Lists, and the transaction scheduler to identify dependencies that affect parallel updates of Merkle tree branches.
3. To analyze the effectiveness of the proposed data storage solutions (including the Quick Merkle Database, QMDB) in the context of minimizing write amplification and random disk access.
4. To justify the choice of the SHA-256 hash function instead of ZK-friendly alternatives (Poseidon, Rescue) from the standpoint of balancing execution speed and the cost of generating validity proofs.
5. To evaluate inclusion proof sizes and the efficiency of bitmask compression in SMT.

2. MATERIAL AND METHODS 

The study is based on the method of structural–functional analysis of software and hardware complexes. A high-performance blockchain VM is examined as a complex system composed of interrelated components: a virtual machine, a transaction manager, a cryptographic core, and a data storage layer. The analysis is conducted at three levels of abstraction: comparison of state models (UTXO vs. account-based), data structures (trees, lists, Bloom filters), memory and disk access patterns, and utilization of processor instructions (SIMD, SHA extensions).

For comparative analysis, asymptotic complexity metrics (Big O notation) are used for insertion, update, and proof-generation operations, as well as the Write Amplification Factor (WAF) to assess SSD drive load.

As primary materials, Rust implementations of fuel-core, fuel-vm, and fuel-merkle are analyzed to verify algorithmic decisions; articles on ADS optimization are used, in particular works on the Quick Merkle Database (QMDB) and studies of SMT performance; in addition, load testing data obtained using Criterion.rs tooling and published in technical reports by Fuel Labs and the community are utilized.

For the analysis of the 21,000 TPS figure, a synthetic benchmark extrapolation methodology is applied. It is recognized that the throughput of simple transfers differs from that of complex smart contract calls. The model incorporates constraints on memory bandwidth (DRAM) and SSD latency for random reads of 4 KB blocks, a typical pattern for accessing Merkle tree leaves.


3. RESULTS

A high-performance blockchain VM architecture abandons a single monolithic tree for all data types and applies the principle of specialization. Two fundamentally distinct tree types are employed: the Binary Merkle Tree (BMT) for immutable data and the Sparse Merkle Tree (SMT) for mutable state.

BMT is used in a high-performance blockchain VM to commit data that does not require frequent point updates after creation, for example, hashing smart contract bytecode or lists of transaction identifiers within a block.

A high-performance blockchain VM employs several technical features to enhance security and improve tree performance. One key aspect is domain separation, designed to prevent second-preimage attacks. Within this protection scheme, internal nodes and leaves are hashed with distinct prefixes, preventing mutual reinterpretation. Tree leaves are hashed with an additional 0x00 byte, while internal nodes are hashed with a 0x01 byte. This distinction reliably identifies and differentiates nodes of one type from the other.

A high-performance blockchain VM also differs from the Bitcoin implementation by lacking strict tree alignment. In Bitcoin, when handling an odd number of leaves, the last element must be duplicated to preserve a balanced tree structure (Kuznetsov et al., 2024). In contrast, the BMT in a high-performance blockchain VM admits an unbalanced structure, simplifying on-the-fly tree construction. This enables efficient processing of arbitrary numbers of elements without the need for additional redistribution or data duplication, thereby reducing computational overhead during block formation.

The SMT is a critical component for storing contract storage and the global state. It is a tree of fixed height (256 levels) that spans the entire key address space of SHA-256.

A high-performance blockchain VM implements several fundamental SMT optimizations to improve performance and reduce computational cost. One key optimization is the use of implicit default values. The primary problem of sparse trees is the need to store a large number of empty nodes, which inflates data volume. A high-performance blockchain VM solves this problem radically: empty nodes are not stored physically. A node's value will be the pre-computed Zero Hash value if a node at height is the root of an empty subtree. If a leaf has zero height, the leaf's value is the empty string's hash. The hash function is SHA-256. For all other heights, the value near an empty node is encoded as 32 bytes of zero. This is in contrast to the classical implementation, where hashing an empty subtree requires recursively hashing two empty subtrees. It does not require processing zero branches, improving the system's performance.

Another vital optimization is the so-called single-leaf optimization. This optimization represents a substantial improvement of the algorithm. In a standard tree, the path to a leaf always consists of a large number of steps. In Fuel SMT, if a subtree contains only a single non-empty leaf, the hashing process is shortened. Instead of storing a long chain of multiple internal nodes, the subtree root is replaced by the leaf itself. This approach significantly accelerates access to individual keys, especially under uniform hash distribution. In the best case, access time is reduced from logarithmic to constant complexity. As a result, the volume of data required to generate a proof and the number of database reads are reduced, resulting in a substantial performance increase.

The mathematical model of the proof size for an SMT of height 256 assumes that an inclusion proof consists of an array of sibling nodes. Without optimizations, the size of such a proof would be 256 elements of 32 bytes, totaling 8 kilobytes.

However, a high-performance blockchain VM uses a bitmask-based data compression method. In this case, the proof includes a bit field called includedSiblings, which is 32 bytes (256 bits) in size. Each bit in this field indicates whether the corresponding sibling at a particular tree level must be included. If the bit at position i is 0, then the sibling at that level is a default (empty) value and is not transmitted in the proof. If the bit is 1, the sibling at that level is present in the sibling array.

The proof size is computed as the sum of 32 bytes for the bitmask and the number of non-empty nodes on the path to the root, each multiplied by 32 bytes. The number of non-empty nodes is denoted by N(non-empty). In a highly sparse tree, where the number of non-empty nodes is significantly less than 256, proofs can be compressed to several hundred bytes, substantially reducing their size. Table 1 provides a comparative characterization with the Merkle Patricia Trie (Ethereum). 


Table 1.	Comparison with Merkle Patricia Trie (Ethereum)
	Parameter
	Ethereum MPT
	High-performance blockchain VM Sparse Merkle Tree (SMT)

	Impact on Performance
	High
	Lower

	Tree Basis
	Radix-16 (Hexary)
	Binary (Radix-2)

	Binary tree is simpler for ZK arithmetic and hardware implementation.
	Yes
	No

	Storage Structure
	Complex: Extension, Branch, Leaf nodes
	Simple: Leaf, Empty

	SMT reduces overhead for parsing complex node types.
	No
	Yes

	Height
	Variable (~4-8 levels physically, up to 64 logically)
	Fixed logical (256), optimized physical

	Fixed height simplifies proof size prediction.
	No
	Yes

	Hash Function
	Keccak-256 (SHA-3)
	SHA-2-256

	SHA-256 has hardware support (Intel SHA-NI), accelerating computation by 5-10 times compared to software-based Keccak.
	No
	Yes

	Write Amplification
	Extremely high (changing a leaf requires rewriting all path nodes)
	Optimized (thanks to batched writes and QMDB structure)

	Reduces SSD load, eliminates I/O stall.
	No
	Yes




The principal performance barrier in Ethereum-type blockchains is the sequential execution of transactions (Das et al., 2025). A high-performance blockchain VM overcomes this barrier by integrating the UTXO (Unspent Transaction Output) model with a strict Access List mechanism.

In the account model, global state is mutable. Any transaction can, in principle, modify any memory slot (for example, via DELEGATECALL), which makes static dependency analysis impossible without prior execution (Taherdoost, 2023). In a high-performance blockchain VM, each transaction must include the list of inputs it consumes. This requirement constructs a deterministic dependency graph before execution begins.

The parallel scheduling algorithm in a high-performance blockchain VM comprises several stages, as illustrated in Figure 1. Initially, the node collects a batch of transactions from the mempool, meaning that the system selects transactions awaiting processing.

Then, a conflict graph is constructed by analyzing the input fields of each transaction. Suppose two transactions, for example, transactions TX(A) and TX(B), consume different UTXOs (do not spend identical outputs) and do not reference the same mutable contracts. In that case, these transactions are marked as independent. This enables the system to detect the absence of conflicts between such transactions and to conclude that they can be executed in parallel.

Finally, independent transactions are distributed across CPU cores or worker threads. Thus, transaction execution proceeds in parallel, significantly increasing throughput and reducing transaction processing time.
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Fig. 1. A High-Performance Blockchain VM Parallel Scheduling Algorithm

This directly impacts operations on Merkle trees. Instead of locking the entire state tree for each update (Global Lock), threads can compute new hashes for independent subtrees (twigs) in parallel. Final aggregation (stitching the root) occurs only once at the end of the block, amortizing the cost of recomputation.

In the UTXO model, state is the set of unspent outputs. Once an output is spent, it is removed from the active set (the set is destroyed). This creates a natural garbage collection mechanism. Unlike Ethereum, where obsolete contract storage slots can persist indefinitely (Zhou, Milani Fard & Makanju, 2022), inflating the MPT, spent UTXOs are excluded from the SMT in a high-performance blockchain VM. This maintains tree compactness and prevents uncontrolled state bloat, preserving high access speed to leaves.

To support throughput of 21,000+ TPS, standard databases such as RocksDB (LSM-tree) become a bottleneck due to high write amplification and random access. To address this, a specialized solution, the Quick Merkle Database (QMDB), was developed (Zhang et al., 2025).

This solution implements the concept of in-memory merkleization. Traditional approaches store the tree structure (internal nodes) on disk (Mardiansyah, Muis & Sari, 2023). QMDB maintains the tree in main memory using a highly efficient compressed structure called twigs.

Twigs are fixed subtrees that group updates. Due to this grouping and the absence of any need to store intermediate node hashes on disk, QMDB achieves a memory footprint of only ~2.3 bytes per entry. This enables keeping the tree structure for billions of entries (exceeding the current Ethereum state by a factor of 10) entirely in RAM (several tens of gigabytes), eliminating disk reads during tree navigation (Zhang et al., 2025).

Instead of modifying data in place or using LSM (Log-Structured Merge Tree) levels, QMDB employs an append-only log. This approach significantly reduces system impact and improves performance.

One advantage of this method is the reduction in the Write Amplification Factor (WAF). All updates are written sequentially, which aligns ideally with SSD physics by minimizing device wear and write-related latency. As a result, write operations become more efficient, and their impact on the disk is minimized.

In terms of I/O complexity, the state update complexity in QMDB is reduced from the logarithmic complexity inherent to RocksDB to constant complexity in amortized time. This means that state updates in QMDB are executed faster and with lower overhead. For reads, a single SSD access is sufficient to retrieve a leaf value, since the index resides in memory, thereby significantly accelerating the process.

Benchmarks show that, relative to RocksDB, QMDB provides a substantial performance improvement. It increases throughput by a factor of 6 compared to RocksDB and reduces Merkle proof generation latency by more than 100× (Zhang et al., 2025). QMDB can sustain up to 1 million token transfers per second in isolated tests, confirming its high efficiency for large-scale data workloads.

4. DISUCSSION

The choice of a hash function is an essential architectural decision that directly affects system performance. In a high-performance blockchain VM, the SHA-2-256 hash function is used for all Merkle tree operations. This decision is driven by the need to ensure both security and operational efficiency.

In the context of a high-performance blockchain, the primary metric is the time required to verify a transaction on a validator’s processor node. Modern processors, such as AMD Zen 3/4, Intel Core 12th generation and later, and Apple M-series chips, are equipped with hardware instructions for SHA-256, known as SHA extensions. These hardware capabilities enable high per-core hashing throughput, significantly accelerating verification and transaction processing in the blockchain.

The use of SHA-256 creates a barrier to integration with Zero-Knowledge Proof (ZK-Rollup) systems. Representing SHA-256 in arithmetic circuits (R1CS, Plonkish) is highly inefficient due to the abundance of bit-level operations (XOR, ROT), which require thousands of constraints per hash.

A high-performance blockchain VM is primarily positioned as an Optimistic Rollup. In this model, fraud proofs execute on a CPU (or in a MIPS environment, as in Cannon), where SHA-256 is efficient. Suppose ZK validation becomes necessary in the future. In that case, Fuel will likely rely on specialized ZK coprocessors or a RISC Zero approach that allows proving the execution of arbitrary Rust code (including SHA-256) without changing the protocol's cryptographic assumptions, albeit at a higher cost than a native ZK function.

The throughput of 21,000 TPS on a Ryzen 5950X processor is the result of the synergy among all the previously described system components. This metric demonstrates the system's high efficiency, driven by various optimizations, including the selection of the hash function and the data architecture.

The decomposition of this result includes several factors. First, the workload of the benchmark consisted of simple transfers, which involve only signature verification and balance (UTXO) updates. This is a low-complexity operation that enables the system to achieve high performance on relatively simple computations.

Second, parallelism is exploited to the fullest extent. The 16 cores of the Ryzen 5950X operate at maximal efficiency thanks to the absence of conflicts in the benchmark dataset. Theoretical scaling limits are close to linear, meaning that overall transaction throughput is proportional to the number of processor cores multiplied by system efficiency.

Regarding I/O, the test was conducted under conditions where the hot state fit entirely in RAM. This was made possible by using a data structure analogous to QMDB or its mock implementations, which eliminates the delays associated with disk reads and writes. In a real network with terabyte-scale state, throughput will be lower. Still, the SMT architecture, combined with QMDB, ensures that performance degradation will not be logarithmic, unlike Ethereum, where state growth leads to substantial scalability limitations.

A comparative analysis with analogues is instructive. Solana uses Concurrent Merkle Trees to achieve parallelism. Solana employs a change log that allows validators to race ahead of root computation by applying changes optimistically. This requires complex synchronization logic (Anza).

A high-performance blockchain VM achieves parallelism deterministically through UTXO. Threads update independent parts of the tree without complex concurrent management, since memory regions are separated at the protocol level. This makes the system more robust and predictable.

Verkle Trees use vector commitments to produce ultra-compact proofs (hundreds of bytes) irrespective of tree width. The proposed SMT uses bitmasks. Proofs are larger than those of Verkle Trees but significantly cheaper to generate (SHA-256 vs. elliptic-curve pairings). The proposed model effectively assumes that network bandwidth grows faster than CPU capacity for complex cryptography. Therefore, heavy proofs that are fast to generate are preferable to light proofs that are expensive to compute. A comparison of blockchain protocols, Solana, a high-performance blockchain VM, and Verkle Trees is shown in Table 2.

Table 2.	Comparison of Blockchain Protocols: Solana, a high-performance blockchain VM, and Verkle Trees

	Parameter
	Solana
	A high-performance blockchain VM
	Verkle Trees

	Tree Type
	Concurrent Merkle Trees
	UTXO (Unspent Transaction Output)
	Verkle Trees

	Parallelism Method
	Parallelism through Merkle trees
	Deterministic parallelism through independent threads
	Ultra-compact proofs with Vector Commitments

	Computation Optimization
	Change log for optimistically applying changes
	Updating independent parts of the tree without complex concurrent management
	Fast proof generation regardless of tree width

	Synchronization Complexity
	Complex synchronization logic (Anza)
	Simple memory area separation at the protocol level
	Proof complexity (SHA-256)

	Data Handling Mechanism
	Validators race ahead in computing the root
	Stability and predictability
	Use of bit masks in the proposed SMT




4. CONCLUSION

The analysis conducted shows that a high-performance blockchain VM architecture constitutes an integrated solution to the scalability problem at the execution layer. Several key approaches underpin this architecture's success.

First, the hybridization of data structures. The use of specialized Merkle trees, Binary Merkle Trees (BMT) for code and Sparse Merkle Trees (SMT) for state, enables data storage to be optimized according to distinct access patterns. This approach allows for efficient management of both code and state, thereby improving overall system performance.

Second, the abandonment of legacy storage solutions. Migration to QMDB with in-memory merkleization and append-only logs eliminates one of the principal bottlenecks of modern blockchains, I/O latency. This substantially increases transaction processing speed and improves overall system efficiency.

Finally, the synergy of the UTXO and SMT models. The UTXO model not only promotes execution parallelism but also prevents Merkle tree performance degradation through natural state cleanup. This process, known as state pruning, enables efficient state management without overloading the Merkle tree, thereby sustaining high performance even as network scale increases.

The results of the study are highly relevant to developers of L2 solutions and high-load dApps. They demonstrate that achieving tens of thousands of TPS is possible on commodity hardware, provided that appropriate architectural abstractions are selected. In the future, as requirements for ZK verifiability intensify, a high-performance blockchain VM may need to adapt its hashing layer; however, the current emphasis on CPU and I/O performance confers a significant competitive advantage in the high-performance computing (HPC) niche on the blockchain.
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