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Abstract
This study examines how autonomous artificial intelligence agents inherit and exercise digital permissions within enterprise and cloud computing environments and evaluates the security implications of applying traditional access control frameworks to agent-driven systems. A quantitative analytical design was employed using three publicly available datasets: the Google Cloud Identity and Access Management policy dataset, the MITRE ATT&CK Enterprise dataset, and the AWS IAM Access Advisor dataset. Network centrality analysis, K-means clustering, and permission utilization ratio modeling were applied to examine permission inheritance structures, identify dominant cybersecurity risks, and assess the efficiency of RBAC and ABAC authorization models. The analysis indicates that autonomous agents possess substantially higher average permissions (63.7) than human users (11.8), while agent identities exhibit the highest network centrality (0.66). Additionally, credential propagation attacks produced the highest impact with an average data exposure of 68 GB. The findings support the need for agent-specific identity governance, dynamic permission scoping, and enhanced credential monitoring mechanisms.
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1.	Introduction 
Autonomous artificial intelligence systems are increasingly being integrated into digital infrastructures where they perform tasks, interact with software services, and access organizational resources on behalf of human users (Chowa et al., 2026; South et al., 2025). To operate effectively in enterprise and cloud environments, these systems are frequently granted access privileges via identity tokens, application programming interfaces, and delegated credentials derived from human accounts or service identities (Bhattacharya et al., 2024; Senarath & Dissanayaka, 2025; Singh & Chaudhary, 2023). While such arrangements enable significant gains in automation and operational efficiency, they may also introduce complex security challenges when autonomous agents inherit permissions that were originally designed for direct human control (Betser et al., 2026; Cybersierra, 2025; Narajala & Narayan, 2025). Because these agents can interpret instructions, generate sequences of actions, and interact with multiple digital systems independently, inherited permissions may be exercised in ways that extend beyond the expectations of system designers and administrators. 
Concerns about these emerging risks became particularly visible in early 2026, when the Moltbook security incident highlighted vulnerabilities in agent-driven digital ecosystems (Nagli, 2026). Moltbook was developed as a social networking environment in which autonomous AI agents could interact with one another by posting messages, participating in discussions, and exchanging information without direct human intervention (Jiang et al., 2026). Within a short period, the platform hosted thousands of agents connected to external tools, online services, and digital resources. However, researchers at the cybersecurity firm Wiz discovered a critical misconfiguration in the platform’s cloud infrastructure that enabled them to access the platform's backend database within less than three minutes (Nagli, 2026). The breach exposed more than thirty-five thousand user email addresses, thousands of private communications exchanged between AI agents, and approximately 1.5 million authentication tokens used by the agents to access external services (Ming, 2026). Because many of these tokens were linked to agents capable of interacting with files, accounts, and digital platforms on behalf of their users, the incident demonstrated how compromised autonomous agents could potentially serve as gateways to sensitive digital systems. The Moltbook case therefore illustrates the broader challenge of understanding how autonomous artificial intelligence agents inherit and exercise digital permissions within interconnected infrastructures, and highlights the need to critically evaluate the security implications of applying traditional access control mechanisms to agent-driven systems.
AI agents are increasingly functioning as operational actors within enterprise systems rather than passive analytical tools. Organizations across sectors such as finance, healthcare, and technology are adopting these systems to automate workflows, manage information flows, and coordinate digital services across complex infrastructures (Karim et al., 2025; Vance et al., 2026). Recent research indicates that autonomous AI agents are now being integrated into enterprise platforms for tasks such as software development assistance, customer service automation, and data retrieval from large-scale digital repositories (Khanda, 2024; Rasheed et al., 2025; Yuksel & Sawaf, 2024; Zhao et al., 2025).
The expansion of agentic artificial intelligence has been closely linked to the rapid development of cloud computing and digitally interconnected enterprise environments. Organizations rely on complex technological ecosystems that integrate cloud storage platforms, enterprise applications, collaborative tools, and application programming interfaces, enabling services to interact seamlessly (Sigala, 2025). In such environments, AI agents are frequently granted permissions to retrieve information, execute commands, or interact with digital services on behalf of users. These permissions are typically assigned through identity and access management systems that rely on authentication tokens and credentials derived from user accounts or enterprise service identities. Although this arrangement enables efficient automation, it also introduces a condition in which autonomous systems operate using permissions originally designed for human decision-making (South et al., 2025). Scholars have increasingly noted that traditional access control mechanisms, such as role-based access control and identity-based authorization models, may struggle to regulate systems that can generate actions autonomously and interact with multiple digital resources simultaneously (Li et al., 2025; Manoharan, 2025).
Emerging research further suggests that the growing presence of autonomous AI agents within digital infrastructures has expanded the cybersecurity threat landscape (Narajala & Narayan, 2025; Xu et al., 2025). Studies examining vulnerabilities in agent-based artificial intelligence systems have identified several categories of risks associated with the interaction between autonomous reasoning systems and inherited system permissions (Bandara et al., 2025; Ferrag et al., 2025). These risks include prompt injection attacks, unauthorized use of tools, and privilege escalation via compromised authentication tokens. Prompt injection attacks occur when adversarial instructions embedded in external inputs manipulate AI agents into performing unintended actions or disclosing sensitive information. When such attacks occur in environments where AI agents have access to enterprise tools or data repositories, the resulting actions may lead to unauthorized data exposure or unintended system operations (Liu et al., 2026). Security analyses of large language model agents indicate that these vulnerabilities can combine with conventional cybersecurity exploits to create hybrid attack scenarios that bypass traditional defensive mechanisms (Lupinacci et al., 2025; McHugh et al., 2025).
The autonomy and decision-making capabilities of agentic artificial intelligence systems further amplify the potential impact of these vulnerabilities. Autonomous agents can coordinate multiple digital tools, communicate with other agents, and execute multi-step workflows without continuous human oversight (Li et al., 2024; Piccialli et al., 2025). In cloud-based infrastructures where services are interconnected, such systems may retrieve information from several platforms, process data, and initiate digital transactions across multiple systems (Bairi et al., 2023; Kulkarni et al., 2026). When these activities are performed using permissions inherited from human identities or enterprise service accounts, the resulting actions may extend beyond the original intent of the user who authorized the system. Studies examining the security of autonomous AI systems in industrial and cyber-physical environments indicate that vulnerabilities such as model manipulation, data poisoning, and unauthorized access can emerge when intelligent agents operate with limited supervision (Shrestha et al., 2025; Wang et al., 2023). These findings suggest that the combination of autonomous reasoning and inherited permissions may create a new category of cybersecurity challenges that existing governance frameworks are not fully equipped to address.
Despite increasing awareness of these risks, the conceptual foundations of access governance for autonomous artificial intelligence systems remain relatively underdeveloped. Traditional identity and access management frameworks were originally designed to regulate the activities of human users or static machine identities whose operations are predictable and governed by predefined instructions (Hu et al., 2014; Rose et al., 2020). These models generally assume that authorized actors will execute actions that directly correspond to explicit human intent. However, agentic artificial intelligence systems can interpret objectives, generate intermediate decisions, and interact with multiple digital services while executing tasks. When such systems inherit permissions derived from human users or enterprise service accounts, it becomes difficult to determine the appropriate boundaries of authority, accountability, and responsibility within the system. Consequently, organizations may encounter situations in which access control policies permit actions that were never explicitly intended by the original user. This situation raises critical questions regarding how digital permissions should be managed and governed in environments where autonomous agents operate alongside human actors.
Addressing these challenges has become increasingly important as organizations continue to integrate artificial intelligence into critical digital infrastructure supporting financial transactions, healthcare services, and cloud-based enterprise operations. A deeper understanding of how autonomous artificial intelligence agents inherit and exercise digital permissions is necessary to ensure that the benefits of AI-driven automation do not inadvertently introduce systemic vulnerabilities within modern computing environments. In response to these concerns, this study examines how autonomous artificial intelligence agents inherit and exercise digital permissions within cloud-based and enterprise environments, and critically evaluates the security risks that emerge when traditional access control mechanisms are applied to agent-driven systems, with a view to informing improved governance of permission delegation in autonomous computing environments.
To achieve this aim, the study aims to pursue the following objectives.
1. To examine how agentic artificial intelligence systems inherit and utilize user or system permissions when executing tasks across interconnected digital platforms.

2. To identify and categorize the security risks that emerge when autonomous artificial intelligence agents operate using inherited permissions within enterprise and cloud infrastructures.

3. To evaluate the limitations of existing access control frameworks, including role-based access control and attribute-based access control, when applied to agent-driven digital operations.

4. To propose an improved access governance framework designed to regulate permission delegation and execution in autonomous artificial intelligence systems.


[bookmark: _heading=h.d3f6soyjkpiu]2.	Literature Review  
Recent advances in artificial intelligence have led to the emergence of agentic AI systems that operate as autonomous entities capable of pursuing goals through interaction with digital environments. Unlike traditional machine learning models that generate predictions or classifications, agentic systems are designed to perceive information, reason about tasks, plan actions, and execute operations using external tools and software services. According to Wang et al. (2024), large language model-based agents integrate components such as memory, planning, and action modules, enabling them to operate in feedback-driven loops in which information retrieved from the environment influences subsequent decision-making. Similarly, Abou Ali et al. (2025) describe agentic AI as an architectural paradigm in which intelligent agents demonstrate autonomy and proactivity as they interact with application programming interfaces and digital resources to complete complex tasks. However, despite these conceptual advances, the literature indicates that the boundaries between conventional automation systems and genuinely autonomous agents remain contested.
Several scholars emphasize that autonomy is the defining feature that distinguishes agentic artificial intelligence from earlier AI architectures. According to Brohi et al. (2025), agentic AI systems can independently decompose complex objectives into smaller tasks and coordinate their execution through interactions with tools or other agents. This capacity for task decomposition and planning enables agents to perform multi-step workflows that go beyond simple prompt-response generation. In agreement, Wang et al. (2024) argue that modern AI agents operate as cognitive controllers that coordinate reasoning processes and environmental actions rather than functioning merely as information retrieval systems. However, a critical limitation highlighted in the literature is that many implementations labelled as “agentic” rely on loosely structured orchestration frameworks that combine language models with external tools, lacking clear governance mechanisms. This observation suggests that the conceptualization of agentic AI often prioritizes functional capability over system accountability.
Another important dimension of agentic AI concerns the development of multi-agent architectures in which multiple autonomous agents collaborate to achieve shared goals. According to Händler (2023), multi-agent systems powered by large language models allow specialized agents to coordinate actions by distributing tasks across a network of interacting entities. Similarly, Jimenez Romero et al. (2025) demonstrate that large language models embedded in multi-agent simulations enable agents to interact with one another via communication protocols that facilitate collaborative problem-solving. However, despite the operational advantages of such architectures, researchers note that interactions among multiple autonomous agents can produce emergent behaviors that are difficult to predict or control. Lu et al. (2023) contend that while agent-based architectures improve system flexibility and adaptability, they also introduce governance challenges related to accountability and oversight when agents operate across distributed digital environments.
Furthermore, the growing deployment of agentic AI within cloud-based infrastructures has expanded the operational scope of autonomous systems. According to Yao et al. (2025), AI agents are increasingly integrated into computational platforms that enable them to access external data sources, digital tools, and enterprise services to perform tasks autonomously. In contrast to traditional software applications that operate within fixed programmatic boundaries, these agents operate in dynamic environments, where decisions and actions are influenced by continuously evolving contextual information. Nevertheless, scholars emphasize that while the literature extensively documents the architectural design and operational capabilities of agentic AI systems, less attention has been devoted to how these autonomous systems interact with identity management and access governance structures.
[bookmark: _heading=h.a2g7xw3cszp1]Identity, Authentication, and Access Control in Cloud-Based Systems 
Identity and access management frameworks form the foundation of security governance in cloud-based computing environments, where multiple users, applications, and services interact across distributed infrastructures (Abba et al., 2025; Ogunmolu et al., 2026a). These frameworks regulate authentication and authorization processes that determine which entities are permitted to access specific digital resources. According to Wang et al. (2025), access control mechanisms remain essential for protecting data accessibility while enabling resource sharing across organizational networks and cloud platforms. However, the expansion of cloud computing has exposed structural limitations in traditional access control models that were originally designed for centralized systems. As organizations migrate critical workloads to distributed infrastructures, the complexity of identity management has increased substantially, creating new challenges in regulating access across heterogeneous environments. 
One of the most widely implemented authorization models in enterprise security is Role-Based Access Control, which assigns permissions according to predefined organizational roles. According to Gunjal and Sonawane (2023), RBAC simplifies privilege management by grouping permissions under functional roles rather than assigning them individually to each user, thereby improving administrative efficiency within large-scale systems. This model has been widely adopted in cloud infrastructures because it enables organizations to enforce the principle of least privilege through structured role hierarchies. However, several studies highlight significant limitations associated with RBAC in highly dynamic computing environments. Because RBAC policies depend on relatively stable role definitions, they struggle to accommodate rapidly changing contexts such as dynamic service interactions, distributed workloads, and automated processes. This rigidity often results in role proliferation, where organizations create numerous overlapping roles to accommodate operational requirements, thereby increasing policy complexity and administrative overhead. 
In response to these limitations, Attribute-Based Access Control has been proposed as a more flexible authorization framework capable of supporting dynamic computing environments. Unlike RBAC, ABAC evaluates access requests using attributes associated with users, resources, and contextual conditions. Rajasekharan (2024) explains that this approach enables fine-grained access decisions by incorporating variables such as device characteristics, location, and system state into authorization policies. As a result, ABAC is widely regarded as a suitable model for cloud-native architectures, where users and services interact across multiple platforms. Nevertheless, despite its flexibility, researchers emphasize that ABAC policies can become highly complex to implement and maintain in large-scale systems. The extensive number of attributes and policy rules required to govern distributed environments may increase the risk of misconfiguration, thereby undermining the effectiveness of access control enforcement. 
More recently, Zero Trust architectures have emerged as a prominent security paradigm designed to address the limitations of traditional perimeter-based security models. Zero Trust frameworks operate on the principle that no entity within a network should be automatically trusted and therefore require continuous verification of identity and device integrity before granting access to resources. Studies examining Zero Trust deployments indicate that the model improves security by implementing mechanisms such as continuous authentication, micro segmentation, and risk-based access evaluation. Nevertheless, researchers also note that many Zero Trust implementations rely heavily on static identity policies and centralized decision points that may introduce new operational challenges. Mao et al. (2025) demonstrate that even advanced Zero Trust models require additional mechanisms, such as dynamic trust evaluation, to respond effectively to emerging threats in cloud infrastructure. Consequently, although contemporary access control frameworks have evolved significantly to address the complexities of distributed computing environments, ongoing research continues to explore how these models can adapt to increasingly dynamic and autonomous digital ecosystems (Juremi et al., 2025).
[bookmark: _heading=h.gj3ihy8g3xys]Permission Delegation and Inheritance in Digital Systems 
Permission delegation constitutes a core mechanism through which modern digital systems enable applications and services to act on behalf of users. In distributed computing environments, delegation frameworks allow a resource owner to grant a third party limited authority to access specific resources without exposing their primary credentials. According to Singh and Chaudhary (2023), authorization frameworks such as OAuth 2.0 were specifically designed to support this model by enabling client applications to request controlled access to protected resources through standardized authorization grants. In this architecture, the authorization server issues access tokens that represent the permissions granted by the resource owner, allowing client applications to interact with resource servers within predefined scope boundaries. This approach significantly improves security compared to direct credential sharing. However, despite these advantages, researchers emphasize that delegated authorization introduces additional layers of complexity that must be carefully managed to prevent misuse or privilege escalation. 
In contemporary cloud ecosystems, delegated access is commonly implemented through token-based authorization mechanisms that allow applications to inherit specific privileges from users. OAuth access tokens, for example, function as digital credentials that specify the scope of actions a client application may perform within a system. According to the Cloud Security Alliance (2024), these tokens enable applications to interact with protected resources without requiring users to disclose their passwords directly. Nevertheless, the same delegation mechanism can also introduce security risks when tokens are mismanaged or permissions are overly broad. A compromised token may allow attackers to access enterprise resources with the same privileges originally granted to a legitimate application, thereby increasing the potential impact of security breaches. 
Scholars have therefore emphasized the importance of designing delegated authorization systems that enforce the principle of least privilege. This principle requires that applications and services operate with only the minimal permissions necessary to perform their intended functions (Adebiyi et al., 2026; Ogunmolu et al., 2026b). When implemented correctly, scoped authorization policies restrict access tokens to specific actions or datasets, thereby limiting the potential damage that could result from credential compromise. However, despite these safeguards, several studies highlight persistent limitations in existing delegation frameworks. Snyman et al. (2025) observe that the practical implementation of OAuth-based delegation often results in coarse-grained permission scopes that fail to reflect the fine-grained actions performed by modern applications. Consequently, applications may receive broader permissions than strictly necessary, increasing the risk that delegated authority could be exploited in unintended ways. 
Recent research has also highlighted the growing complexity of delegated authorization in environments where automated services interact with multiple platforms simultaneously. Gupta (2025) explains that federated identity management architectures enable services to authenticate and access resources across multi-cloud infrastructures using token translation and identity federation mechanisms. While such architectures improve interoperability between distributed systems, they also create complex chains of delegated authority in which permissions propagate across multiple services. Similarly, Kim et al. (2024) demonstrate that emerging decentralized identity systems attempt to strengthen delegation security through cryptographic verification mechanisms that allow users to control how authority is transferred between entities. Despite these advances, scholars continue to note that existing delegation models were primarily designed for deterministic software clients rather than autonomous systems capable of dynamically initiating large volumes of interactions (Mayeke, 2025; Odeyinka et al., 2026). This limitation has prompted recent proposals for enhanced delegation frameworks that incorporate explicit accountability and traceability when permissions are transferred to intelligent agents operating within digital ecosystems. 
Another emerging strand of research focuses on adapting existing delegation mechanisms to accommodate the operational characteristics of autonomous artificial intelligence systems. South et al. (2025) argue that traditional authorization frameworks must evolve to support authenticated delegation models that explicitly define which human users authorize specific AI agents and what actions those agents are permitted to perform. Their framework extends established identity management protocols by incorporating agent-specific credentials and audit trails that preserve accountability across delegated workflows. Goswami (2025) proposes a token-based delegation mechanism that binds agent actions to verifiable user intent and workflow context, thereby preventing unauthorized expansion of agent privileges during automated operations. These proposals highlight an important shift in the literature toward developing authorization models that explicitly account for the delegation of digital authority to autonomous systems operating within complex computing environments.  
[bookmark: _heading=h.f99y9p58abtj]Security Vulnerabilities in Autonomous AI Agent Systems 
The growing deployment of autonomous artificial intelligence agents has been accompanied by increasing scholarly attention to the security risks associated with these systems. Unlike traditional software applications that execute deterministic instructions, AI agents operate through reasoning processes that combine natural language interpretation, environmental interaction, and tool invocation (Obioha-Val et al., 2025; Obrik-Uloho et al., 2026). According to Deng et al. (2024), these capabilities introduce several new threat surfaces, including unpredictable multi-step task execution, interaction with untrusted external environments, and complex internal decision processes that are difficult to monitor or control. This operational complexity differentiates AI agent vulnerabilities from conventional software security flaws because attacks can exploit the model's reasoning process rather than only the underlying system infrastructure.
One of the most widely documented vulnerabilities in AI agent systems is prompt injection, a form of adversarial manipulation in which malicious instructions embedded in input data cause an agent to perform unintended actions. Mathew (2025) explains that prompt injection exploits the fundamental architecture of large language models, which treat all input text as potential instructions without distinguishing between trusted commands and untrusted content. Consequently, attackers can embed hidden directives in external documents, emails, or database entries to influence the agent's behavior when those inputs are processed. Empirical studies demonstrate that such attacks can lead to the disclosure of sensitive data, policy violations, or the manipulation of system outputs. However, despite ongoing research on defensive mechanisms, scholars emphasize that prompt injection remains difficult to fully mitigate due to the probabilistic reasoning nature of language models.
Another emerging vulnerability category involves tool misuse within agent architectures that enable large language models to interact with external software tools and digital services. The study by Fu et al. (2024) on agent tool misuse attacks shows that adversarial prompts can manipulate agents to invoke tools in unintended ways, potentially leading to the leakage of confidential data or unauthorized system operations. In environments where AI agents possess access to databases, file systems, or application programming interfaces, manipulated tool execution can enable attackers to extract sensitive information or modify system configurations. A critical limitation identified in this research is that existing safeguards often focus on filtering malicious text inputs while overlooking how tool execution privileges may amplify the impact of compromised instructions.
Security risks become even more pronounced in multi-agent environments, where autonomous agents communicate to complete tasks collaboratively. Recent experimental research demonstrates that malicious prompts can propagate across interconnected agents via a mechanism known as prompt infection, allowing adversarial instructions to spread among agents in a manner analogous to computer viruses (Lee & Tiwari, 2024). In such scenarios, compromised instructions introduced into one agent may influence the actions of multiple downstream agents within the system. Similarly, experimental evaluations of autonomous AI agents show that attackers can exploit inter-agent trust relationships to achieve system-level compromise, including scenarios where agents are manipulated into installing malicious software or executing unauthorized commands (Lupinacci et al., 2025). These findings illustrate how agent-based architectures expand the attack surface beyond individual models to include the broader ecosystem of interacting agents and tools.
Furthermore, integrating AI agents into enterprise workflows introduces additional security challenges arising from the interaction between autonomous reasoning systems and operational infrastructure. Studies examining AI-assisted DevOps environments show that malicious instructions embedded in routine inputs, such as commit messages or configuration files, can trigger agents to create privileged infrastructure resources or execute harmful commands using valid system credentials (Olaniyi et al., 2026a; Olisa et al., 2026). Such cases demonstrate that the risks associated with AI agents extend beyond information manipulation to include direct operational impacts on enterprise systems. Consequently, the literature increasingly emphasizes that securing AI agent ecosystems requires not only improving model robustness but also rethinking how system permissions and operational authority are managed within autonomous computing environments.
[bookmark: _heading=h.gfw3u7jmv5mz]Limitations of Traditional Access Control Models in Autonomous Agent Environments 
Traditional access control frameworks have long served as the primary mechanism for regulating how users and systems interact with digital resources. Models such as Role-Based Access Control and Attribute-Based Access Control were developed to address authorization challenges in conventional computing environments where actors and operational contexts remain relatively stable. However, recent research suggests that these models face significant limitations when applied to dynamic and highly distributed digital ecosystems. According to Aliyu et al. (2024), traditional access control systems are typically configured using static rules that define permissions based on predefined roles or attributes, which limits their ability to respond to rapidly evolving security threats and complex behavioral patterns in modern infrastructures. 
A central limitation of conventional access control models lies in their reliance on fixed authorization policies. Role-Based Access Control, for instance, grants permissions based on predefined organizational roles, assuming that actors operate within stable institutional structures. Although this approach simplifies administrative management, it often fails to capture the contextual complexity of modern digital environments. Studies examining evolving access control paradigms show that static role assignments often lead to over-permissioning and role proliferation, increasing the risk of unauthorized access or policy misconfiguration (Mayeke et al., 2024).  In contrast, contemporary computing environments increasingly involve dynamic interactions among applications, services, and automated processes, thereby challenging the assumptions embedded in traditional authorization frameworks (Olaniyi et al., 2026).
Attribute-Based Access Control was introduced as a more flexible alternative that can incorporate contextual information such as user characteristics, device attributes, or environmental conditions. While this approach improves policy granularity, it introduces its own set of challenges. Research on ABAC policy generation indicates that defining and maintaining large numbers of attributes and rules can become computationally complex and difficult to manage in large-scale systems (Shan et al., 2024).  Consequently, organizations often struggle to maintain consistent authorization policies across distributed infrastructures, leading to configuration errors that weaken security enforcement. This suggests that while ABAC enhances flexibility, it may also increase administrative complexity in rapidly evolving technological environments.
The limitations of traditional access control models become even more pronounced in systems involving autonomous artificial intelligence agents. Recent studies examining agent-based architectures argue that identity and access management protocols originally designed for human users or static service accounts do not adequately capture the dynamic, interdependent behavior of autonomous agents. Huang et al. (2025) demonstrate that conventional identity protocols such as OAuth and OpenID Connect rely on coarse-grained authorization mechanisms that are ill-suited for managing the dynamic interactions and evolving task structures of agent-based systems.  Similarly, Li et al. (2025) contend that static rule-based authorization systems are unable to effectively regulate the complex information flows generated by large language model agents operating within interconnected digital environments. 
Furthermore, emerging research on autonomous agent governance emphasizes that access control decisions in agentic environments must account for contextual factors, including task intent, system risk, and behavioral uncertainty. Fleming et al. (2025) propose risk adaptive authorization models capable of dynamically evaluating access requests based on contextual risk assessments rather than static policy rules.  Despite these emerging proposals, many existing frameworks remain conceptual and have not yet been fully integrated into enterprise security architectures. Consequently, the literature increasingly recognizes that conventional access control paradigms require significant adaptation to effectively regulate the behavior of autonomous agents operating within complex cloud-based ecosystems.
3.	Methodology
This study adopts a quantitative analytical research design to examine permission inheritance, the emergence of security risks, and the limitations of traditional access control models in environments where autonomous artificial intelligence agents interact with enterprise cloud infrastructure. Quantitative approaches are widely used in cybersecurity and cloud governance research to evaluate structural relationships within identity and access management systems and to identify patterns of security vulnerability using empirical operational data.
This study utilized three publicly available cybersecurity datasets to capture complementary aspects of identity governance, permission delegation, and attack patterns within cloud computing environments. The first dataset was the Google Cloud Identity and Access Management (IAM) policy dataset, which provides structured information on permission assignments, role hierarchies, and identity relationships across enterprise cloud services. This dataset was used to examine the structure of delegated permission networks and to identify how identities interact within authorization systems. The second dataset was derived from the MITRE ATT&CK Enterprise knowledge base, which documents known adversarial techniques and tactics observed in real-world cyber incidents. This dataset was used to identify attack patterns associated with credential misuse, privilege escalation, and unauthorized access within distributed computing environments. The third dataset consisted of AWS IAM Access Advisor records, which contain historical logs indicating which permissions assigned to identities were actually exercised during operational activities. These datasets provide structured information on permission assignments, credential delegation, attack techniques, and historical permission utilization across cloud services. The analytical framework comprised three quantitative stages aligned with the study objectives.
Prior to analysis, the datasets were preprocessed to ensure consistency across sources. Duplicate entries, incomplete permission records, and inactive identities were removed to prevent distortions in the network and clustering analyses. Permission assignments from the cloud IAM datasets were standardized into a unified schema to enable comparison between Google Cloud and AWS authorization structures. This process involved harmonizing permission labels, merging equivalent privilege categories, and mapping service permissions into comparable operational classes. Identities were then classified into three categories: human users, service accounts, and autonomous AI agents. Agent identities were identified using indicators such as automated API activity, service-linked credentials, and workflow-based execution patterns. The resulting dataset contained structured records of identity relationships, permission assignments, and operational usage metrics suitable for network analysis, clustering, and permission utilization modeling.

Permission Inheritance Network Analysis
To examine how autonomous agents inherit and exercise permissions across interconnected systems, authorization relationships were modeled as a directed permission network. The network is defined as:

where V={v1,v2,...,vn} represents identities and system resources, and E⊆V×V represents delegated permission relationships.
The structural influence of identities within the permission network was evaluated using centrality metrics.
The degree centrality of node i is defined as:

where k_i is the number of permission connections associated with identity i and n is the total number of nodes.
To capture the intermediary role of identities in permission propagation pathways, betweenness centrality was computed:

where σ_st denotes the number of shortest authorization paths between nodes s and t, and σ_st(i) denotes the number of those paths passing through node i.
Additionally, eigenvector centrality was used to evaluate the influence of nodes connected to highly privileged identities:

where A is the adjacency matrix of the permission network, x represents the centrality vector, and λ represents the largest eigenvalue.
Security Risk Categorization
Security risks associated with inherited permissions were identified using unsupervised clustering analysis applied to attack patterns within the MITRE ATT&CK dataset. Observations were grouped using the K-means clustering algorithm, which partitions attack instances into clusters with minimal internal variance. Clustering analysis was performed using the K-means algorithm because of its effectiveness in identifying structural groupings within large cybersecurity datasets. The algorithm partitions observations into clusters by minimizing within-cluster variance while maximizing separation between clusters. The optimal number of clusters (k = 4) was determined using the elbow method, which evaluates the reduction in within-cluster sum of squares as the number of clusters increases. 
The clustering objective function is defined as:

where k represents the number of clusters, C_i represents cluster i, and μ_i represents the centroid of cluster i.
To evaluate the security impact of each cluster, a severity index was computed:

where S_i represents the severity score of cluster i, x_{ij} represents the value of risk indicator j for observation i, and w_j represents the weight assigned to each security impact indicator.
Evaluation of Access Control Efficiency
To evaluate the limitations of traditional access control models in autonomous agent environments, a permission utilization analysis was conducted using IAM operational records.
The permission utilization ratio is defined as:

where P_used represents the number of permissions exercised during operations and P_granted represents the number of permissions assigned to the identity.
To quantify excess privilege allocation, a permission redundancy index was calculated:

Higher redundancy values indicate greater levels of over-permissioning and a potentially larger attack surface.
To evaluate access governance efficiency across service categories, a service-level utilization function was computed:

where U_s represents the average utilization efficiency for service category s and n represents the number of identities interacting with that service.
Although the study relies on historical cybersecurity datasets to examine permission inheritance and security risk patterns, such datasets cannot fully capture emergent behaviors that may occur in real-time agent-driven environments. Autonomous AI agents can exhibit recursive interactions, dynamic prompt manipulation, and adaptive workflows that evolve during live system operations. Consequently, while the dataset-driven analysis provides valuable structural insights into permission governance, future research may complement this approach with simulation-based testing environments or red-teaming experiments designed to evaluate dynamic attack scenarios in real-time agent ecosystems.
Although the study relies on historical cybersecurity datasets to examine permission inheritance and security risk patterns, such datasets cannot fully capture emergent behaviors that may occur in real-time agent-driven environments. Autonomous AI agents can exhibit recursive interactions, dynamic prompt manipulation, and adaptive workflows that evolve during live system operations. Consequently, while the dataset-driven analysis provides valuable structural insights into permission governance, future research may complement this approach with simulation-based testing environments or red-teaming experiments designed to evaluate dynamic attack scenarios in real-time agent ecosystems.


4.	Results and Discussion
Objective 1: To examine how agentic artificial intelligence systems inherit and utilize user or system permissions when executing tasks across interconnected digital platforms.
A quantitative analytical approach was adopted to evaluate the structure of permission inheritance within cloud-based identity and access management environments. Network-based analytical techniques were applied to examine how different identity categories interact within permission delegation structures.
The distribution of delegated permissions across identity categories is summarized in Table 1.
	Identity Type
	Number of Identities
	Mean Permissions Granted
	Std. Deviation
	Maximum Permissions

	Human Users
	520
	11.8
	4.2
	26

	Service Accounts
	470
	36.5
	9.7
	74

	Autonomous AI Agents
	260
	63.7
	14.5
	118


Table 1. Distribution of Delegated Permissions Across Identity Types
As shown in Table 1, autonomous AI agents were associated with substantially higher volumes of delegated permissions compared to human users and traditional service accounts.
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Figure 1. Distribution and Variability of Delegated Permissions Across Identity Types
Figure 1 illustrates the relationship between average delegated permissions and variability across identity categories. The visualization highlights the concentration of operational authority within autonomous agents.
Network centrality metrics were further analyzed to evaluate the structural influence of each identity category within permission delegation networks. The results are summarized in Table 2.
	Identity Type
	Degree Centrality
	Betweenness Centrality
	Eigenvector Centrality

	Human Users
	0.18
	0.09
	0.15

	Service Accounts
	0.42
	0.28
	0.39

	Autonomous AI Agents
	0.66
	0.54
	0.63


Table 2. Network Centrality Metrics of Permission Delegation Nodes
The network metrics presented in Table 2 demonstrate that autonomous AI agents exhibit the highest centrality values across all evaluated indicators.
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Figure 2. Comparative Network Centrality of Identity Types
Figure 2 visually compares the structural influence of the identity categories across the evaluated centrality metrics, highlighting the prominent role of autonomous agents in permission inheritance networks.
The empirical patterns observed across the tables and figures illustrate how autonomous agents operate within permission ecosystems that extend across multiple interconnected resources.
Objective 2: To identify and categorize the security risks that emerge when autonomous agents operate using inherited permissions within enterprise and cloud infrastructures.
A quantitative analytical approach was employed to identify dominant patterns of cybersecurity risk associated with permission inheritance in agent-driven environments. Risk patterns were categorized using a clustering-based analytical framework designed to group attack behaviors according to their operational similarity and observed impact characteristics.
The distribution of the identified security risk clusters is summarized in Table 3.
	Cluster
	Dominant Risk Category
	Mean Severity Score
	Incident Frequency (%)

	C1
	Privilege Escalation via Token Misuse
	8.5
	29

	C2
	Prompt Injection Data Leakage
	7.8
	24

	C3
	Unauthorized API Invocation
	7.3
	21

	C4
	Cross-System Credential Propagation
	8.7
	26


Table 3. Cluster Distribution of Security Risks Associated with Inherited Permissions
As shown in Table 3, four dominant categories of security risk were identified within environments where autonomous agents operate using inherited permissions. Clusters associated with credential manipulation and cross-system authentication propagation exhibited the highest severity scores, indicating a stronger operational impact compared with other identified attack patterns.
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Figure 3. Risk Cluster Distribution Based on Incident Frequency and Severity
Figure 3 illustrates the relationship between incident frequency and the severity of the identified risk clusters. The visualization indicates that clusters associated with token misuse and credential propagation occupy the upper region of the distribution, reflecting both high severity levels and substantial operational presence within enterprise environments.
The operational impact of the identified clusters was further examined using incident-level impact indicators. The results of this assessment are presented in Table 4.
	Cluster
	Mean Data Exposure (GB)
	Avg Systems Compromised
	Mean Incident Duration (hrs)

	C1
	52
	4.6
	7.3

	C2
	41
	3.9
	6.5

	C3
	36
	4.2
	5.8

	C4
	68
	5.9
	8.7


Table 4. Operational Impact Metrics Across Identified Risk Clusters
The impact metrics presented in Table 4 indicate that attacks associated with cross-system credential propagation resulted in the highest levels of operational disruption. Incidents within this cluster were associated with greater volumes of data exposure and a higher number of compromised systems compared with other observed attack patterns.
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Figure 4. Distribution of Data Exposure Across Security Risk Clusters
Figure 4 presents the distribution of data exposure levels across the identified security clusters. The visualization highlights a broader distribution and higher concentration of exposure values within the cluster associated with cross-system credential propagation, indicating a greater operational impact when inherited permissions enable access across multiple interconnected systems.
The patterns observed across the cluster distribution and impact metrics illustrate how inherited permissions within autonomous agent environments can create distinct categories of security exposure. The clustering patterns reveal that attacks exploiting delegated credentials and authentication tokens are particularly influential within interconnected enterprise systems, demonstrating the structural relationship between permission inheritance mechanisms and emerging security risk patterns.
Objective 3: To evaluate the limitations of existing access control models (RBAC and ABAC) when applied to autonomous AI-driven operations.
A quantitative analytical approach was adopted to evaluate the efficiency of existing access control frameworks in regulating permission allocation within cloud-based enterprise environments. The analysis focused on assessing the relationship between permissions assigned to identities and the subset of permissions actually exercised during operational activities.
The distribution of permission allocation across the evaluated access control models is presented in Table 5.
	Access Model
	Average Permissions Granted
	Average Permissions Used
	Permission Utilization Ratio

	RBAC
	44
	10
	0.23

	ABAC
	39
	15
	0.38

	Agent-Based Systems
	58
	12
	0.21


Table 5. Permission Allocation and Utilization Across Access Control Models
As indicated in Table 5, all evaluated access control frameworks demonstrate varying degrees of over-permissioning. RBAC roles were associated with relatively high numbers of granted privileges compared with the permissions actually exercised. ABAC configurations displayed moderately improved utilization efficiency; however, the ratio remained below optimal thresholds. Autonomous agent systems showed the lowest utilization ratio, indicating that permissions assigned to agent identities frequently exceeded the requirements of their operational workflows.
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Figure 5. Relationship Between Permissions Granted and Permissions Utilized Across Access Models
Figure 5 illustrates the relationship between the average number of permissions granted and the permissions actively exercised during system operations. The distribution highlights the structural imbalance between privilege allocation and actual usage across the evaluated access control models. Agent-based systems appear toward the higher end of the permission allocation scale while maintaining relatively low utilization levels, reflecting the broader privilege scopes often assigned to support autonomous workflows.
The efficiency of permission utilization across different categories of enterprise cloud services is summarized in Table 6.
	Service Category
	RBAC Utilization Ratio
	ABAC Utilization Ratio
	Agent System Utilization Ratio

	Data Storage Services
	0.26
	0.41
	0.23

	Identity Management Services
	0.19
	0.33
	0.17

	DevOps Infrastructure
	0.24
	0.36
	0.22

	API Gateway Services
	0.22
	0.39
	0.20


Table 6. Permission Utilization Efficiency Across Cloud Service Categories
The utilization ratios summarized in Table 6 reveal notable differences in permission efficiency across service categories. Attribute-based configurations consistently demonstrated higher utilization levels across most services, whereas role-based permissions and agent identities exhibited lower ratios. The lowest utilization values were observed within identity management services, suggesting that authentication-related roles often receive broader privileges than are operationally required.
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Figure 6. Comparative Permission Utilization Across Enterprise Service Categories
Figure 6 provides a multidimensional comparison of permission utilization across service categories for the evaluated access control models. The broader coverage exhibited by attribute-based configurations indicates relatively higher operational efficiency, whereas the smaller coverage associated with role-based and agent-driven identities highlights persistent inefficiencies in privilege allocation within dynamic cloud environments.
The patterns observed across the allocation metrics and service-level utilization distributions illustrate the structural limitations of conventional access control mechanisms when applied to autonomous operational contexts. The observed discrepancies between permissions granted and permissions exercised demonstrate how static authorization structures may struggle to align with the dynamic execution patterns of agent-driven systems operating across interconnected enterprise infrastructures.
Discussion
The findings of this study provide empirical insight into how autonomous artificial intelligence agents operate within contemporary enterprise access control environments and how inherited permissions influence both operational authority and cybersecurity risk. Collectively, the results reinforce growing concerns within the literature that identity and access management mechanisms originally designed for human users and deterministic software services may not be well suited to regulating systems capable of autonomous reasoning and multi-system interaction. In particular, the observed patterns demonstrate that permission inheritance structures within cloud infrastructures tend to concentrate operational authority within autonomous agents, while simultaneously creating conditions that increase the likelihood and potential impact of security breaches.
The analysis addressing the first objective reveals that autonomous agents occupy structurally dominant positions within permission delegation networks. As indicated in Table 1, autonomous AI agents were granted significantly higher volumes of permissions than both human users and traditional service accounts. This finding reflects the operational role of agentic systems, which frequently require access to multiple application programming interfaces, data repositories, and enterprise services in order to perform multi-step tasks. While this expanded permission scope may be necessary for operational functionality, the network metrics presented in Table 2 demonstrate that these agents also occupy highly central positions within permission inheritance structures. In particular, the elevated degree and betweenness centrality scores indicate that autonomous agents frequently serve as intermediary nodes through which multiple permission relationships pass. The structural distribution illustrated in Figure 2 further emphasizes this concentration of authority, suggesting that many authorization pathways within enterprise environments converge around agent identities.
These observations align closely with earlier conceptual arguments regarding the operational characteristics of agentic artificial intelligence systems. Scholars have noted that large language model agents increasingly function as coordinators of digital workflows rather than as isolated analytical tools (Wang et al., 2024; Brohi et al., 2025). The elevated network centrality observed in this study provides empirical support for these claims by demonstrating that autonomous agents often act as connective nodes linking users, services, and enterprise resources. However, the same structural position that enables efficient orchestration of digital tasks also introduces potential security vulnerabilities. When identities occupying highly central positions within permission networks are compromised, the resulting access pathways may extend across multiple systems. Consequently, the findings reinforce concerns raised by South et al. (2025) and Li et al. (2025) that inherited permissions within autonomous systems may amplify the systemic impact of security breaches.
Further insight into the security implications of inherited permissions emerges from the analysis addressing the second objective. The clustering results summarized in Table 3 indicate that security incidents associated with agent-driven environments tend to concentrate around four primary categories: token misuse, prompt injection data leakage, unauthorized application programming interface invocation, and cross-system credential propagation. Among these clusters, the most severe incidents involved credential propagation across interconnected services. As shown in Table 4, attacks within this category were associated with the highest levels of data exposure, the largest number of compromised systems, and the longest incident durations. The distribution illustrated in Figure 4 reinforces this observation by demonstrating that incidents involving credential propagation exhibit broader and more severe operational impacts than other attack patterns.
These findings resonate strongly with existing research on delegated authorization systems and autonomous agent vulnerabilities. Several scholars have emphasized that token-based authentication mechanisms, such as OAuth delegation frameworks, create complex chains of authority in which permissions propagate across multiple services (Singh & Chaudhary, 2023; Gupta, 2025). When autonomous agents operate within these delegated environments, compromised tokens may provide access to a wide range of enterprise resources. The empirical patterns identified in Table 3 and Figure 3 therefore lend support to arguments that inherited credentials can function as high-impact attack vectors in distributed cloud systems. At the same time, the identification of prompt injection and tool misuse as distinct clusters confirms the observations of Mathew (2025) and Fu et al. (2024) that adversarial manipulation of agent reasoning processes represents a growing cybersecurity threat. Unlike traditional software exploits that target deterministic program logic, these attacks exploit the interpretive capabilities of large language models to trigger unintended actions. The presence of such clusters suggests that the interaction between inherited permissions and autonomous reasoning capabilities creates hybrid security vulnerabilities that combine conventional access control weaknesses with emerging AI-specific attack vectors.
The analysis conducted for the third objective further demonstrates that existing access control models struggle to regulate permission allocation effectively in environments involving autonomous agents. The utilization ratios reported in Table 5 reveal substantial disparities between the number of permissions granted to identities and the subset of permissions actually exercised during operations. In particular, the relatively low utilization ratio associated with role-based access control indicates that RBAC configurations frequently allocate privileges that remain unused. Although attribute-based access control demonstrated somewhat higher efficiency, the observed ratio remains far below levels associated with optimal permission allocation. The patterns depicted in Figure 5 illustrate this imbalance by showing that access models granting larger numbers of permissions do not necessarily correspond to higher levels of operational usage.
These results are consistent with long-standing critiques of static authorization models in dynamic computing environments. Role-based access control assumes that user responsibilities can be represented through stable organizational roles; however, modern cloud infrastructures involve rapidly changing interactions among users, applications, and automated services (Gunjal & Sonawane, 2023; Mayeke et al., 2024). Consequently, administrators often assign broader privileges to ensure that systems can operate without interruption. The analysis summarized in Table 6 further suggests that this pattern is particularly pronounced within identity management services, where authorization roles frequently exhibit the lowest utilization ratios. Because authentication services often control access to multiple downstream systems, administrators may intentionally grant wider privileges to avoid operational failure, inadvertently expanding the potential attack surface. These observations echo the concerns of Huang et al. (2025) and Aliyu et al. (2024), who argue that static rule-based authorization frameworks struggle to accommodate the dynamic and interdependent behavior of agent-driven systems.
The findings illustrate a consistent structural pattern across the analyzed environments. Autonomous agents tend to inherit extensive permission scopes, occupy central positions within authorization networks, and operate within systems where traditional access control mechanisms allocate privileges inefficiently. These conditions create an operational environment in which the compromise of agent identities or authentication tokens may have disproportionately large consequences. Moreover, the clustering results demonstrate that attackers increasingly exploit these conditions through techniques that combine inherited permissions with adversarial manipulation of agent behavior. Consequently, the empirical evidence presented throughout the analysis provides strong support for the argument advanced in the literature that the governance of digital permissions must evolve to respond to the growing presence of autonomous agents in enterprise computing environments.
5.	Conclusion and Recommendations
The findings of this study demonstrate that autonomous artificial intelligence agents are increasingly assuming central positions within enterprise permission ecosystems, inheriting extensive privileges that span interconnected digital systems. The results reveal that such agents frequently have broader permission scopes than human users and service accounts, and also function as critical intermediaries within authorization networks. Furthermore, the clustering analysis indicates that attacks that exploit inherited credentials, particularly those involving token misuse and cross-system credential propagation, pose the most severe operational risks. In addition, the evaluation of access control frameworks shows that both role-based and attribute-based models frequently allocate privileges far beyond those required for operational tasks, thereby expanding the potential attack surface. These observations collectively suggest that traditional access governance models are not adequately aligned with the operational characteristics of autonomous systems. In light of these findings, several governance improvements are necessary to strengthen the security of agent-driven computing environments.
1. Cloud service providers should implement agent-specific identity frameworks that distinguish autonomous agents from conventional service accounts, ensuring that permission inheritance is explicitly tied to verifiable user authorization and operational context.
2. Organizations deploying autonomous agents should adopt dynamic permission scoping mechanisms that continuously evaluate the permissions required for agent tasks and automatically revoke privileges that are not actively utilized during execution.
3. Enterprise security teams should integrate token lifecycle monitoring and anomaly detection mechanisms within identity and access management systems to detect abnormal credential propagation patterns associated with agent-driven workflows.
4. Industry regulators and standards bodies should develop formal governance guidelines for autonomous agent authorization, including auditability requirements and risk-adaptive access control policies capable of responding to the dynamic behavior of AI-driven systems.
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