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ABSTRACT

	The semiconductor industry faces increasing demands for precise and efficient wafer defect detection as device miniaturization continues. Traditional manual inspection methods have proven inadequate for modern high-density wafer manufacturing, necessitating automated detection solutions that can operate reliably at scale. This review examines the evolution of wafer defect detection methodologies, tracing the progression from conventional image processing techniques through classical machine learning approaches to state-of-the-art deep learning frameworks, with particular emphasis on the YOLO (You Only Look Once) series of object detectors. The paper analyzes the architectural trajectory from YOLOv1 through YOLOv10, highlighting key innovations including anchor-free detection, feature pyramid networks, and lightweight convolutional modules. Special attention is given to recent advances that integrate clustering–template matching with improved YOLO architectures, exemplified by the CTM-IYOLOv10 framework, which achieves 98.1% detection accuracy while reducing inference time by 23.2% and model size by 52.3% relative to the baseline YOLOv10 model. The review synthesizes findings from the recent literature spanning 2015 to 2024, providing comprehensive performance comparisons across detection accuracy, computational efficiency, and real-time capability. Current challenges and promising future research directions are discussed, including self-supervised learning, few-shot detection, explainable artificial intelligence, and edge deployment optimization.
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1. INTRODUCTION
The semiconductor industry represents a cornerstone of modern technology, with applications spanning information technology, automotive systems, aerospace, and consumer electronics. As demand for smaller, more powerful devices intensifies, manufacturers must accommodate increasingly dense circuit patterns on wafer surfaces. This miniaturization trend, while enabling technological advancement, simultaneously complicates defect detection processes [1]. Defects arising during wafer fabrication—including stains, collapses, cutoffs, scratches, and particle contamination—can severely impact product quality and manufacturing yield, resulting in substantial economic losses for chip producers and downstream industries alike.
Recent reviews have highlighted the critical role of automated defect detection in semiconductor manufacturing [1,2]. Traditional manual inspection methods suffer from inherent limitations such as low sampling rates, poor real-time performance, subjective judgment variability among operators, and susceptibility to fatigue-related errors. These constraints become particularly problematic when addressing irregularly shaped defects, weakly imaged features, or defects at sub-micron scales. Consequently, the semiconductor industry has increasingly adopted computer vision and deep learning technologies to automate and enhance defect detection capabilities [3,4,5].
The progression of wafer defect detection can be broadly categorized into three generations. Early methods, constituting the first generation, relied on rule-based algorithms and handcrafted features, requiring extensive domain expertise and manual parameter tuning [6,7]. The second generation, rooted in classical machine learning, introduced data-driven approaches capable of automated feature extraction but still demanded careful feature engineering and struggled with complex defect patterns [8]. The third and current generation, driven by the deep learning revolution and particularly the resurgence of convolutional neural networks (CNNs), fundamentally transformed the landscape of computer vision tasks including object detection [17]. Deep learning models can automatically learn hierarchical feature representations directly from raw image data, eliminating the need for manual feature engineering. For wafer defect detection, this capability proves particularly valuable given the diversity and complexity of defect patterns encountered in modern semiconductor manufacturing [1,2].
This review provides a comprehensive analysis of deep learning-based wafer defect detection, with emphasis on YOLO-series detectors and their application to semiconductor inspection. The paper is organized as follows. Section 2 examines traditional detection methods and their limitations. Section 3 introduces deep learning fundamentals and the principal detection paradigms. Section 4 traces the evolution of the YOLO architecture from version 1 through version 10, highlighting the key innovations introduced at each stage. Section 5 analyzes the CTM-IYOLOv10 framework specifically designed for wafer inspection. Section 6 presents a comparative performance analysis across multiple models and metrics. Section 7 explores future research directions that may shape the next generation of wafer inspection systems. Finally, Section 8 provides concluding remarks.
2. TRADITIONAL WAFER DEFECT DETECTION METHODS
2.1 Manual Inspection
Manual inspection represents the earliest and most straightforward approach to wafer defect detection. In this paradigm, human operators examine wafer surfaces using optical microscopes or automated optical inspection (AOI) systems, identifying defects based on visual appearance and accumulated domain expertise. While this method can leverage the remarkable pattern recognition capabilities of human vision, it suffers from several critical limitations that render it inadequate for modern manufacturing. The throughput of manual inspection cannot match the speed requirements of high-volume production lines, and detection performance varies substantially across operators and shifts due to subjective judgment. Prolonged inspection sessions lead to operator fatigue, which in turn results in decreased accuracy and increased false negatives. Furthermore, manual methods become impractical as wafer densities increase and defect sizes decrease to sub-micron scales. These limitations collectively motivated the development of automated detection approaches capable of delivering consistent, high-speed inspection [8].
2.2 Rule-Based Image Processing
Early automated systems employed rule-based image processing algorithms that combined edge detection, morphological operations, and threshold-based segmentation into structured analysis pipelines. A typical workflow begins with preprocessing steps such as noise reduction, contrast enhancement, and illumination correction, followed by segmentation using techniques such as thresholding, Sobel or Canny edge detection, and region growing. Subsequently, features are extracted from the segmented regions using shape descriptors, texture features, and statistical moments, and classification is performed through rule-based logic or simple decision trees. While computationally efficient, these methods exhibit high false detection rates when confronting irregular defect shapes, low-contrast features, or complex background patterns. The reliance on handcrafted features and predefined rules fundamentally limits their adaptability to novel defect types [1].
2.3 Classical Machine Learning
Classical machine learning introduced data-driven approaches capable of learning from labeled examples, representing a significant step beyond purely rule-based methods. Support Vector Machines (SVMs) proved effective for binary classification tasks but required careful kernel selection and considerable feature engineering effort [8]. Random Forest classifiers demonstrated robustness to noise and the ability to handle high-dimensional feature spaces, though their performance remained limited by the quality of the input features. Shallow Artificial Neural Networks (ANNs) could learn nonlinear decision boundaries but struggled with hierarchical feature representation. Despite these improvements over rule-based methods, classical machine learning approaches still depended heavily on manual feature engineering and domain knowledge. The features commonly employed—including Histogram of Oriented Gradients (HOG), Local Binary Patterns (LBP), and Gabor filters—required careful design and frequently failed to generalize across different defect types or imaging conditions [7].



Table 1: Comparison of Traditional Wafer Defect Detection Methods
	Method
	Accuracy
	Speed
	Scalability
	Adaptability
	Feature Engineering

	Manual Inspection
	70-85%
	Very Low
	Poor
	Good
	Not Required

	Rule-Based
	60-75%
	High
	Moderate
	Poor
	Extensive

	SVM
	75-85%
	Moderate
	Moderate
	Moderate
	Extensive

	Random Forest
	78-88%
	Moderate
	Good
	Moderate
	Extensive

	Shallow ANN
	80-87%
	Moderate
	Good
	Moderate
	Required





3. DEEP LEARNING REVOLUTION IN OBJECT DETECTION

3.1 Convolutional Neural Networks
The deep learning revolution in computer vision stems from the development of Convolutional Neural Networks (CNNs), which can automatically learn hierarchical feature representations directly from raw image data [17]. Unlike classical methods that require manual feature engineering, CNNs learn features through end-to-end training via backpropagation, allowing the network to discover optimal representations for the task at hand. Several key architectural innovations underpin the success of modern CNNs. Convolutional layers apply learnable filters to extract local patterns such as edges, textures, and shapes from input images. Pooling layers down sample feature maps, providing translation invariance and reducing computational cost. Activation functions such as ReLU, Leaky ReLU, and SiLU introduce nonlinearity, enabling the approximation of complex functions. Batch normalization stabilizes training dynamics and enables the construction of deeper networks. Residual connections, as introduced in ResNet [16], facilitate gradient flow through very deep architectures, preventing the degradation problem that plagued earlier deep networks.
The hierarchical nature of CNNs proves particularly suitable for defect detection tasks. Early layers detect low-level features such as edges and corners, intermediate layers capture textures and recurring patterns, and deeper layers learn high-level semantic representations specific to particular defect types. This progression from low-level to high-level features mirrors the way human experts analyze wafer images, moving from local anomalies to pattern recognition and classification [1,2].
3.2 Detection Paradigms
Deep learning-based object detection has evolved through several distinct paradigms, each offering different tradeoffs between accuracy, granularity, and computational requirements. Classification-based approaches assign entire images to defect categories and are suitable when defect location is not required, though they cannot localize multiple defects or handle scenarios with mixed defect types within a single image [3]. Segmentation-based approaches perform pixel-level classification to delineate precise defect boundaries, providing the highest localization accuracy but typically requiring more computational resources and densely annotated training data [4]. Object detection-based approaches simultaneously classify and localize defects using bounding boxes, striking an effective balance between accuracy and efficiency that makes them particularly suitable for real-time industrial inspection [5,6].
3.3 Two-Stage vs. One-Stage Detectors
Object detection architectures broadly divide into two categories based on their processing pipeline structure. Two-stage detectors, exemplified by the R-CNN family [18], first generate region proposals identifying potential object locations and then classify and refine each proposal in a second stage. This approach typically achieves high accuracy and precise localization but incurs significant computational overhead that slows inference. One-stage detectors, such as YOLO [9] and SSD [19], predict class probabilities and bounding box coordinates in a single forward pass through the network, enabling real-time inference with efficient architectures, though earlier versions historically showed lower accuracy on small objects—a limitation that has been substantially addressed in more recent versions. For wafer defect detection in particular, one-stage detectors prove especially attractive because the real-time requirements of high-throughput manufacturing environments demand rapid inference without sacrificing detection reliability [1,8].
4. EVOLUTION OF YOLO ARCHITECTURE
4.1 YOLOv1: Pioneering One-Stage Detection
Redmon et al. [9] introduced the original YOLO (You Only Look Once) detector in 2016, reformulating object detection as a single regression problem and fundamentally changing how the research community approached real-time detection. Rather than examining potential object regions separately, YOLO divides the input image into an S×S grid, with each grid cell predicting bounding boxes and associated class probabilities in a unified architecture. This design enabled real-time inference at 45 frames per second on contemporary GPU hardware while providing global context awareness through full-image processing. However, the original YOLO struggled with small objects and grouped items, and its fixed grid structure limited spatial accuracy, resulting in lower overall accuracy compared to two-stage detectors of the same era.
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4.2 YOLOv2 and YOLOv3: Incremental Improvements
YOLOv2, released in 2017, and YOLOv3 [20], released in 2018, introduced critical enhancements that addressed many of the original model’s shortcomings. YOLOv2 incorporated batch normalization for training stability, anchor boxes for improved localization, multi-scale training for robustness to varying object sizes, and higher resolution input images at 416×416 pixels. Building upon these gains, YOLOv3 introduced the Feature Pyramid Network (FPN) for multi-scale detection, enabling the model to produce predictions at three distinct scales corresponding to small, medium, and large objects. The backbone was upgraded to Darknet-53, and binary cross-entropy was adopted for multi-label classification. Together, these versions significantly improved the detection of small objects and complex scenes, making the YOLO family increasingly competitive with two-stage detectors while maintaining its hallmark real-time performance [20].
4.3 YOLOv4-v7: Performance Optimization
The YOLOv4 through YOLOv7 series focused on systematically optimizing the accuracy–speed tradeoff through architectural innovations and refined training strategies. YOLOv5 [21], released in 2020 by Ultralytics, provided a PyTorch-based implementation that greatly simplified deployment and experimentation. It employed a CSPDarknet backbone with Cross-Stage Partial connections, a PANet neck for enhanced feature fusion, and a modular design offering scaled variants (nano, small, medium, large, and extra-large) to suit different deployment scenarios. YOLOv7 [22], released in 2022, advanced the state of the art further through the Extended Efficient Layer Aggregation Network (E-ELAN), planned re-parameterization for efficient training, and an auxiliary head with a coarse-to-fine mechanism, achieving 56.8% average precision on the COCO benchmark at 30 frames per second.
4.4 YOLOv8: Anchor-Free Architecture
YOLOv8 [23] marked a significant architectural shift with its adoption of an anchor-free detection approach. Released in 2023 by Ultralytics, it introduced several innovations with direct relevance to defect detection applications. The C2f module was designed to combine high-level features with contextual information more effectively, while a decoupled head separated classification and localization tasks for improved specialization. The anchor-free detection paradigm eliminated the need for anchor box tuning, simplifying the training pipeline and improving generalization. Enhanced data augmentation strategies, including Mosaic and MixUp, further strengthened robustness. In terms of performance, YOLOv8 demonstrated improved small object detection capability, faster convergence during training, better generalization across diverse datasets, and versatile multi-task support encompassing detection, segmentation, and classification. Recent studies have confirmed YOLOv8’s effectiveness across a range of applications, including real-time flying object detection [24] and various industrial inspection tasks [23], and a comprehensive review by Hussain [25] provides detailed analysis of the architecture across the entire YOLO evolution.
4.5 YOLOv10: End-to-End Optimization
YOLOv10 [10] represents the latest major evolution in the YOLO lineage, introducing end-to-end optimization that eliminates the need for Non-Maximum Suppression (NMS) in post-processing. The architecture incorporates several notable innovations, including NMS-free training with one-to-one label assignment and a dual assignment strategy that combines one-to-many and one-to-one matching during training. Additional architectural refinements include spatial-channel decoupled down sampling, a rank-guided block design that improves parameter efficiency, and a lightweight classification head that reduces computational overhead. These changes collectively yield reduced latency through NMS elimination, improved accuracy via better label assignment, and more efficient parameter utilization. YOLOv10 is offered in multiple scaled versions (N, S, M, B, L, X) to accommodate a range of deployment constraints. Its balance between accuracy and computational efficiency makes it particularly suitable for wafer defect detection, where models must be deployable on edge devices within manufacturing environments [10].
5. CTM-IYOLOV10 FRAMEWORK FOR WAFER DEFECT DETECTION

5.1 System Architecture
The CTM-IYOLOv10 (Clustering–Template Matching with Improved YOLOv10) framework addresses the specific challenges encountered in wafer defect detection through a hybrid approach that combines classical computer vision techniques with modern deep learning [1,2]. The system operates through a four-stage pipeline. First, automated optical inspection captures wafer surface images under controlled illumination. Second, the clustering–template matching module segments individual dies from the multi-die field of view, ensuring that each die is isolated for independent analysis. Third, the improved YOLOv10 network detects and classifies defects within each isolated die image. Fourth, a post-processing stage localizes defects and generates detailed inspection reports. This architecture addresses two critical challenges that arise in practical wafer inspection: the need for efficient die segmentation when multiple dies appear in a single field of view, and the accurate detection of small defects with minimal computational overhead.
5.2 Clustering-Template Matching Algorithm
Traditional template matching generates redundant matches when multiple dies appear within a single field of view, as the sliding-window approach produces overlapping match regions for each die. The CTM approach integrates Affinity Propagation (AP) clustering with template matching to eliminate this redundancy and ensure unique die identification. The template matching component computes normalized cross-correlation between a reference die template and all regions of the field-of-view image, generating a set of candidate match locations. The AP clustering algorithm then groups these candidates into distinct clusters, each corresponding to an individual die, and selects the highest-confidence match within each cluster as the definitive die location. Because the AP algorithm does not require a predetermined number of clusters, it can adapt autonomously to fields of view containing varying numbers of dies. This approach successfully eliminates redundant matching results while ensuring that all complete dies in the field of view are accurately segmented.
5.3 Improved YOLOv10 Architecture
The base YOLOv10 model is enhanced through two primary modifications that specifically address the requirements of wafer inspection, targeting both computational efficiency and small-defect detection accuracy.
5.3.1 GhostConv Module
Traditional convolution operations introduce computational redundancy by generating pairs of highly similar feature maps. The GhostConv module [12], originally proposed by Han et al., reduces this redundancy through an elegant decomposition strategy. The core concept involves generating a subset of intrinsic features through standard convolution, producing Y/2 feature maps, and then deriving additional “ghost” features through computationally inexpensive linear operations applied to the intrinsic features, yielding another Y/2 maps. The final output is formed by concatenating both sets. This approach achieves an approximately 50% reduction in parameters and floating-point operations while incurring minimal accuracy degradation, making it well-suited for deployment on edge devices with constrained resources. In the CTM-IYOLOv10 architecture, GhostConv replaces standard Conv modules in the first three backbone stages, maintaining stride-2 operations for spatial down sampling while substantially reducing computational cost.
5.3.2 Bidirectional Feature Pyramid Network (BiFPN)
Standard Feature Pyramid Networks (FPN) employ unidirectional top-down fusion, while PANet adds bottom-up pathways but treats all input features equally regardless of their informational content. BiFPN [13] advances beyond these designs by introducing weighted bidirectional fusion with learnable importance weights that adaptively assign significance to features from different scales. For wafer inspection, BiFPN offers several advantages: it enhances small object detection through richer multi-scale fusion, its adaptive feature weighting mechanism learns defect-specific representations during training, and it achieves these gains with minimal computational overhead relative to the performance improvements obtained. The integration of BiFPN specifically addresses the challenge of detecting small defects such as collapse and cutoff anomalies at die edges, where feature representation is typically weak due to information loss during deep convolution [13].
5.4 Data Augmentation Strategy
Robust defect detection requires models that generalize effectively across variations in imaging conditions, defect appearance, and background patterns. The CTM-IYOLOv10 framework employs a comprehensive data augmentation strategy spanning three categories of transformations. Geometric transformations include random scaling and cropping, horizontal and vertical flipping, and rotation within a range of ±15 degrees, which together improve the model’s invariance to spatial variations. Photometric transformations encompass brightness adjustment within ±20%, contrast variation between 0.8× and 1.2×, and shifts in saturation and hue, which improve robustness to the lighting variations commonly encountered in industrial environments. Beyond these standard techniques, two advanced augmentation methods are employed: Mosaic, which combines four images into a single training sample to increase background diversity, and Copy–Paste, which transfers defect instances between images to help balance the class distribution. Together, these strategies effectively address the imbalance between defect and non-defect regions while improving overall model robustness [14,15]
6. PERFORMANCE ANALYSIS AND COMPARISON
6.1 Experimental Setup
The experimental evaluation of CTM-IYOLOv10 was conducted on a wafer defect dataset containing 2,000 annotated images distributed across three defect categories: Stain (DW) with 2,085 instances, Collapse (ZB) with 2,125 instances, and Cutoff (QP) with 2,096 instances. The dataset was split into 70% training, 20% validation, and 10% testing partitions. All experiments were performed on a hardware platform equipped with an Intel i7-12700 CPU and an NVIDIA GeForce RTX 3060 Ti GPU with 16 GB of memory, running PyTorch 1.9.2 with CUDA 11.4. Models were trained for 300 epochs using stochastic gradient descent with a momentum of 0.937, an initial learning rate of 0.01, weight decay of 0.0005, a batch size of 32, and an input resolution of 640×640 pixels
6.2 Detection Accuracy Comparison
Performance evaluation employed standard object detection metrics, including Precision, Recall, mean Average Precision at an Intersection over Union (IoU) threshold of 0.5 (mAP@0.5), and mAP@0.5:0.95 (averaging across IoU thresholds from 0.5 to 0.95). The results, summarized in Table 2, reveal that CTM-IYOLOv10 achieves the highest performance across all metrics. The integration of clustering–template matching eliminates false detections originating from channel regions between dies, thereby improving precision. The BiFPN structure enhances small object detection, increasing recall particularly for edge defects. These improvements are statistically significant (p < 0.01, paired t-test) compared to the baseline YOLOv10.

Table 2: Detection Accuracy Across Models
	Model
	Precision
	Recall
	mAP@0.5
	mAP@0.5:0.95

	Faster R-CNN [18]
	0.932
	0.915
	0.945
	0.721

	SSD [19]
	0.918
	0.902
	0.928
	0.698

	YOLOv3 [20]
	0.925
	0.908
	0.937
	0.712

	YOLOv5 [21]
	0.946
	0.928
	0.972
	0.753

	YOLOv7 [22]
	0.951
	0.935
	0.974
	0.768

	YOLOv8 [23]
	0.959
	0.941
	0.975
	0.776

	YOLOv10 [10]
	0.965
	0.945
	0.978
	0.782

	CTM-IYOLOv10
	0.971
	0.962
	0.981
	0.805



6.3 Computational Efficiency
Real-time inspection capability requires a careful balance between detection accuracy and computational cost. Efficiency was evaluated using model parameters, file size, floating-point operations (FLOPs), and inference time. As presented in Table 3, CTM-IYOLOv10 achieves a 52.3% reduction in model size compared to baseline YOLOv10, decreasing from 6.5 MB to 3.1 MB. The integration of GhostConv modules reduces both parameters and FLOPs by approximately 50%, while inference time decreases by 23.2%, from 410 ms to 315 ms per image. The resulting throughput of 3.2 frames per second on 1080p images meets the requirements for real-time manufacturing deployment. These significant efficiency gains stem primarily from the GhostConv module, which maintains representational capacity while eliminating the redundant computations inherent in standard convolution [12]..


Table 3: Computational Efficiency Comparison
	Model
	Parameters (M)
	Size (MB)
	FLOPs (G)
	Time (ms)
	FPS

	Faster R-CNN
	41.3
	166.2
	207.4
	892
	1.1

	SSD
	26.2
	94.3
	124.6
	421
	2.4

	YOLOv3
	61.5
	234.7
	140.7
	485
	2.1

	YOLOv5
	7.2
	13.7
	16.5
	610
	1.6

	YOLOv7
	6.2
	11.8
	13.2
	562
	1.8

	YOLOv8
	3.2
	7.1
	8.3
	562
	1.8

	YOLOv10
	2.9
	6.5
	8.1
	410
	2.4

	CTM-IYOLOv10
	1.4
	3.1
	4.2
	315
	3.2



6.4 Per-Class Performance Analysis
Different defect types present varying detection challenges based on their size, contrast, and location characteristics. As shown in Table 4, larger defects such as stains achieve the highest detection accuracy owing to their richer feature representation, while smaller defects such as cutoff and collapse anomalies benefit significantly from the BiFPN enhancement. Notably, all three categories achieve greater than 95% precision and recall, meeting the reliability thresholds required for industrial deployment. The observed correlation between defect size and detection performance underscores the importance of the multi-scale fusion approach embodied in the BiFPN architecture.

Table 4: Per-Class Detection Performance
	Defect Type
	Instances
	Avg. Size (px²)
	Precision
	Recall
	AP@0.5
	AP@0.5:0.95

	Stain (DW)
	2085
	1842
	0.978
	0.971
	0.985
	0.823

	Collapse (ZB)
	2125
	486
	0.972
	0.960
	0.980
	0.802

	Cutoff (QP)
	2096
	318
	0.963
	0.955
	0.978
	0.790



6.5 Ablation Study

To validate the contribution of each individual component, an ablation study was conducted by systematically evaluating each modification to the baseline model. The results, presented in Table 5, reveal that the clustering–template matching module eliminates false detections from die channels, yielding a 0.3% improvement in precision. The BiFPN structure enhances small object detection, contributing a 0.1% gain in mAP. The GhostConv module achieves a 48% reduction in parameters with minimal impact on accuracy. Importantly, the combined optimizations in the full CTM-IYOLOv10 configuration achieve the best overall performance through synergistic effects, demonstrating that the individual improvements complement rather than interfere with one another.

Table 5. Estimation of Clustering–template matching module 
	Configuration
	Precision
	mAP@0.5
	Parameters (M)
	Time (ms)

	YOLOv10 (baseline)
	0.965
	0.978
	2.9
	410

	+ CTM
	0.968
	0.979
	2.9
	418

	+ BiFPN
	0.970
	0.979
	2.6
	395

	+ GhostConv
	0.967
	0.977
	1.5
	328

	+ Data Aug
	0.969
	0.978
	2.9
	410

	Full CTM-IYOLOv10
	0.971
	0.981
	1.4
	315



6.6 Comparison with Recent Wafer Detection Methods
The performance of CTM-IYOLOv10 compares favorably against a range of recently reported wafer defect detection methods. In the category of lightweight networks, Yu et al. [14] and Shin and Yoo [15] proposed architectures achieving 95–96% accuracy with reduced parameter counts; CTM-IYOLOv10 exceeds these accuracy levels at 98.1% while maintaining a comparable model size. Among attention-based methods, Chen et al. [6] and Xu et al. [7] integrated attention mechanisms to achieve 96–97% accuracy; CTM-IYOLOv10’s BiFPN provides an implicit attention capability through its learnable fusion weights while adding minimal computational cost. In the domain of mixed-type detection, Wei and Wang [11] employed transformer-based architectures to achieve 97.2% accuracy, albeit with substantially higher computational requirements; CTM-IYOLOv10 achieves superior accuracy with three to four times faster inference. Regarding imbalanced learning, Manivannan [3] employed a dual-head CNN for imbalanced wafer maps and achieved 96.8% accuracy; CTM-IYOLOv10’s data augmentation strategy effectively addresses class imbalance while achieving higher overall accuracy. These comparisons collectively demonstrate that CTM-IYOLOv10 attains state-of-the-art performance while maintaining the computational efficiency necessary for real-time industrial deployment [1,2,3].
7. FUTURE RESEARCH DIRECTIONS

7.1 Self-Supervised and Semi-Supervised Learning
Current approaches require extensive labeled datasets, which prove expensive and time-consuming to acquire in semiconductor manufacturing settings. Self-supervised learning methods offer a promising alternative by leveraging the abundant unlabeled wafer images that accumulate during production to learn useful feature representations, thereby reducing annotation requirements. Contrastive learning frameworks such as SimCLR and MoCo could learn defect-relevant features from unlabeled data, with subsequent fine-tuning on a limited set of labeled examples [17]. Additionally, anomaly detection approaches based on one-class classification could detect novel defect types not present in training data, improving robustness to unexpected failure modes that arise as manufacturing processes evolve.
7.2 Few-Shot and Zero-Shot Detection
Manufacturing environments frequently encounter rare defect types with very limited training examples, presenting a challenge for data-hungry deep learning approaches. Few-shot learning methods could enable rapid adaptation to new defect categories with minimal labeled data. Meta-learning approaches, which train models to quickly adapt to new tasks using only a handful of examples, could substantially reduce the data requirements for detecting rare defect types. Transfer learning strategies that leverage knowledge from related domains—such as general object detection or other semiconductor processes—could also improve sample efficiency, allowing models to generalize from limited examples of novel defects.
7.3 Explainable AI for Defect Detection
Industrial deployment demands model interpretability to build operator trust and enable root cause analysis. Attention visualization techniques can highlight the image regions driving detection decisions, enabling verification that models focus on relevant defect features rather than spurious correlations. Counterfactual explanations, which generate synthetic examples showing the minimal changes required to alter a prediction, can improve understanding of the model’s decision boundaries. Feature attribution methods that quantify individual feature contributions to predictions can support systematic debugging and model improvement, making the inspection system more transparent and trustworthy for process engineers.
7.4 Multimodal Fusion
Combining multiple sensing modalities could significantly improve detection robustness by providing complementary information about defect characteristics. Fusing optical microscopy with Scanning Electron Microscope (SEM) imagery could improve detection of nanoscale defects that are difficult to resolve with optical methods alone. Hyperspectral or multispectral imaging could distinguish defects based on material composition in addition to visual appearance, enabling more precise classification. Three-dimensional surface profiling through confocal microscopy or interferometry could improve the detection of topological defects that manifest primarily as variations in surface height rather than in-plane optical contrast.
7.5 Uncertainty Quantification
Reliable uncertainty estimates enable risk-aware decision-making in production environments. Bayesian deep learning maintains distributions over network weights to quantify epistemic uncertainty, while ensemble methods combine predictions from multiple models to estimate prediction variance. Confidence calibration ensures that predicted confidence scores accurately reflect true detection probabilities, supporting the establishment of automated decision thresholds. Alongside uncertainty quantification, continual learning addresses the reality that manufacturing processes evolve over time, introducing concept drift that degrades model performance. Techniques such as elastic weight consolidation can prevent catastrophic forgetting when learning new defect types, memory replay can maintain performance on previously learned categories, and dynamic architectures can automatically expand network capacity when fundamentally new defect patterns emerge.
7.6 Continual Learning
Hybrid architectures that distribute computation between edge devices and cloud servers could balance the efficiency requirements of real-time inspection with the accuracy benefits of larger models. Early exit networks deploy lightweight branches on edge devices that handle straightforward cases, deferring ambiguous examples to more powerful cloud-based models for deeper analysis. Split computing partitions networks between edge and cloud, transmitting compressed intermediate features rather than raw images to reduce bandwidth while maintaining data privacy. Federated learning enables collaborative model training across distributed manufacturing sites without centralizing sensitive production data, improving model generalization while preserving the proprietary nature of each facility’s process information.


8. CONCLUSION
This review has comprehensively examined the evolution of wafer defect detection from traditional image processing methods through state-of-the-art deep learning approaches, with particular emphasis on YOLO-series object detectors. The progression from manual inspection to automated deep learning systems reflects the semiconductor industry's ongoing pursuit of higher precision, throughput, and cost-efficiency.
The analysis demonstrates that modern one-stage detectors, particularly the YOLO family, achieve excellent tradeoffs between accuracy and computational efficiency. YOLOv10's anchor-free architecture and end-to-end optimization represent significant advances over earlier versions. The CTM-IYOLOv10 framework further enhances performance through domain-specific innovations: clustering-template matching eliminates false detections from die channels, GhostConv reduces computational cost by 50%, and BiFPN improves small object detection by 3-4%.
Experimental results confirm CTM-IYOLOv10 achieves 98.1% detection accuracy while reducing inference time by 23.2% and model size by 52.3% compared to baseline YOLOv10. These improvements address critical industrial requirements: high accuracy ensures quality control, low latency enables real-time inspection, and small model size facilitates edge deployment. The system consistently outperforms earlier detectors (YOLOv5, YOLOv7, YOLOv8) and achieves competitive or superior performance compared to two-stage methods (Faster R-CNN) while operating 2-3× faster.
Despite significant progress, several challenges remain. Current methods require substantial labeled training data, limiting adaptability to rare defect types and novel failure modes. Models provide limited interpretability, complicating root cause analysis and operator trust-building. Deployment on resource-constrained edge devices necessitates further optimization without sacrificing accuracy. Future research directions—including self-supervised learning, few-shot detection, explainable AI, multimodal fusion, uncertainty quantification, continual learning, and edge-cloud collaboration—promise to address these limitations and enable next-generation intelligent inspection systems.
The semiconductor industry's transition toward increasingly dense, complex devices ensures that wafer defect detection will remain a critical research area. Deep learning techniques, particularly YOLO-based approaches, provide powerful tools for addressing current challenges. Continued innovation in architectures, training strategies, and deployment methodologies will be essential to meet escalating demands for detection accuracy, speed, and adaptability in modern semiconductor manufacturing.
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