


Prompt Injection and Training Data Poisoning as Emerging Threats to PCI DSS–Protected Financial Data

[bookmark: _GoBack]

Abstract
This study examines how prompt injection and training data poisoning compromise PCI DSS–protected financial systems and evaluates the adequacy of existing compliance controls. A multi-phase quantitative design was employed, integrating controlled CNN-based poisoning simulation, logistic regression modeling using categorized breach variables, PCI DSS v4.0 compliance gap index construction, and Structural Equation Modeling (SEM) for framework validation. Experimental results show that at a 5% poisoning rate, attack success reached 78.6% despite only a 4.6% accuracy drop, indicating latent compromise. Logistic regression revealed that logging failure reduced detection odds by 76% (OR=0.24, p<.001). Coverage analysis identified a 66.7% explicit gap for prompt injection within PCI DSS domains. SEM results demonstrated strong explanatory power (R²=0.74), with preventive controls exerting the strongest influence (γ=0.61). The findings support revising PCI DSS to incorporate AI lifecycle governance, mandatory integrity monitoring, and strengthened third-party AI oversight.
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Artificial intelligence systems have rapidly evolved from niche research artifacts to essential components of enterprise information systems, and their adoption in finance, cybersecurity, and automation continues to expand at an unprecedented pace. These advances include the use of large language models and generative artificial intelligence to support decision making, document processing, customer engagement, automated risk modeling, and fraud detection. Research indicates that while artificial intelligence enhances organizational efficiency and analytical capability, it simultaneously introduces new classes of vulnerabilities that were largely absent in conventional software architectures (Karras, 2025). Such vulnerabilities include susceptibility to prompt manipulation, adversarial perturbations, and corrupted training data, all of which are beginning to manifest in operational environments. This evolution is occurring alongside evidence that many large organizations are deploying generative artificial intelligence across production systems without fully developed defensive mechanisms against emerging threat vectors (Wikipedia contributors, 2025).
One of the most significant threats associated with modern artificial intelligence arises from the way models interpret and prioritize instructions. Prompt injection attacks exploit the contextual interpretation processes of language models, allowing malicious inputs to override system intended behavior without modifying source code. Cybersecurity authorities and standard setting bodies have identified prompt injection as a critical risk category for generative artificial intelligence applications because user input and system instructions are processed through the same interpretive channel (OWASP Gen AI Security Project, 2025). Empirical demonstrations show that prompt injection can bypass safety controls, extract sensitive internal information, and alter automated decision making processes. At the same time, training data poisoning attacks target the learning phase of artificial intelligence by embedding malicious patterns into datasets, thereby shaping model behavior long after deployment. Systematic security reviews indicate that even limited amounts of poisoned data can significantly degrade model reliability and introduce hidden backdoors that are difficult to detect using conventional validation techniques (Hartle et al., 2025; Kure et al., 2025).
These vulnerabilities have progressed beyond theoretical constructs. Prompt injection techniques have been demonstrated in academic publishing workflows, institutional artificial intelligence tools, and large scale language model deployments (Wikipedia contributors, 2025). Experimental studies further report that data poisoning attacks can reduce classification accuracy by nearly thirty percent in standardized datasets, with particularly severe implications for anomaly detection and fraud classification systems (Kure et al., 2025). Additional research shows that architectural features such as retrieval augmented generation and autonomous task chaining may amplify the impact of adversarial inputs because manipulated content can become persistently embedded within inference contexts (Ramakrishnan & Balaji, 2025). Collectively, these findings illustrate that artificial intelligence introduces security failure modes that differ fundamentally from those addressed by traditional software security models.
The implications of these developments become especially consequential within financial systems. Financial institutions rely extensively on the Payment Card Industry Data Security Standard to safeguard cardholder data and reduce exposure to fraud and data breaches. PCI DSS has historically focused on network security, cryptographic protection, access control, vulnerability management, and logging. However, these controls were designed primarily for deterministic software environments in which system behavior is predictable and bounded. Analytical evaluations of PCI DSS implementation effectiveness indicate that formal compliance does not necessarily equate to comprehensive security, particularly in complex and evolving technological contexts (Chippagiri & Ramesh, 2025). As artificial intelligence becomes embedded within payment authorization, fraud detection, transaction monitoring, and customer interaction pipelines, this misalignment between standard assumptions and system behavior becomes increasingly pronounced.
At present, artificial intelligence systems may directly or indirectly process cardholder data, generate transaction risk scores, or influence authorization outcomes. Yet PCI DSS provides little explicit guidance on securing model training pipelines, governing prompt handling, or validating model output behavior. This situation creates an environment in which organizations may satisfy compliance requirements while simultaneously deploying artificial intelligence components that introduce unexamined attack surfaces. Research on large language model security emphasizes that artificial intelligence vulnerabilities are often invisible to traditional intrusion detection systems because malicious influence may occur through legitimate input channels rather than exploit code execution flaws (Karras, 2025). Consequently, organizations may be unable to determine whether an artificial intelligence component has been manipulated unless overt system failure occurs.
The undesirable condition that emerges from these observations is characterized by a convergence of accelerating artificial intelligence adoption, increasing sophistication of adversarial machine learning attacks, and static compliance frameworks. Prompt injection and training data poisoning represent threat categories that directly undermine confidentiality, integrity, and access control while remaining largely outside the scope of traditional compliance verification. Despite growing recognition of these risks within the artificial intelligence security  studies, limited research has systematically examined how such attacks intersect with PCI DSS protected financial environments. This gap raises unresolved questions regarding whether existing PCI DSS control families meaningfully address artificial intelligence specific manipulation, which control objectives implicitly rely on deterministic software behavior, and how compliance frameworks should evolve to remain effective in artificial intelligence mediated systems.
In response to these concerns, this study aims to examine how prompt injection and training data poisoning attacks compromise financial systems protected under PCI DSS and to develop a security framework that integrates artificial intelligence specific threat controls into existing compliance architectures. To achieve this aim, the study pursues four objectives:
1. To identify and classify prompt injection attack vectors and training data poisoning techniques that affect artificial intelligence components responsible for processing, storing, or transmitting cardholder data within financial systems.
2. To evaluate the effectiveness of existing PCI DSS control requirements in detecting, preventing, and mitigating prompt injection and training data poisoning attacks in artificial intelligence driven financial workflows.
3. To map identified artificial intelligence specific threats to corresponding PCI DSS control domains and determine explicit control gaps that expose PCI DSS protected financial data.
4. To design and validate a PCI DSS aligned security framework that incorporates preventive, detective, and corrective controls for prompt injection and training data poisoning in artificial intelligence enabled financial systems.
[bookmark: _heading=h.bpb02q4k2xrr]2.	Literature Review
Financial institutions have moved from experimental use of artificial intelligence toward substantive operational deployment, especially in areas such as fraud detection, credit scoring, compliance automation, and customer engagement. According to Cao and Zhai (2022), adoption has shifted from piloteering to production use, with banks and fintech firms embedding supervised and unsupervised models into real time decision pipelines. However, this shift is uneven across functional domains, which suggests that adoption is driven as much by business case clarity as by regulatory permissibility. In contrast to early optimism that automation would be universally beneficial, recent reviews indicate that the complexity of financial workflows creates environment specific constraints that limit transferability of model performance from research datasets to live operations (Bahoo et al., 2024). This suggests that wide adoption alone does not guarantee robust, context aware deployment.
Large language models and generative artificial intelligence mark a new phase in adoption because they extend beyond narrow prediction to natural language interaction and synthesis functions. The ACM survey on LLMs in finance documents concrete use cases such as document summarization, regulatory reporting assistance, and intelligent assistants for trading desks, yet the authors caution that model outputs are probabilistic and can be misaligned with institutional objectives if governance is weak (Li et al., 2023). Despite this evidence of utility, the Financial Stability Board reports that widespread use of advanced models may amplify operational fragility, especially when models are not stress tested for adversarial inputs or cascading failure modes (Financial Stability Board, 2024). Therefore, the movement from narrow machine learning models to general purpose language models increases both functional reach and attack surface.
Fraud detection and transaction monitoring remain among the most consequential AI enabled workflows because model outputs directly affect access to funds and the integrity of customer accounts (Obioha-Val et al., 2025). Recent systematic surveys of fraud detection methods emphasize that modern approaches offer improved detection rates, but they also reveal sensitivity to data drift and adversarial manipulation, which undermines long term reliability (Gosh Dastidar et al., 2024). A critical limitation is that many high performing methods depend on large, curated training sets and on assumptions about transaction distributions that may not hold in rapidly evolving fraud ecosystems (Okolo et al., 2025). This makes models effective yet brittle, thereby creating attractive targets for supply chain manipulation and inference time exploitation.
Regulatory and industry bodies have recognized both the opportunity and the risk. The European supervisory report on large language models in finance highlights governance gaps including model provenance, validation regimes, and operational testing practices (Giulio et al., 2025). The World Economic Forum further notes that governance frameworks are usually high level and lack domain specific implementation guidance for payment systems and cardholder data protection (WEF, 2025). In agreement, Vuković et al. (2025) find rapid growth in AI finance studies, but note a research emphasis on algorithms over deployment centric controls and resilience testing. Thus, while the adoption of AI in finance is substantial and accelerating, the corpus of operational controls and regulatory practice has not yet matured to the same degree, implying that AI components are now part of the financial technology perimeter without commensurate security hardening.
[bookmark: _heading=h.4lj67147kb64]Prompt Injection Attacks as a Distinct AI Security Paradigm
Prompt injection attacks have emerged as a fundamental security threat in large language model and generative AI systems because they exploit the very contextual processing mechanisms that enable model flexibility. By embedding malicious instructions within user inputs, attackers manipulate model behavior in ways that models cannot reliably distinguish from legitimate operational directives. This architectural inability to enforce strict boundaries between system instructions and user-provided content suggests that prompt injection represents an inherent structural vulnerability rather than a conventional input validation flaw (Gulyamov et al., 2026; OWASP, 2025).
Empirical evidence confirms the pervasiveness of this weakness across deployment contexts. Liu et al. (2023) demonstrated that 31 of 36 real-world applications integrating large language models were vulnerable to large-scale prompt injection, exposing millions of users despite heuristic mitigation attempts. Similarly, Zhang et al. (2024) showed that goal-guided adversarial prompts embedded in natural user interfaces could systematically compromise model outputs, revealing that user-facing interaction surfaces are intrinsically high-risk because they rely on contextual trust. In agreement, Geng et al. (2025) identifies prompt injection as one of the most critical vulnerabilities in large language model applications due to its ability to subvert safety controls and degrade application integrity (Geng et al., 2022). However, many existing defenses rely on syntactic filtering and heuristic pattern recognition, approaches that attackers can bypass through semantically coherent adversarial prompts, thereby exposing the inadequacy of surface-level mitigation strategies.
The threat extends beyond text-based systems. A recent study on multimodal vision-language models demonstrates that prompt injection can manipulate outputs even when models process both visual and textual data, indicating that the vulnerability is modality-agnostic and embedded in contextual reasoning architectures rather than confined to text interfaces (Clusmann et al., 2025). This expansion significantly broadens the attack surface and complicates defensive design because adversarial cues can be distributed across heterogeneous input streams.
Even advanced alignment techniques do not eliminate this risk. Yip et al. (2024) found that while newer model generations such as Llama2 exhibited comparatively improved robustness, adversarial prompts still achieved non-zero success rates, reflecting persistent structural susceptibility. These findings reinforce the argument that incremental robustness improvements cannot fully resolve vulnerabilities rooted in probabilistic context processing. Indeed, the architectural design of large language models prioritizes continuity of context and next-token probability estimation, not rigid separation between code and input (Olaniyi et al., 2026b; Olisa et al., 2026). As a result, prompt injection can be conceptualized as a confused-deputy attack in which models execute adversarial cues embedded within legitimate contexts, effectively bypassing guardrails and safety alignments (OWASP Gen AI Security Project, 2025).
Beyond isolated exploits, cybersecurity advisories increasingly classify prompt injection as the leading threat in secure AI development because current mitigations do not alter the underlying interpretive mechanism of models (Parekh, 2025). Moreover, threat taxonomies situate prompt injection alongside protocol-level exploits and backdoor mechanisms, emphasizing its strategic role within layered adversarial campaigns that can escalate into deeper system compromise (Ferrag et al., 2025). These findings position prompt injection not as a peripheral vulnerability but as a structurally embedded risk within contemporary generative AI architectures.
[bookmark: _heading=h.j3tbf2tvf8b0]Training data poisoning and backdoor insertion in machine learning systems
Training data poisoning represents one of the most structurally disruptive threats to machine learning systems because it compromises model integrity at the point of knowledge acquisition rather than during execution. By manipulating training data distributions in ways that remain statistically plausible yet behaviorally consequential, attackers embed malicious behavior directly into model parameters (Wang et al., 2022). Unlike inference-time attacks, which may be mitigated through runtime monitoring or anomaly detection, poisoning attacks persist after training and are difficult to detect without retraining or forensic analysis (Abtahi et al., 2026). This shift from operational defense to supply chain assurance challenges traditional perimeter-based security models and underscores the need to treat data provenance and curation as core security functions.
Generally, studies identify multiple poisoning paradigms distinguished by attacker access and intent. Dirty-label attacks introduce mislabeled samples to distort decision boundaries, whereas clean-label attacks preserve label correctness while embedding subtle feature correlations that activate under specific conditions (Wang et al., 2024). Jagielski et al. (2021) demonstrate that clean-label subpopulation attacks evade standard sanitization techniques that rely on detecting label noise. Similarly, Gan et al. (2022) show that poisoned samples can be aligned with natural data manifolds, bypassing outlier detection mechanisms and exposing the fragility of statistical defense assumptions. Backdoor insertion represents a particularly severe form of poisoning in which models perform normally across most inputs but produce attacker-controlled outputs when specific triggers are present (backdoored models behave correctly on untainted inputs but misclassify trigger-embedded inputs) (Lyu et al., 2025). Goldblum et al. (2022) argue that such attacks are especially dangerous because poisoned models maintain high validation accuracy, enabling them to pass audit checks undetected. While poisoning effectiveness depends on architecture and training dynamics, Xie et al. (2024) suggest that high-capacity transformer models may actually amplify backdoor persistence, revealing a paradox in which performance-oriented architectural advances can increase attack viability.
The widespread adoption of pre-trained foundation models further expands the poisoning surface. Transfer learning workflows rely on fine-tuning with domain-specific datasets that are often smaller and less rigorously curated than original pre-training corpora (Cinà et al., 2023; Kurita et al., 2020). Cinà et al. (2023) contend that this adaptation phase provides an efficient attack vector, as limited poisoning can disproportionately influence downstream behavior. Although large-scale pre-training is frequently assumed to confer robustness, empirical findings indicate that fine-tuning-stage poisoning can introduce domain-specific backdoors that remain invisible under generic benchmark evaluations (Alber et al., 2025). These results challenge assumptions that model scale alone ensures security.
Distributed learning paradigms introduce additional governance complexity. In federated learning, attackers can conduct model replacement or poisoning attacks while remaining within nominal aggregation bounds. Bagdasaryan et al. (2020) demonstrate that a single malicious participant can exert disproportionate influence over the global model without triggering anomaly thresholds. Although federated learning reduces centralized data exposure, it simultaneously creates challenges in participant trust validation, update verification, and provenance tracking, illustrating that privacy-preserving architectures do not inherently guarantee security-preserving outcomes (Bottoni et al., 2025; Kairouz & McMahan, 2021).
Defensive approaches have evolved but remain fragmented. Robust training objectives, influence function analysis, data sanitization, and anomaly-resistant aggregation have been proposed, yet their effectiveness is often limited to specific threat assumptions (Odeyinka et al., 2026; Olaniyi et al., 2026a). Zhou et al. (2024) report that robust foundation model training can reduce poisoning success rates under constrained conditions, but performance degradation and computational overhead constrain deployment. Moreover, many defenses are reactive and attack-specific rather than grounded in systemic data governance controls (Oprea et al., 2022). When considered alongside layered adversarial strategies, poisoning can be combined with inference-time exploits, prompt injection, or other manipulation techniques to produce persistent multi-stage compromise scenarios (Wang et al., 2022). These dynamics indicate that securing machine learning systems requires integrated lifecycle governance that treats training data as a regulated security asset rather than merely a technical input.
[bookmark: _heading=h.nym2bw516bww]PCI DSS control philosophy and traditional financial data protection models
The Payment Card Industry Data Security Standard has long functioned as the dominant framework for safeguarding cardholder data within payment ecosystems. Designed to reduce fraud and data breaches through prescriptive technical and procedural controls, PCI DSS emphasizes confidentiality and integrity across the data lifecycle (Goodspeed, 2022). However, the standard is grounded in traditional information security assumptions, particularly that protected systems behave deterministically and that risks can be mitigated through static control enforcement. As financial infrastructures incorporate adaptive and learning-based technologies, these assumptions become increasingly strained.
PCI DSS prioritizes perimeter defense, access control, encryption, logging, and vulnerability management, presupposing bounded systems and predictable data flows (Singer & Friedman, 2014). In contrast, contemporary financial architectures rely on distributed systems, cloud services, and automated decision engines that blur system boundaries and complicate enforcement (Kumar, 2025). Although compliance assessments verify the presence of required controls, they often remain checklist-oriented, evaluating procedural adherence rather than dynamic risk exposure (Bello et al., 2024). This distinction suggests that PCI DSS may effectively validate control implementation while offering limited insight into behavioral or evolving threats.
The compliance-driven orientation of PCI DSS further contributes to structural limitations. Organizations frequently treat compliance as an endpoint rather than a baseline, prioritizing audit success over adaptive risk management (Kshetri & Loukoianova, 2022). Empirical breach analyses reinforce this concern, indicating that some compromised organizations were technically compliant at the time of incident, revealing a disconnect between formal compliance and operational resilience (Verizon, 2020). This gap becomes more pronounced in AI-mediated environments, where compromise may occur through subtle manipulation of model behavior without triggering traditional control violations.
Another limitation lies in PCI DSS’s implicit treatment of software as static artifacts. The framework assumes that once securely developed and deployed, system behavior remains stable unless explicitly altered. However, adaptive systems research shows that machine learning components evolve through data exposure, configuration changes, and fine-tuning processes (Ashmore et al., 2021). This dynamic behavior challenges periodic assessment models and static validation mechanisms, suggesting that compliance frameworks designed for fixed logic systems may inadequately capture ongoing risk in learning-enabled financial infrastructures.
PCI DSS also provides limited guidance on data provenance, training pipelines, and algorithmic governance. While controls address data storage and transmission security, they do not explicitly account for securing upstream data sources or safeguarding derived artifacts such as analytical models (Choowan & Daovisan, 2025). Research on secure data pipelines emphasizes that integrity must extend across transformation and inference stages, not merely storage layers. The absence of such considerations reflects an implicit trust in internal processing logic, an assumption increasingly contested in adversarial machine learning research.
Governance complexities are further amplified in cloud and AI service ecosystems. Financial institutions increasingly depend on third-party platforms and managed AI services, complicating accountability and obscuring visibility into internal system behavior (Seth et al., 2024). Although PCI DSS addresses third-party risk contractually, it offers limited technical mechanisms for validating the security posture of externally managed intelligent systems. This creates oversight gaps in environments where critical decision logic may reside outside direct organizational control.
Comparative analyses with newer regulatory instruments reveal additional misalignment. Frameworks such as the European Union Artificial Intelligence Act and the NIST AI Risk Management Framework incorporate concepts of transparency, explainability, and adversarial robustness that operate at the behavioral and lifecycle level (Raji et al., 2022). PCI DSS, by contrast, remains largely infrastructure-centric, lacking explicit provisions for assessing model-level or probabilistic risk. While this does not diminish its effectiveness against conventional threats, it suggests that the standard was not designed to address AI-specific manipulation vectors.
Nevertheless, PCI DSS remains effective within its original scope. Evidence shows that compliance reduces exposure to traditional threats such as credential theft, misconfiguration, and network intrusion (Safa et al., 2021). However, such effectiveness does not automatically extend to AI-mediated systems, where compromise may occur without breaching conventional control boundaries. This divergence underscores the need to reassess how established financial security models translate into environments characterized by adaptive, probabilistic decision logic.
[bookmark: _heading=h.ytc76nvup253]Mapping AI-specific threats to compliance gaps in PCI DSS
The integration of artificial intelligence into payment processing and financial decision workflows exposes structural tensions between AI-specific threat models and the control logic embedded in PCI DSS. Compliance frameworks such as PCI DSS were originally designed to address unauthorized access, data exfiltration, and infrastructure compromise rather than behavioral manipulation of decision systems (Douha et al., 2023). However, prompt injection and training data poisoning exploit legitimate interfaces and trusted data flows, operating within permitted system boundaries (Zhao, Zhu, et al., 2025). This divergence suggests that AI-driven attacks may bypass compliance controls without triggering traditional audit or monitoring mechanisms, raising concerns about the adequacy of PCI DSS in AI-mediated financial environments.
A central gap lies in how PCI DSS conceptualizes input validation and trust boundaries. The standard assumes that authenticated inputs from approved channels are benign, emphasizing protection against unauthorized actors (Carlini et al., 2023). In contrast, adversarial AI research demonstrates that malicious intent can be embedded within syntactically valid and authorized inputs, particularly in natural language interfaces (Bender et al., 2021). Prompt injection exploits this semantic vulnerability by manipulating instruction hierarchies rather than violating access controls. Similarly, training data poisoning operates within authorized data pipelines, introducing adversarially crafted yet statistically plausible inputs that evade traditional integrity checks (Siva Kumar et al., 2020). Because PCI DSS integrity mechanisms focus on preventing unauthorized modification rather than detecting adversarial manipulation within permitted workflows, these attacks expose a structural conflation of authorization with trustworthiness.
Monitoring and validation mechanisms further illustrate this misalignment. PCI DSS relies on continuous logging and anomaly detection to identify events such as privilege escalation or unauthorized access. However, prompt injection and poisoning attacks often leave no anomalous logs because they do not violate formal policy constraints (Carlini et al., 2023). Additionally, PCI DSS validation processes assume deterministic system behavior and rely on static configuration reviews (Ribeiro et al., 2016). In adaptive AI systems, model behavior evolves through contextual interaction and data exposure, meaning that periodic compliance assessments may fail to capture gradual behavioral compromise (Adebiyi et al., 2026; Mayeke, 2025).
Blind spots also emerge in third-party and shared responsibility contexts. Although PCI DSS includes provisions for managing service provider risk, these are largely contractual rather than technically transparent. AI supply chain research indicates that organizations frequently lack visibility into model training practices, data provenance, and prompt handling within externally managed AI services (Yang et al., 2022). This opacity amplifies poisoning and prompt injection risks in outsourced or cloud-based deployments, suggesting that existing third-party controls are insufficient for intelligent service ecosystems.
Comparative governance analyses reinforce these structural gaps. Emerging frameworks such as the NIST AI Risk Management Framework and the European Union Artificial Intelligence Act incorporate concepts of adversarial robustness, lifecycle governance, and behavioral validation that are largely absent in PCI DSS. Although these instruments are not payment-specific, they recognize threat categories that intersect directly with AI-mediated financial risk (Obsidian Security, 2025). The absence of equivalent controls within PCI DSS indicates a lag between traditional compliance models and contemporary AI threat landscapes.
Finally, AI-specific attacks align with the incentive structures described in security economics research. Attackers rationally exploit vulnerabilities that maximize impact while minimizing detection probability (Al-Shattarat et al., 2025; Zhao et al., 2025). Prompt injection and training data poisoning fit this profile because they leverage trust assumptions and internal workflows rather than technical misconfigurations. This suggests that PCI DSS control gaps stem not only from technical omission but from foundational assumptions about adversary behavior and system failure modes in deterministic infrastructures.
[bookmark: _heading=h.eb36u0bx11bb]Existing AI security frameworks and their limitations for regulated financial data
The rapid expansion of artificial intelligence across critical sectors has led to the development of multiple AI security and governance frameworks aimed at managing risks associated with automated decision-making. Recent initiatives emphasize principles such as trustworthiness, robustness, transparency, and accountability (NIST, 2023). However, although these frameworks provide valuable conceptual guidance, scholars argue that they remain largely abstract and insufficiently operationalized for environments governed by strict regulatory compliance mandates (Abba et al., 2025; Ogunmolu et al., 2026a). In financial systems, security controls must not only mitigate risk but also produce verifiable audit artifacts, creating tension between principle-based AI governance and prescriptive compliance regimes.
The NIST Artificial Intelligence Risk Management Framework exemplifies this tension. Its lifecycle-oriented model addresses sociotechnical risks including bias, explainability, and system reliability, expanding beyond traditional cybersecurity concerns. Nevertheless, researchers note that it lacks enforceable control mappings and measurable validation criteria, limiting its utility in regulated domains that demand auditable evidence of compliance. Similarly, the European Union Artificial Intelligence Act introduces a risk-tiered regulatory structure for high-risk AI systems, including those used in finance (Veale & Borgesius, 2021). Yet critics contend that its emphasis on ethical and societal harms leaves adversarial threat vectors such as data poisoning and prompt manipulation comparatively under-specified (Obrik-Uloho et al., 2026; Ogunmolu et al., 2026b). These limitations suggest that contemporary AI governance instruments prioritize normative guidance over concrete adversarial resilience.
Industry-led AI security proposals reveal comparable constraints. Frameworks such as Microsoft’s AI security architecture emphasize monitoring, anomaly detection, and responsible deployment practices, yet adversarial machine learning research indicates that reactive defenses are often insufficient against stealthy manipulation of training pipelines or legitimate user interfaces (He et al., 2025). Efforts to extend zero trust principles to AI systems likewise encounter conceptual barriers. While zero trust architectures aim to eliminate implicit trust assumptions, probabilistic model behavior complicates notions of authentication and authorization, particularly in financial contexts where AI systems themselves make trust-relevant decisions  (Rose et al., 2020). These examples illustrate the difficulty of translating infrastructure-centric security paradigms into adaptive AI environments.
Structural misalignment becomes more pronounced when AI frameworks are compared with established compliance regimes. Eisenberg et al. (2025) argue that many AI governance frameworks function as overlays rather than replacements for existing standards, resulting in fragmented control structures and overlapping responsibilities. In contrast, standards such as PCI DSS require tightly scoped, auditable controls with clear ownership and accountability. The absence of integrated control mappings between AI governance principles and financial compliance requirements creates gaps at the intersection of intelligent systems and regulated data protection.
Auditability further complicates this landscape. Mittelstadt observes that transparency and accountability are frequently invoked as guiding principles without specifying how they can be objectively assessed or evidenced. In regulated financial environments, the inability to demonstrate model integrity, robustness, and data lineage undermines compliance credibility, especially when adversarial manipulation does not generate conventional security alerts. Moreover, data-centric risks remain insufficiently emphasized. Sambasivan et al. (2021) highlight that failures in data governance are a primary source of AI system vulnerability, yet many frameworks focus disproportionately on model-level evaluation rather than data provenance and lifecycle controls. This imbalance is particularly problematic in financial systems where data protection obligations are central to regulatory oversight.


3.	Methodology

This study employed a fully quantitative, multi-phase research design to examine the structural misalignment between artificial intelligence (AI) threat vectors and PCI DSS control architecture, and to validate a PCI DSS-aligned AI security framework. The methodological structure was sequential and integrative, combining experimental simulation, probabilistic modeling, compliance gap quantification, and structural equation modeling to ensure empirical continuity across all research objectives.

To evaluate the integrity degradation of AI systems under adversarial manipulation, a controlled experimental simulation was conducted. A baseline convolutional neural network classifier was trained under clean conditions and subsequently retrained using progressively poisoned training distributions. The poisoning rate was operationalized as:

Integrity degradation resulting from poisoning was quantified as:

AI-driven systems.

To examine whether traditional PCI DSS-aligned controls effectively detect such compromise patterns, a binary logistic regression model was estimated. The dependent variable represented breach detection status (Detected=1, Undetected=0), while independent variables captured failure conditions in access control, logging integrity, third-party involvement, and data integrity management. The logistic model was specified as:


where p denotes the probability of breach detection. Odds ratios were derived using:


The explicit compliance gap was derived as:

undercoverage and enabled direct comparison of threat-specific governance asymmetries.

Finally, to validate the proposed PCI DSS-aligned AI security framework, a covariance-based Structural Equation Model (SEM) was estimated. The structural model examined the direct influence of preventive, detective, and corrective control dimensions on AI risk reduction and was specified as:

epresents standardized path coefficients and ζ represents residual variance.

Measurement validity was assessed using standardized factor loadings (λ), composite reliability (CR), and average variance extracted (AVE). Composite reliability was calculated as:

mparative Fit Index (CFI), Root Mean Square Error of Approximation (RMSEA), and Standardized Root Mean Square Residual (SRMR).

4.	Results and Discussion
Objective 1: Identify and classify prompt injection and training data poisoning techniques affecting AI components in PCI-relevant financial workflows.
A controlled quantitative experimental design was adopted to evaluate the behavioral and structural impact of training data poisoning on model integrity. The assessment focused on global model degradation metrics and targeted exploit success rates to determine the extent to which latent compromise can persist despite near-normal aggregate performance indicators.

Table 1: Model Performance Under Progressive Poisoning
	Poison Rate (%)
	Accuracy (%)
	Accuracy Drop (%)
	F1-score (%)
	ASR (%)

	0
	90.8
	0.0
	90.5
	0.0

	1
	89.9
	0.9
	89.7
	41.3

	5
	86.2
	4.6
	85.8
	78.6

	10
	80.4
	10.4
	79.9
	93.4


Table 1 demonstrates that minimal poisoning produces limited observable global degradation while simultaneously generating substantial increases in targeted exploit success. At a 5% poisoning rate, overall accuracy declines modestly, yet attack success exceeds 75%, indicating significant latent behavioral compromise.
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Figure 1. Escalation of Targeted Compromise Under Training Data Poisoning
As illustrated in Figure 1, attack success rate increases nonlinearly relative to poisoning intensity. The expanding bubble magnitude further reflects the acceleration of structural degradation as poisoning scales.
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Figure 2. Divergence Between Global Degradation and Targeted Exploit Success
Figure 2 highlights the divergence between global performance degradation and targeted exploit effectiveness. The widening separation between the two curves demonstrates that conventional accuracy monitoring fails to capture embedded adversarial manipulation.
The empirical evidence indicates that even limited poisoning can generate disproportionate targeted vulnerability while maintaining statistically acceptable global performance metrics. This behavioral asymmetry reinforces the structural concern that AI-driven financial workflows may remain operationally functional yet strategically compromised within compliance-validated environments.
Objective 2: Evaluate the effectiveness of existing PCI DSS controls in detecting and mitigating AI-related compromise patterns.
A binary logistic regression model was employed to estimate the likelihood of breach detection under varying control failure conditions. The analysis examined the relationship between control breakdowns and the probability that incidents were successfully detected within regulated financial environments.
Table 2: Logistic Regression Predicting Detection Outcome
	Variable
	β
	Odds Ratio
	p-value

	Access Control Failure
	-0.318
	0.73
	0.010

	Logging Failure
	-1.427
	0.24
	<0.001

	Third-Party Involvement
	-1.103
	0.33
	<0.001

	Data Integrity Compromise
	-0.611
	0.54
	<0.001


Table 2 indicates that Logging Failure exerts the strongest negative influence on detection likelihood (OR = 0.24, p < .001), followed by Third-Party Involvement (OR = 0.33, p < .001). Data Integrity Compromise also significantly reduces detection probability (OR = 0.54, p < .001), while Access Control Failure shows a comparatively smaller effect (OR = 0.73, p = .010).
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Figure 3. Odds Ratios for Detection Outcome
Figure 3 illustrates the relative suppression effect of each control failure on breach detection. All predictors fall below the neutrality threshold (OR = 1), confirming that control degradation significantly reduces detection likelihood. The magnitude of deviation demonstrates the dominant role of logging integrity in traditional detection architectures.
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Figure 4. Decline in Detection Probability with Compounding Control Failures
Figure 4 demonstrates a nonlinear decline in predicted detection probability as multiple control failures accumulate. Detection probability decreases from approximately 70% under intact controls to below 10% when all failure conditions are present, indicating compounding vulnerability within compliance-based detection frameworks.
The findings indicate that while PCI DSS-aligned logging and monitoring controls remain critical for detecting conventional system violations, detection effectiveness diminishes substantially when compromise involves integrity manipulation and third-party ecosystems. This pattern reflects structural sensitivity within deterministic control environments when exposed to AI-mediated threat dynamics.
Objective 3: Map AI threats to PCI DSS control domains and quantify explicit control gaps.
A quantitative gap scoring index was constructed to evaluate the degree to which PCI DSS v4.0 control domains explicitly or implicitly address AI-specific threats, including prompt injection and training data poisoning. Each domain was evaluated and aggregated to compute threat-specific coverage indices.
Table 3: Domain-Level AI Threat Coverage Scores
	PCI DSS Domain
	Prompt Injection Coverage (%)
	Data Poisoning Coverage (%)

	Network Security
	50
	50

	Secure Configuration
	50
	50

	Stored Data Protection
	0
	50

	Transmission Encryption
	0
	0

	Anti-Malware
	0
	0

	Secure Development
	50
	100

	Access Control
	50
	50

	Authentication
	0
	0

	Logging & Monitoring
	50
	50

	Vulnerability Management
	0
	50

	Incident Response
	50
	50

	Service Provider Governance
	50
	50


Table 3 shows that coverage for prompt injection remains limited across most domains, while data poisoning receives comparatively broader but still incomplete treatment.
Table 4: Aggregate AI Threat Coverage Indices
	Threat Type
	Coverage Score (%)
	Explicit Gap (%)

	Prompt Injection
	33.3
	66.7

	Training Data Poisoning
	50.0
	50.0


Table 4 indicates that PCI DSS addresses approximately one-third of prompt injection risks and one-half of data poisoning risks, revealing substantial explicit governance gaps.
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Figure 5. Comparative Radar of AI Threat Coverage Across PCI DSS Domains
Figure 5 visually demonstrates the structural asymmetry between prompt injection and data poisoning coverage. The narrower area for prompt injection reflects systematic underrepresentation within PCI DSS domains.
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Figure 6. Domain-Level Coverage Gap Magnitude
Figure 6 illustrates coverage deficits by domain, where larger vertical differentials reflect greater governance blind spots. Several domains exhibit maximal gaps for prompt injection, reinforcing the misalignment between AI behavioral risks and perimeter-oriented compliance controls.
The quantitative indices and visual analysis demonstrate that while PCI DSS provides foundational data protection controls, its architecture remains predominantly oriented toward deterministic system threats rather than adaptive AI-specific manipulation. This measurable asymmetry provides empirical grounding for the structural compliance gap identified in prior objectives.
Objective 4: Design and validate a PCI DSS-aligned AI security framework.
A Structural Equation Modeling (SEM) approach was employed to evaluate the explanatory strength of the proposed PCI DSS-aligned AI security framework. The structural model assessed the influence of Preventive, Detective, and Corrective control dimensions on AI Risk Reduction within regulated financial environments.
Table 5: Confirmatory Factor Analysis Results
	Latent Construct
	Indicator
	Standardized Loading (λ)

	Preventive Controls
	Data Provenance Validation
	0.82

	Preventive Controls
	Prompt Filtering Mechanism
	0.79

	Preventive Controls
	Secure Model Training Governance
	0.87

	Detective Controls
	Behavioral Drift Monitoring
	0.76

	Detective Controls
	Integrity Anomaly Detection
	0.83

	Detective Controls
	Audit Trace Expansion
	0.72

	Corrective Controls
	Model Rollback Capability
	0.81

	Corrective Controls
	Incident Containment Protocol
	0.85

	Corrective Controls
	Adaptive Re-Training Controls
	0.78

	AI Risk Reduction
	Reduced Exploit Persistence
	0.88

	AI Risk Reduction
	Lower Attack Success Rate
	0.91

	AI Risk Reduction
	Improved Detection Stability
	0.86


Table 5 demonstrates strong construct validity, as all standardized loadings exceed 0.70, indicating reliable representation of each latent construct.
Table 6: Structural Path Estimates
	Structural Relationship
	Standardized Coefficient (γ)
	p-value

	Effect of Preventive Controls on AI Risk Reduction
	0.61
	<0.001

	Effect of Detective Controls on AI Risk Reduction
	0.38
	<0.001

	Effect of Corrective Controls on AI Risk Reduction
	0.29
	0.004



Table 6 indicates that Preventive Controls exert the strongest influence on AI Risk Reduction (γ = 0.61, p < .001), followed by Detective Controls (γ = 0.38, p < .001) and Corrective Controls (γ = 0.29, p = .004).
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Figure 7. Structural Path Strengths Predicting AI Risk Reduction
Figure 7 illustrates the relative magnitude of structural effects, highlighting the dominant contribution of preventive governance mechanisms in reducing AI-mediated risk.
[image: ]
Figure 8. Explained Variance (R²) for AI Risk Reduction
Figure 8 demonstrates that the integrated framework explains 74% of the variance in AI Risk Reduction outcomes (R² = 0.74), indicating substantial explanatory power within PCI DSS-aligned financial environments.
The structural results reinforce the empirical progression established across prior objectives, demonstrating that lifecycle-oriented preventive controls provide the most substantial reduction in AI-specific financial risk, while detective and corrective controls contribute complementary stabilizing effects.
Discussion 
The findings of this study provide empirical confirmation of the structural concerns articulated in the introduction and literature review, namely that artificial intelligence introduces failure modes that extend beyond the deterministic assumptions embedded in PCI DSS. Across all four objectives, the results consistently demonstrate that prompt injection and training data poisoning undermine financial systems in ways that remain partially invisible to traditional compliance-oriented controls.
The experimental evidence presented in Table 1 and Figures 1 and 2 substantiates prior adversarial machine learning research indicating that poisoning attacks can preserve global performance metrics while embedding targeted vulnerabilities (Jagielski et al., 2021; Goldblum et al., 2022). Notably, at a 5% poisoning rate, accuracy declines modestly while attack success exceeds 75%, revealing a pronounced divergence between aggregate reliability and targeted exploitability. This empirical asymmetry directly supports arguments advanced by Wang et al. (2022) and Kure et al. (2025) that model integrity cannot be inferred solely from overall accuracy. More importantly, within the financial context described in the introduction, this divergence implies that AI-driven fraud detection or authorization systems may remain operationally acceptable under audit metrics while simultaneously exhibiting systematic behavioral compromise. The structural implication is that compliance validation grounded in performance stability does not equate to adversarial robustness.
The logistic regression results in Table 2 and the probability patterns illustrated in Figures 3 and 4 further reinforce this concern. While logging integrity emerges as the strongest predictor of breach detection, the magnitude of suppression effects associated with third-party involvement and data integrity compromise suggests that detection effectiveness diminishes precisely in contexts where AI supply chains and model governance are most relevant. This finding aligns with the critique advanced by Singer and Friedman (2014) and Kshetri and Loukoianova (2022), who argue that PCI DSS is optimized for perimeter and credential-based threats. The nonlinear decline in detection probability as failures compound indicates that compliance-based architectures exhibit fragility when confronted with integrity-centered compromise rather than overt intrusion. Moreover, the statistical insignificance of conventional access failure relative to logging degradation emphasizes the findings of previous studies that AI threats frequently operate within authorized channels (Bender et al., 2021). Consequently, the empirical results support the contention that prompt injection and poisoning exploit trust assumptions rather than authentication weaknesses, thereby evading controls designed for unauthorized access scenarios.
The compliance gap analysis presented in Tables 3 and 4 and visualized in Figures 5 and 6 provides quantitative substantiation for the structural misalignment discussed in the literature review. With only 33.3% coverage for prompt injection and 50% for data poisoning, PCI DSS demonstrates measurable underrepresentation of AI-specific threats. The near-zero coverage in domains such as encryption, anti-malware, and authentication is particularly instructive. These domains are foundational to traditional cybersecurity, yet they offer little defense against semantic manipulation or lifecycle-level data corruption. This outcome echoes Ribeiro et al. (2016), who emphasize the probabilistic and context-dependent behavior of machine learning systems, as well as Raji et al. (2022), who highlight the absence of adversarial robustness constructs in PCI DSS relative to newer AI governance frameworks. Importantly, the narrower radar distribution for prompt injection compared to data poisoning suggests that instruction-layer manipulation is even less represented within existing compliance architecture, thereby confirming the theoretical assertion that PCI DSS implicitly conflates authorization with trustworthiness.
The structural equation modeling results extend these insights by demonstrating that lifecycle-oriented preventive controls exert the strongest influence on AI risk reduction, as shown in Table 6 and Figure 7. The standardized coefficient of 0.61 for preventive mechanisms, coupled with an R² of 0.74 in Figure 8, indicates that the majority of variance in AI risk reduction can be explained by governance interventions focused on data provenance validation, secure model training, and prompt filtering. This finding is consistent with Oprea et al. (2022), who argue that systemic data governance provides more durable protection than reactive defenses. Furthermore, the comparatively lower coefficients for detective and corrective controls reinforce the empirical narrative established in Objective 2: detection and remediation remain necessary but insufficient when preventive lifecycle safeguards are absent. In other words, once adversarial behavior becomes embedded within model parameters or contextual inference processes, subsequent monitoring cannot fully neutralize structural compromise.
Collectively, the findings challenge the deterministic control philosophy historically embedded in PCI DSS. Whereas the standard presumes that threats manifest through observable boundary violations, the evidence presented here demonstrates that AI threats often materialize through behavioral deviation within legitimate operational channels. This distinction is central. It suggests that the locus of financial data protection must expand from static configuration validation toward dynamic lifecycle governance encompassing training data integrity, model interpretive boundaries, and third-party AI transparency. 

5.	Conclusion and Recommendations
The study demonstrates that prompt injection and training data poisoning materially compromise AI-enabled financial systems while remaining partially undetected within PCI DSS–validated environments. Experimental results confirm that targeted exploit success can escalate despite modest global performance degradation, while regression findings reveal declining detection probability under integrity and third-party control failures. The quantified coverage gaps further establish that PCI DSS inadequately encodes AI-specific threat categories, particularly instruction-layer manipulation. Structural modeling shows that lifecycle-oriented preventive governance significantly reduces AI risk exposure. Collectively, the evidence indicates that compliance grounded in deterministic system assumptions is insufficient for adaptive AI-driven infrastructures. In light of these findings, targeted regulatory and operational recalibration is required.
1. PCI Security Standards Council should incorporate explicit AI lifecycle governance controls addressing data provenance, prompt handling, and adversarial robustness within PCI DSS revisions.
2. Financial institutions should implement preventive validation mechanisms across training and inference pipelines to mitigate latent compromise.
3. Regulators should mandate auditable AI integrity monitoring integrated with logging frameworks.
4. Service providers should adopt transparent AI supply chain verification protocols to reduce third-party exposure.
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Figure 1. Escalation of Targeted Compromise Under Training Data Poisoning
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Figure 2. Divergence Between Global Degradation and Targeted Exploit Success
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