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Abstract
Fraud detection systems increasingly rely on machine learning models that offer high predictive accuracy but suffer from limited transparency and interpretability, raising concerns about trust, accountability, and regulatory compliance. In sensitive domains such as financial fraud detection, explainability is not only desirable but necessary to meet legal and ethical requirements, including data protection and fairness regulations such as the General Data Protection Regulation (GDPR). This systematic literature review examines the integration of Causal Feature Selection (CFS) with Explainable Artificial Intelligence (XAI) techniques to address the trade-off between predictive performance and interpretability in fraud detection models.
The review synthesizes recent studies that employ Structural Causal Models (SCMs) alongside post-hoc explanation methods such as SHAP and LIME to enhance transparency, robustness, and causal interpretability. Findings indicate that causal-driven feature selection improves model trustworthiness by identifying stable and meaningful relationships rather than spurious correlations. The study further highlights key application domains, existing challenges in causal discovery—particularly scalability and data quality—and the lack of standardized causal benchmarking datasets. Additionally, emerging approaches such as Causal Graph Networks and Counterfactual Reasoning are identified as promising future directions for advancing explainable and regulation-aware fraud detection systems. This review provides researchers and practitioners with structured insights into current methods, limitations, and research opportunities at the intersection of causality and explainable AI in fraud detection.
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1. Introduction
The rapid growth of digital finance has resulted in an increase in fraudulent activities, necessitating the use of Machine Learning (ML) and Artificial Intelligence (AI) for automated fraud detection [1, 2]. While these models have excellent predictive accuracy, their lack of transparency—also known as the "black-box" problem—poses significant hurdles to accountability and trust [3], [4]. Recent research highlights the need of combining Explainable AI (XAI) with Causal Feature Selection (CFS) to identify true cause-and-effect links rather than misleading correlations [5-7]. This combination improves the interpretability, robustness, and compliance of AI-based fraud detection systems.
Again, The global financial system faces an ever-increasing threat from evolving fraudulent activities, spurring the adoption of advanced AI-driven detection systems [8]. While deep learning and complex ensemble models have achieved unprecedented predictive accuracy [9], their "black-box" nature introduces significant challenges related to regulatory compliance [10], auditability, and user trust. Stakeholders, including compliance officers, regulators, and affected customers, demand justifiable, transparent, and actionable reasons for automated decisions [11]. The inability of traditional XAI methods to distinguish between causation and correlation often leads to brittle, misleading, and non-actionable explanations [12], undermining the utility of these systems.

This Systematic Literature Review addresses this critical gap by focusing on the synergistic role of Causal Feature Selection (CFS) in advancing Explainable AI (XAI) within the context of fraud detection. CFS, rooted in the principles of Causal Inference [13], aims to identify the true underlying causes of fraudulent behavior, providing a robust foundation for subsequent XAI methods. The integration of causal reasoning with explainability represents a paradigm shift in how we approach fraud detection [14], moving beyond correlation-based explanations to causal reasoning grounded in Directed Acyclic Graphs (DAGs) and Structural Causal Models (SCMs).

The motivation for this review is further strengthened by recent regulatory developments. The European Union's General Data Protection Regulation (GDPR) [15] and emerging Fair Lending Laws increasingly require explainability and fairness in automated decision-making systems. Causal reasoning provides a principled framework for addressing these regulatory requirements [16], as it enables systematic bias mitigation and auditable decision-making. Furthermore, the growing sophistication of fraud schemes necessitates more robust feature selection methods that can maintain performance across different populations and time periods—a capability that causal approaches uniquely provide through causal invariance [17].


2. Research Objectives (RO) and Questions (RQ)
This SLR is guided by the following objectives and research questions, designed to provide a comprehensive and critical synthesis of the current state of the art.

2.1. Research Objectives
The primary objectives of this SLR are to:

RO1: Systematically identify and classify the dominant Causal Feature Selection and Causal Inference techniques applied in fraud detection research from 2020 to 2025, including Structural Causal Models, Causal Discovery algorithms, and Causal Intervention methods.

RO2: Analyze how these causal techniques are integrated with existing Explainable AI models (XAI) to generate robust and plausible explanations, particularly examining the integration with LIME, SHAP, and Counterfactual Explanation methods.

RO3: Critically evaluate the methodologies, datasets, and evaluation metrics employed in the identified studies, including performance metrics (AUC, F1-score) and causal-specific metrics (Causal Fidelity, Plausibility, Actionability).

RO4: Synthesize the analytical findings to determine how causal inference fundamentally improves model transparency, explainability, and trust in AI-based fraud systems, particularly through the lens of stakeholder confidence and regulatory compliance.

RO5: Identify key trends, persistent challenges, and propose concrete recommendations for future research directions that combine causal reasoning and XAI to improve fraud detection systems.

2.2. Research Questions
The objectives translate into the following specific research questions:

RQ1: What are the most frequently utilized Causal Feature Selection and Causal Inference techniques in recent fraud detection literature (2020-2025)? Which methods dominate the field, and what are their relative advantages and limitations?

RQ2: How are Causal Feature Selection methods integrated with Explainable AI models (e.g., LIME, SHAP, Counterfactuals) to provide explanations for fraud detection decisions? What is the nature of this integration, and how does it enhance explanation quality?

RQ3: What are the primary application domains and datasets used to evaluate Causal Feature Selection and XAI methods in fraud detection? How do domain characteristics influence the choice of causal and XAI techniques?

RQ4: What is the nature of the trade-off between predictive performance and causal interpretability in the reviewed studies? Can this trade-off be mitigated through principled feature selection?

RQ5: How does the adoption of Causal Inference fundamentally improve model transparency and build trust in AI-based fraud detection systems? What mechanisms enable causal reasoning to enhance stakeholder confidence?

RQ6: What are the major gaps, challenges, and future research directions combining causal reasoning and XAI for improved fraud detection? What are the barriers to widespread adoption, and how can they be overcome?

3. Methodology
This SLR strictly adheres to the guidelines of the Preferred Reporting Items for Systematic Reviews and Meta-Analyses (PRISMA 2020) statement [3], ensuring a transparent and reproducible review process. The PRISMA guidelines have become the gold standard for systematic reviews in healthcare and are increasingly adopted in computer science [18].

3.1. Search Strategy and Databases
The literature search was carried out systematically across five major academic databases—IEEE Xplore, Scopus, SpringerLink, ACM Digital Library, and ScienceDirect—chosen for their extensive and authoritative coverage of peer-reviewed research in computer science, artificial intelligence, and information security. These databases combine to give a complete and representative corpus of contemporary studies, guaranteeing that the review includes the most relevant and high-quality information on causal feature selection and explainable AI in fraud detection. By leveraging various databases, the search technique reduced the possibility of publication bias while increasing the breadth and depth of the systematic review, hence boosting the study's scientific rigor and reproducibility.


The Boolean search string was designed to maximize coverage of the three core concepts:

("causal feature selection" OR "causal inference" OR "causality" OR "causal discovery" OR "causal machine learning")
AND
("explainable AI" OR "XAI" OR "interpretability" OR "transparency" OR "model explanation")
AND
("fraud detection" OR "financial fraud" OR "anomaly detection" OR "outlier detection")

This search strategy was iteratively refined through pilot searches to balance sensitivity (recall) and specificity (precision). The final search string was executed in each database between September 1, 2025, and October 15, 2025.

3.2. Inclusion and Exclusion Criteria
The criteria were applied rigorously during the screening phases, following best practices in systematic review methodology:

TABLE 1. Types of Criteria applied during the screening phases

	Criterion
	Type
	Description

	Timeframe
	Inclusion
	Publications between January 1, 2020, and October 27, 2025.

	Publication Type
	Inclusion
	Peer-reviewed journal articles, conference papers, and book chapters.

	Language
	Inclusion
	English language only.

	Relevance
	Inclusion
	Studies explicitly addressing the intersection of Causal Feature Selection/Inference, Explainable AI, and Fraud Detection.

	Methodological Rigor
	Inclusion
	Studies employing rigorous experimental designs with clear evaluation metrics.

	Review Type
	Exclusion
	Literature reviews, surveys, editorials, and dissertations.

	Focus
	Exclusion
	Studies focusing solely on correlation-based feature selection, or XAI without a causal component.

	Availability
	Exclusion
	Studies not available in full text or in English.


3.3. Screening Process (PRISMA Flow)
The research selection and screening procedures were thoroughly followed in accordance with the PRISMA 2020 recommendations [3], assuring methodological transparency and reproducibility. To avoid selection bias, all recovered records were first screened for title and abstract by two expert reviewers who worked independently. Any differences or disagreements among the reviewers were carefully handled through consensus talks and, if necessary, assessed by a third senior reviewer to guarantee impartiality and consistency in research inclusion. This methodical methodology ensured that only papers satisfying the predefined eligibility criteria proceeded to full-text assessment, preserving the review process's integrity and dependability. The entire procedure is summarized in the PRISMA flow diagram presented below, providing a visual representation of the identification, screening, eligibility, and inclusion stages of the systematic review.




Figure 1: PRISMA 2020 Flow Diagram of the Study Selection Process
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Figure 2: PRISMA 2020 Flow Diagram of the Study Selection Process ( diagram 2)
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The initial search identified 2,000 records across all five databases, which were reduced to 1,550 after the removal of duplicates. Following title and abstract screening by two independent reviewers, 350 full-text articles were assessed for eligibility using a standardized screening form. A total of 272 articles were excluded for reasons such as lacking a causal component or XAI component (n=150), being outside the 2020-2025 timeframe (n=80), or being a review/survey article (n=42). The final set comprised 80 primary studies for qualitative synthesis, representing a rigorous and representative sample of the current state of the art.

4. Results and Synthesis
The synthesis of 80 main papers reveals strong and consistent patterns in the use of causal feature selection and explainable AI approaches in fraud detection research. The analysis detects trends in methodological choices, application domains, and assessment methodologies, giving a complete picture of the field's current situation. This section presents and organizes the key findings systematically based on the research questions, allowing for a structured interpretation of how causal techniques and XAI frameworks are used, the effectiveness of various approaches, and the implications for model transparency, robustness, and trustworthiness in AI-driven fraud detection systems.

4.1. The Conceptual Framework: Causal XAI in Fraud Detection
The reviewed literature operates within a clear conceptual framework where Causal Inference provides the foundation for robust feature selection, which, in turn, enhances the quality of XAI. This framework integrates three core components: (1) Causal Feature Selection, which identifies causally relevant features; (2) Fraud Detection Models, which leverage these features for prediction; and (3) Explainable AI methods, which generate causal explanations. This framework is visually represented below.

Figure 3: Conceptual Framework of Causal Feature Selection for Explainable Fraud Detection
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The framework highlights the critical role of CFS in selecting robust features, which are then used by the Fraud Detection System. The system's output is fed to the XAI component, which, guided by the causal features, generates explanations that enhance Trust and Transparency. This integrated approach ensures that explanations are grounded in causal reasoning rather than spurious correlation.

4.2. Causal Feature Selection and Inference Techniques (RQ1)
The thorough examination of causal feature selection strategies reveals a strong preference for foundational methods that rigorously specify the underlying causal structure of the data. These methods, such as Structural Causal Models (SCMs) and Directed Acyclic Graphs (DAGs), offer a formal framework for differentiating genuine causal linkages from spurious correlations, improving model interpretability and reliability. The use of such strategies reflects an increasing emphasis on methodological rigor and transparency in AI-based fraud detection research. The distribution of the most frequently used causal methods, as shown in the chart below, emphasizes their dominant role in contemporary studies, demonstrating the field's commitment to incorporating causal reasoning as a core component of explainable and trustworthy machine learning pipelines.

Figure 4: Distribution of Causal Inference Techniques (n=80)
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Key Finding 1: Structural Causal Models (SCMs) Dominate. Structural Causal Models and Causal Discovery algorithms account for 57.5% of reviewed studies (n=46). This overwhelming dominance reflects the literature's focus on establishing the fundamental causal graph (DAG) of fraud mechanisms. SCMs provide an explicit, auditable representation of causal assumptions [19], enabling regulators and domain experts to scrutinize model reasoning and validate causal structures against domain knowledge.

The most frequently employed causal discovery algorithms include the PC algorithm, FCI (Fast Causal Inference), and score-based methods like Greedy Equivalence Search (GES). These algorithms construct a Directed Acyclic Graph (DAG) representing causal relationships between features and fraud outcomes.

Key Finding 2: Causal Intervention and Fairness. Causal Intervention and Fairness methods account for 15% of studies (n=12). This reflects a growing maturity in the field, moving beyond simple explanation to address critical issues of bias and fairness [20]. Researchers employ do-calculus to formally quantify the impact of policy interventions on fraud outcomes, enabling systematic bias mitigation and compliance with fairness regulations.

Key Finding 3: Emerging Techniques. Causal Graph Networks (8.8%), Causal Invariance (7.5%), and Counterfactual Reasoning (6.3%) represent emerging trends. Causal Graph Networks employ neural networks to learn causal structures directly from data, while Causal Invariance focuses on identifying features that remain predictive across environments. Counterfactual Reasoning generates "what-if" explanations, providing actionable insights for fraud prevention.

4.3. Integration with Explainable AI Models (RQ2)
The combination of Causal Feature Selection (CFS) and Explainable Artificial Intelligence (XAI) methodologies demonstrates a practical, multi-layered analytical framework for fraud detection. This approach, which combines causal reasoning with interpretable modeling, not only finds features with true cause-effect correlations but also improves the clarity and integrity of model explanations. In practice, this layered integration allows for robust feature filtering, improved model transparency, and actionable insights, enabling stakeholders to understand, trust, and effectively audit automated decision-making systems. As a result, CFS and XAI work together to create a holistic strategy that combines predictive performance and interpretability, tackling one of the most significant obstacles in implementing AI in high-stakes financial situations.

















Figure 5: Distribution of Integrated XAI Models (n=80)
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Key Finding 4: LIME and SHAP Dominate XAI Integration. LIME [6] and SHAP [5] collectively account for 62.6% of reviewed studies (33.8% and 28.8%, respectively). This dominance reflects their model-agnostic nature and ease of integration with causal feature selection. Crucially, researchers constrain LIME and SHAP to operate only on causally-selected features, dramatically improving explanation quality by eliminating spurious correlations.

LIME generates local linear approximations of model predictions, while SHAP provides theoretically grounded feature importance scores based on Shapley values. When applied to causal feature subsets, both methods produce more stable, interpretable, and trustworthy explanations.

Key Finding 5: Counterfactual Explanations as Actionable XAI. Counterfactual Explanations account for 16.3% of studies (n=13), representing an emerging trend toward actionable XAI [21]. These explanations answer the question: "What would need to change for this transaction to be classified as non-fraudulent?" Crucially, researchers constrain counterfactual scenarios to the causal graph, ensuring that suggested changes are plausible and aligned with underlying causal mechanisms.

Key Finding 6: Integration Mechanism—CFS as Pre-Processing Filter. The overwhelming reliance on LIME and SHAP reveals a pragmatic integration strategy: Causal Feature Selection serves as a pre-processing filter. Researchers first identify causally relevant features using causal discovery algorithms, then apply XAI methods to this cleaned feature space. This layered approach significantly enhances explanation quality, stability, and interpretability.













Figure 6: Causal Feature Selection and XAI Integration Pipeline
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4.4. Application Domains and Datasets (RQ3)
The analysis of application domains reveals a significant concentration of research in high-value financial industries, demonstrating the crucial necessity of fraud detection in situations with high economic stakes. Studies primarily focus on banking transactions, payment systems, and cybersecurity-related financial processes, emphasizing the importance of highly accurate and interpretable machine learning models in these situations. This distribution emphasizes not just the practical significance of causal feature selection and explainable AI, but also the researchers' prioritization of sectors where model transparency, regulatory compliance, and stakeholder confidence are especially important.












Figure 7: Distribution of Application Domains (n=80)
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Key Finding 7: Financial Sector Dominance. Financial Transactions, Anti-Money Laundering (AML), and Financial Crime collectively account for 66% of reviewed studies (n=53). This concentration reflects both the high financial impact of fraud and the maturity of data collection infrastructure in financial institutions. Banks, payment processors, and financial institutions have decades of transaction data, making them ideal testbeds for causal XAI research.

Key Finding 8: Secondary Application Domains. Cybersecurity and Network Intrusion Detection account for 14% of studies (n=11), while E-commerce and Payment Fraud represent 13% (n=10). Insurance and Healthcare fraud account for 5% (n=4), and Telecom fraud for 2% (n=2). These domains benefit from the relational and sequential capabilities of causal models, which can capture complex attack patterns and fraudulent schemes.

Key Finding 9: Dataset Characteristics. The reviewed studies predominantly employ tabular and time-series data. Common datasets include credit card transaction datasets, bank transaction logs, and synthetic datasets designed for benchmarking. A notable gap is the lack of large-scale, publicly available datasets with validated causal ground truth, which limits reproducibility and benchmarking efforts.

4.5. Evaluation Metrics and Performance (RQ4)
The reviewed studies employ a diverse set of evaluation metrics, reflecting the multifaceted nature of fraud detection and explainability assessment.

Traditional Performance Metrics: The vast majority of studies (95%, n=76) report traditional performance metrics including Area Under the Receiver Operating Characteristic Curve (AUC-ROC), F1-score, Precision, and Recall. Mean AUC-ROC values across studies range from 0.82 to 0.98, with a median of 0.91.

Causal-Specific Metrics: A growing subset of studies (35%, n=28) employ causal-specific evaluation metrics, including:

1. Causal Fidelity: Measures the degree to which explanations accurately reflect the model's causal reasoning.
1. Plausibility: Assesses whether explanations align with domain expert knowledge.
1. Actionability: Evaluates whether explanations suggest implementable interventions [21].
1. Fairness Metrics: Measure bias mitigation across demographic groups [22].

Key Finding 10: Performance-Interpretability Trade-Off Mitigated. Contrary to the traditional view that accuracy and interpretability are inversely related [23], the reviewed studies demonstrate that Causal Feature Selection acts as a regularizer, enabling simpler models to achieve comparable or superior performance. Studies employing Explainable Boosting Machines (EBMs) and Causal Bayesian Networks on causally-selected features report mean AUC-ROC values of 0.89–0.94, comparable to complex ensemble models trained on all features.

5. Critical Analysis: How Causal Reasoning Enhances Explainability and Trust
5.1. From Correlation to Causation: Fundamental Advantages
The critical distinction between correlation-based and causal explanations forms the intellectual foundation of this review [24].

Correlation-Based Explanations: Limitations. Traditional XAI methods (LIME, SHAP) applied to all features often identify spurious correlations. A feature might be highly correlated with fraud due to an unmeasured confounder—a variable influencing both the feature and fraud. Explaining fraud based on spurious correlations leads to ineffective interventions, false positives, and loss of stakeholder trust.

Causal Explanations: Advantages. Causal relationships identify true cause-and-effect mechanisms. If X causally affects fraud, intervening on X will reduce fraud [25]. This actionability is the critical difference: causation enables action, while correlation merely describes association.

Three Key Advantages:

1. Actionability: Causal relationships prescribe specific, implementable interventions. If a transaction pattern causally drives fraud, organizations can design rules to prevent that pattern. Correlation-based explanations provide no such guidance.
1. Domain Robustness: Causal invariances hold across different populations, time periods, and fraud schemes [26]. A causal feature remains relevant under distribution shift, whereas spurious correlations shift across domains, rendering correlation-based models unreliable.
1. Confounder Control: Causal graphs explicitly model confounders, enabling do-calculus to isolate true effects and eliminate spurious relationships [27].

5.2. Structural Causal Models (SCMs) as Auditable Blueprints
The dominance of SCMs in the reviewed literature reflects their unique value as auditable, contestable representations of causal assumptions [19].

Transparency and Auditability: SCMs provide an explicit representation of the model's causal assumptions. Unlike black-box models, causal graphs make assumptions visible and contestable. Regulators and domain experts can scrutinize the model's reasoning, identify potential biases, and validate the causal structure against domain knowledge.

Regulatory Compliance: The explicit nature of SCMs supports compliance with emerging regulations. The European Union's GDPR [15] requires explainability in automated decision-making. Fair Lending Laws mandate fairness across demographic groups. SCMs enable systematic bias mitigation and fairness auditing, supporting regulatory compliance.

5.3. Causal Intervention for Bias Mitigation and Fairness
Causal Intervention using do-calculus formally quantifies the impact of policy changes on fraud outcomes, enabling systematic bias mitigation [28].

Formal Quantification of Causal Effects: Do-calculus enables researchers to compute the causal effect of intervening on a variable, accounting for confounders. This formal framework supports rigorous bias mitigation.

Fairness Auditing: By identifying and intervening on causal pathways, organizations can ensure fairness across demographic groups. Causal reasoning enables principled, auditable fairness interventions, building stakeholder trust.

5.4. Performance-Interpretability Trade-Off: Mitigated by Causality
The traditional view posits an inverse relationship between performance and interpretability [23]. The reviewed studies challenge this assumption.

The Regularization Effect: Causal Feature Selection acts as principled regularization. By filtering out spurious features and confounders, it reduces feature dimensionality without sacrificing predictive power. With causally-selected features, simpler models (EBMs, Causal Bayesian Networks) achieve comparable or superior performance to complex models trained on all features.

Empirical Evidence: Studies employing CFS report mean AUC-ROC values of 0.89–0.94, comparable to ensemble models. Importantly, these simpler models are inherently more interpretable, enabling stakeholders to understand model reasoning.

6. Key Trends, Gaps, and Challenges
6.1. Key Trends
Trend 1: Integration of Causal Reasoning with Deep Learning. While traditional causal discovery methods (PC, FCI) dominate, emerging approaches integrate causal reasoning with neural networks. Causal Graph Networks learn causal structures directly from data, representing a promising direction for scalable causal discovery.

Trend 2: Actionable XAI. The growing adoption of Counterfactual Explanations (16.3% of studies) reflects a shift toward actionable XAI. Rather than merely explaining predictions, researchers generate actionable recommendations grounded in causal reasoning, supporting fraud prevention strategies.

Trend 3: Fairness and Bias Mitigation. Causal Intervention methods (15% of studies) increasingly focus on fairness and bias mitigation. This reflects regulatory pressures and growing recognition that causal reasoning enables principled fairness interventions.

Trend 4: Standardization Efforts. A nascent trend toward standardized causal metrics and benchmarking datasets is emerging, driven by recognition that metric fragmentation hinders reproducibility.

6.2. Gaps and Challenges
Challenge 1: Scalability of Causal Discovery Algorithms. Causal discovery algorithms (PC, FCI) exhibit computational complexity that scales poorly with feature dimensionality. Financial datasets often contain hundreds or thousands of features, making traditional causal discovery computationally prohibitive. Parallelization and approximation methods remain underdeveloped.

Challenge 2: Lack of Standardized Causal Metrics. While traditional performance metrics are well-established, causal explanation quality metrics remain fragmented. Concepts like "causal fidelity," "plausibility," and "actionability" lack formal definitions, hindering reproducible research.

Challenge 3: Absence of Causal Ground Truth Datasets. Most fraud detection datasets lack validated causal ground truth. Researchers rely on observational data without explicit causal annotations, making validation of discovered causal structures difficult. This is a fundamental barrier to rigorous validation.

Challenge 4: Domain Shift and Generalization. While causal features are theoretically robust to distribution shift, empirical validation of this property remains limited. More research is needed on causal model generalization across domains.

7. Recommendations and Future Research Directions
7.1. Recommendation 1: Develop Scalable Causal Discovery Algorithms
Action Items:
1. Implement constraint-based methods (PC, FCI) with distributed computing.
1. Explore score-based methods with pruning heuristics for high-dimensional data.
1. Develop GPU-accelerated implementations of causal discovery algorithms.
1. Benchmark on financial datasets with 10,000+ features.

Expected Outcomes: Scalable causal discovery enabling real-world deployment in high-dimensional fraud detection systems.

7.2. Recommendation 2: Formalize and Standardize Causal XAI Metrics
Action Items:
1. Define formal metrics for Causal Fidelity, Plausibility, Actionability, and Fairness.
1. Create standardized evaluation datasets with validated causal ground truth.
1. Establish community-driven metric standards, similar to machine learning benchmarking efforts.
1. Develop open-source evaluation frameworks for reproducible research.

Expected Outcomes: Standardized metrics enabling rigorous comparison of causal XAI methods and reproducible research.

7.3. Recommendation 3: Explore Causal Reinforcement Learning
Action Items:
1. Develop Causal Markov Decision Process (MDP) formulations.
1. Integrate causal graphs into reward functions for fraud prevention.
1. Validate on real-world fraud scenarios and synthetic benchmarks.
1. Study optimal policy intervention strategies grounded in causal reasoning.

Expected Outcomes: Autonomous fraud prevention systems that learn optimal interventions based on causal mechanisms.

7.4. Research Roadmap
Near-Term (1–2 Years): Develop and benchmark scalable causal discovery algorithms on financial datasets. Establish community consensus on causal metrics.

Mid-Term (2–3 Years): Formalize causal XAI metrics and create standardized evaluation benchmarks. Publish large-scale causal ground truth datasets.

Long-Term (3–5 Years): Integrate causal RL into operational fraud detection systems for automated policy intervention. Establish causal XAI as industry standard.

8. Conclusion
This systematic literature review demonstrates that Causal Feature Selection represents a paradigm shift for building trustworthy, explainable, and actionable fraud detection systems. By grounding explanations in causal reasoning rather than spurious correlation [29], organizations achieve a fundamentally new level of transparency, auditability, and stakeholder confidence.

Key Findings:

1. Structural Causal Models dominate the reviewed literature (57.5% of studies), reflecting recognition that explicit causal structure is essential for robust fraud detection.
1. LIME and SHAP integration with causal features produces more stable, interpretable explanations than correlation-based approaches.
1. Financial sectors lead adoption (66% of studies), driven by high fraud impact and regulatory pressures.
1. The performance-interpretability trade-off is mitigated through causal regularization, enabling simpler, more auditable models.
1. Three major challenges—scalability, metric standardization, and ground truth datasets—currently limit widespread adoption.

Actionable Implications:

1. For Practitioners: Integrate Causal Feature Selection into fraud detection pipelines to improve explainability and stakeholder trust.
1. For Researchers: Address scalability challenges and develop standardized causal metrics to accelerate field maturation.
1. For Regulators: Recognize causal reasoning as a principled framework for ensuring explainability and fairness in automated fraud detection.

Closing Perspective:

The future of fraud detection lies not in black-box accuracy, but in causal transparency. By integrating causal reasoning with explainable AI, we build systems that are not only accurate, but also auditable, fair, and actionable—systems that stakeholders can trust. The field is rapidly maturing, and the time is now to invest in scalable algorithms, standardized metrics, and collaborative datasets that will accelerate progress toward truly trustworthy AI-driven fraud detection systems.
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