Governance Models for Safe Deployment and Fine-Tuning of Generative AI in Enterprise Security and Data Protection 

Abstract
Businesses are quickly implementing generative artificial intelligence in clinical, financial and operational processes. Nonetheless, the systems of governance in regard to safe deployment and fine-tuning are still disjointed. This scoping review mapped research on the empirical evidence of the generative AI governance models in enterprises that deal with sensitive data. The study used a Population-Concept-Context framework to direct the study, and findings were presented in line with the PRISMA-ScR guidelines. A thorough search was performed in IEEE Xplore and the ACM Digital Library between 2015 and 2025, and 18 eligible studies were obtained after a two-step screening.  Most of the researches were launched in the area of regulated healthcare with additional support of banking and enterprise security. Excellent governance centres on lifecycle compliance frameworks which entrench privacy-by-destruction, secure on-premise or federated fine-tuning, and alignment with regulatory obligations. It was found that domain-constrained generation and human persistence were essential to curb errors, bias, and unsafe generation. Post-deployment assurance was based on multi-layered auditing, which involved adversarial testing, expert review, and continuous quality metrics related to escalation pathways. The gaps in the evidence reported are the lack of cross-sectoral comparisons, the lack of prospective evaluations, and poor reporting of failures or near-misses. This research recommends that enterprises and regulators handling sensitive data should mandate board-level AI governance: inventory risks, restrict deployments, and continuously audit for leakage, bias, and drift. 
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1.0 Introduction
1.1 Problem and context/background
Companies in industries are quickly integrating generative artificial intelligence into decision support, customer interaction, software development, and internal knowledge management with little or no adjustment of risk structures in place. The growth has been used to fuel long-standing anxieties about the matter of accountability, transparency, and organisational control of artificial intelligence in businesses (Schneider et al., 2023). In the early phases of study in the area of AI governance, the attention was paid to the high-level principles suggestion and the board responsibility outlining. Nevertheless, with the introduction of advanced large language models, it has become clear that the way in which firms distribute roles, how documents model behaviour, and the way they react to emergent harms have serious flaws (Batool et al., 2025). The most glaring examples of these deficits in governance are in systems that handle sensitive or controlled data where failure may lead to breach of privacy, loss of money or erosion of trust.
The data governance issue is closely connected with the governance one. The idea of trustworthy AI is based on the premise that data flows, access rights and quality cheques are systematically structured (Janssen et al., 2020; Zhang et al., 2022). Nevertheless, most organisations do not have architectural data governance. The problem is also made difficult by the use of generative models, which can gain knowledge based on a wide range of sources, such as proprietary records and external or synthetic corpora. Within the sphere of healthcare, the attempts to agree on a global basis on data and AI regulation highlight the weakness of patient trust and the necessity to prescribe clear stewardship schemes to clinical data and model outputs (Morley et al., 2022). Similar strains can be observed in jurisdictions that struggle with the generative-AI privacy and personal data risk in a national perspective. New protection requirements are needed in such situations, not limited to the old-fashioned consent and anonymisation models, re-identification, secondary use, and cross-border transfers (Ye et al., 2024).
Surveys of technologists have been made which are used to strengthen these anxieties by enumerating privacy hazards in large language models. These risks include leakage of training data, membership inference, and prompt-based sensitive-content extraction (Chen et al., 2025). The literature on cybersecurity proves that the identical models may be used to generate codes, social engineering assistance and automated vulnerability identification, thereby expanding the attack surface of organisations that implement them (Jaffal et al., 2025). Dual-use aspects of AI pose a challenge in terms of establishing the boundaries between the defensive and offensive applications, and therefore, require a form of governance that incorporates the security, privacy, and compliance.
At the same time, business organisations are facing economic and regulatory challenges that hinder the responsible use of AI. AI governance economics assessments indicate that there are trade-offs among strategic advantage, compliance costs, and innovation, with insufficient investment in governance resulting in concealed liabilities and competitive distortions (Kshetri, 2024). The literature on the regulation of AI indicates that the environment of national and industry regulations is developing at an extremely high pace and is becoming more decentralised, as Shetty et al. (2025) record. To adhere to these rules, the firms need to interpret and implement them in the internal controls. Financial services are one area that can be used to exemplify how urgent and challenging self-regulating AI models can be. It can be seen that currently, risk, audit and model-validation functions are grappling with opaque, ever-changing systems (Kurshan et al., 2020). These trends showcase the need to gain an understanding of what governance frameworks can be used to realise safe, ethical implementation and optimization of generative AI in business settings that handle sensitive information. In the case of businesses in industries like healthcare, finance and critical infrastructure, the question is not whether to use generative systems, but how they can be incorporated into governance systems that have proven to mitigate organisational risk.
1.2 Scope of Review
This scoping review examines the extant empirical evidence on how enterprises govern the deployment and fine-tuning of generative artificial intelligence when handling sensitive or regulated data. Utilising a Population–Concept–Context framework, the study focuses on healthcare, finance, the public sector, and other regulated organisations that are implementing large language models or related systems in real-world workflows. The review considers governance structures, compliance architectures, privacy and security controls, and post-deployment monitoring or auditing practices reported between 2020 and 2025. Papers that are purely theoretical, consumer-only, entertainment-based, or non-empirical are excluded to synthesise actionable governance models that can inform policy, standards implementation, and enterprise risk management across diverse sectors worldwide.
1.3 Aim and Specific Objectives
The aim of this study is to identify and synthesise governance models that support secure, privacy-preserving and ethically compliant deployment and fine-tuning of generative artificial intelligence in enterprises handling sensitive data.
Specific Objectives
i. Map and classify reported governance structures, compliance architectures, and technical and organisational controls used to manage generative-AI risks in enterprise settings.
ii. Examine how included studies operationalise privacy, security, bias mitigation and model-security assurance across the deployment and fine-tuning lifecycle, including post-deployment monitoring and auditing.
iii. Identify gaps, challenges and opportunities in current governance practice relative to emerging regulatory and standards frameworks, and to distil implications for enterprise policy and practice.
2.0  Methodology
2.1 Design and Reporting Standards
The present study employed a scoping review design structured by the Population–Concept–Context (PCC) framework in order to map evidence on governance models for the safe deployment and fine-tuning of generative artificial intelligence in enterprises handling sensitive data. The reporting of this study adheres to the Preferred Reporting Items for Systematic Reviews and Meta-Analyses extension for Scoping Reviews (PRISMA-ScR), encompassing the utilisation of a flow diagram and meticulous documentation of screening decisions. No protocol registration was undertaken. As the objective of the study was to describe, classify, and synthesize governance evidence rather than estimate pooled effects, no formal risk-of-bias appraisal was performed. The methodological safeguards encompassed explicit PCC-based eligibility criteria, a two-database search strategy, dual independent screening, and standardised data charting with iterative refinement.
2.2 Eligibility Criteria
The Inclusive PCC criteria captured empirical, real-world enterprise evidence on generative-AI governance, while excluding non-implementation and non-enterprise work. The inclusion criteria for the study encompassed research reports that delineated governance or compliance structures, fine-tuning/deployment controls, or post-deployment monitoring and auditing practices for large language models or associated generative systems in enterprises, with a particular focus on regulated sectors. Table 1 summarises the inclusion and exclusion criteria used in the study.
Table 1. Eligibility criteria according to the PCC framework
	Item
	Inclusion criteria
	Exclusion criteria

	Population
	Enterprises or regulated organizations (e.g., healthcare systems, financial institutions, public-sector agencies, industrial firms) using sensitive or protected data in generative-AI workflows.
	Consumer-only applications; non-enterprise hobby/education uses; entertainment/art/gaming deployments.

	Concept
	Governance models, compliance architectures, or operational controls for safe deployment and/or fine-tuning of generative AI/large language models; frameworks linking ethics with cybersecurity, privacy, bias mitigation, model security, or auditability.
	Theoretical ethics or policy commentary without implementation evidence; purely technical model papers lacking governance or risk-control components.

	Context
	Any enterprise environment globally where sensitive data is handled (including finance, healthcare, insurance, government, critical infrastructure); on-premise, private-cloud, hybrid, or federated settings.
	Contexts not involving sensitive enterprise data or organizational governance (e.g., open consumer chatbots with no enterprise data exposure).

	Study Designs
	Empirical studies, implementation reports, controlled evaluations, case studies, federated-fine-tuning experiments with privacy/security governance, or field pilots reporting governance outcomes.
	Review papers, editorials, letters, protocols without results, opinion pieces, and non-peer-reviewed preprints.

	Outcomes
	
	



	Evidence of mitigation of privacy, bias, or model-security risks; demonstrable compliance adoption; effectiveness of monitoring, red-teaming, or auditing post-deployment; workflow or safety performance indicators.



	Outcomes unrelated to governance or risk assurance (e.g., model performance only with no governance relevance).

	Publication Features
	Peer-reviewed journal articles in English, 2020–2025.
	Preprints, theses, grey literature, non-English, or outside timeframe.



2.3 Information Sources
The search was restricted to peer-reviewed literature indexed in two databases selected for comprehensive coverage of enterprise generative-AI systems, security, and governance: ACM Digital Library and IEEE Xplore. These sources capture the dominant venues for applied large language model deployment, trustworthy artificial intelligence, privacy-preserving machine learning, and enterprise cybersecurity governance. No grey-literature databases were searched; however, standards and regulatory documents (European Union Artificial Intelligence Act, National Institute of Standards and Technology Artificial Intelligence Risk Management Framework, and International Organization for Standardization/International Electrotechnical Commission standards) were used for contextual grounding in the Discussion. The retrieved records were exported to Zotero to facilitate deduplication. This was followed by dual independent screening at the title/abstract and full-text stages, with resolution of any disagreements via consensus.
2.4 Search Strategy
A combination of database-specific strategies was employed, along with the controlled vocabulary where available and free-text terms across PCC elements, with a focus on sensitivity. The application of filters restricted the results to English-language articles that had undergone peer review within the specified timeframe (2015–2025). Search strings were piloted and refined in order to retrieve governance-relevant enterprise deployments and fine-tuning studies.
Table 2. Search string
	Database
	Search String

	ACM Digital Library
	(“generative AI” OR “large language model*” OR LLM OR GPT OR “foundation model*”) AND (governance OR compliance OR “risk management” OR “AI audit*” OR “red team*” OR privacy OR security OR bias) AND (enterprise OR organization* OR “regulated industr*” OR healthcare OR finance OR banking)

	IEEE Xplore
	(“generative artificial intelligence” OR “large language model” OR “foundation model”) AND (governance OR “trustworthy AI” OR “AI risk management” OR auditing OR monitoring OR privacy OR cybersecurity OR “model security” OR jailbreak) AND (enterprise OR healthcare OR finance OR “critical infrastructure”)



2.5 Data Extraction and Synthesis
The data charting process involved the use of a standardised extraction template that had been tested on a subset of studies and refined iteratively. The extracted variables encompassed bibliographic details; sector and enterprise setting; study design and data type; generative-AI model and adaptation route (retrieval-augmented generation, on-premise fine-tuning, federated tuning, prompt governance); governance and compliance controls; monitoring/auditing practices; evaluation metrics; and key outcomes. Synthesis was descriptive and mapping-oriented. The generation of numerical summaries was undertaken for the purpose of conducting a detailed study of the distribution of the study by year, sector, model type and governance mechanism. The narrative thematic synthesis grouped the findings into three governance themes: lifecycle compliance architectures for privacy-preserving deployment and fine-tuning; domain-constrained generation with human oversight; and post-deployment auditing and continuous monitoring. This reflects the scoping objective to classify actionable governance models rather than estimate aggregate effect sizes.
3.0 Results
3.1 Screening and selection.
The database search yielded 247 unique records after removal of 269 duplicates. After title–abstract screening against the eligibility criteria, 80 papers were retained for full-text assessment. Sixty-two papers were excluded at this stage (narrative reviews and other non-empirical formats = 34; consumer-only or hobby/entertainment deployments = 12; contexts not involving sensitive enterprise data or organisational governance = 9; preprints, theses, grey literature, non-English publications, or records outside the timeframe = 7). Finally, 18 studies met all criteria and were synthesised in this scoping review (Fig. 1).
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Figure 1: Prisma Flow Diagram
3.2 Summary of study characteristics
The 18 included studies (table 3) are concentrated in regulated healthcare (13 studies) and finance or enterprise security (5 studies). The majority of these cases are based on real-world hospital deployments or retrospective evaluations using electronic health records, discharge summaries, multilingual clinical notes, or patient–trial matching datasets. Finance cases draw on regulatory text corpora or banking authentication scenarios. The designs are principally comparative performance audits and expert-panel validations, with one design-science banking artefact, one visual red-teaming security system, and two federated fine-tuning method experiments. GenAI approaches include GPT-4-class models, customized local large language models, retrieval-augmented generation systems, fine-tuned transformer summarisers, and privacy-preserving low-rank adaptation in federated settings. The sample sizes range from tens of discharge summaries to hundreds of clinical notes and hundreds of workflow cases. The assessment of outcomes is conducted through the utilisation of clinician ratings, accuracy and hallucination measures, readability indices, and security robustness tests. The geographical scope of the studies encompasses Singapore, Korea, Denmark, European sites, and United States hospitals, thereby reflecting a diverse array of governance regimes.
3.3 Thematic Analysis
Theme 1: Lifecycle compliance architectures for privacy-preserving deployment and fine-tuning
Enterprises that handle sensitive data are converging on a governance model that integrates model choice, data controls and compliance into a single lifecycle. A banking authentication artefact is created in the field of finance, which introduces privacy-preserving and explainable controls, which are in line with the GDPR and PCI DSS guidelines. The development proves that compliance mapping can be implemented in generative systems at the design stage, instead of being added afterward (Addae-Mensah & Qu, 2025). GPT-4 usage to de-identify clinical notes in the healthcare field has been proven to be nearly perfect in accuracy and precision. This result indicates that the protection of privacy is measurable as the quantifiable model objectives before further data utilisation (Altalla et al., 2025). A shift towards train-where-data-lives architectures is also an indication of the refinement of governance. These strategies re-position tuning datasets, adapters and location of hosting as controlled resources, which require audit trails, access control and risk acceptance by the security and compliance leaders. It has also been shown that federated instruction-tuning based on dynamic client side quality scoring can minimise the exposure of raw records without the global models getting corrupted by local data with low quality (Du et al., 2025). It has been proven that federated low-rank adaptation is effective in the elimination of aggregation noise and can help to tune the heterogeneous enterprise client devices precisely without any data transfer requirement (Wang et al., 2024). Domain-specific tuning in controlled finance relied on semantically filtered and deduplicated curated regulatory corpora, while dataset provenance and filtration evolved into compliance controls (Jiang et al., 2025). The adoption of the national data-residency regulations can become a major factor of obstruction in terms of the implementation of new technologies. An example can be given in the fact that the lack of models hosted in the country can delay the implementation of promising models, as the results of the Singaporean discharge-summary pilot study suggest (Chua et al., 2024). These examples assume that compliance-by-design, privacy-preserving tuning, and data-sovereignty alignment are to be discussed as the pillars of governance.
Theme 2: Limited generation and human control as measures to prevent error, bias, and unsafe output
The use of controllability and accountability as the major governance tools in the context of sensitive deployments has been proven to be effective. Hepatology Retrieval-augmented generation has been demonstrated to add accuracy through anchoring to a document set. Nevertheless, in the cases when the evidence base is poor, this approach may undermine the safety and completeness. As a result, it is the good governance that plays the most significant role in the corpus breadth calibration (Ge et al., 2024). The discharge summarisation in neurology used constrained decoding and the ratings of the clinician identified the degree of factuality the summaries fulfilled the standard of care. This method makes the acceptance of experts a deployment condition (Hartman et al., 2023). Light analogue was made possible through prompt-level governance. Few-shot prompting has produced patient-friendly summaries in Korea, in terms of both high factuality and low misinformation. This finding indicates the possibility of the timely templates being reflected in the codification of safety controls (Kim et al., 2024). Infectious-disease discharge scenario testing revealed that close clinician checking was still required with human sign-off remaining a permanent gate (Koh et al., 2025). A urology comparison showed that the safety and style constrained prompts were effective in the elimination of hallucinations with a similar amount of quality as the junior clinicians. Nevertheless, such effectiveness was only noted when the professional review was conducted continuously (Tung et al., 2024). GPT-4 already showed expertise in complicated diagnoses, but the authors also noted that further validation and approval of the ethics were required before it could be applied in a clinical environment on the regular basis. This informs the idea that accuracy is not a reason enough to adopt it (Eriksen et al., 2024). Multisite multilingual note analysis was based on paired-physician validation to determine the correctness between languages and introducing control to the standard workflow (Menezes et al., 2025). Combining limited generation and human responsibility creates a practical system of governance of prejudice and safety in generative AI at scale in enterprises.
Theme 3: Post-deployment auditing, robustness testing, and performance monitoring in live workflows



Rollouts demonstrate that governance is only as credible as the continuity of surveillance post-release. AdversaFlow has been shown to enhance the field of security auditing by facilitating the generation and tracking of adversarial flows that initiate harmful behaviour and subsequently fortify models (Deng et al., 2024). This technology provides a reusable template for the monitoring of model-security risk. TrialGPT demanded precise explanations for eligibility matching and ranking, and a large-cohort plus user-study evaluation demonstrated that auditability and efficiency can co-exist when outputs are explanation-backed (Jin et al., 2024). Monitoring also reveals limits that governance must respond to. A study of the generation of Structured Query Language (SQL) criteria for hallucination audits found error rates of between 21 and 50 per cent. The study also found that a smaller open model was superior to a larger commercial one, and that continuous comparative evaluation is essential for the safe selection of a model (Lee et al., 2025). Cardiology summaries were subjected to audit with readability indices and expert safety scoring. The results demonstrated high levels of agreement on the correctness and harmlessness of the summaries, thus translating ethics into measurable post-deployment indicators (Rust et al., 2025). A four-component quality rubric with independent physician assessment was implemented to all sets of notes deployed in emergency-departments, allowing real-time tracking and reducing documentation time by 50% (Song et al., 2025). These combined pieces of evidence suggest the need to have multi-layered monitoring which includes technical stress tests to identify misuse, operational dashboards to monitor drift and productivity, and governance-specified limits to identify harm. Without prior agreed-upon escalation channels, the process of detection would have been rendered useless in the risk mitigation process. This change involves the move towards the emphasis on paperwork reduction to that of control. In different industries, the requirements of monitoring can be summed down to three main domains; the introduction of adversarial security testing, the introduction of explanation-focused performance audits, and the introduction of continuous human-rated quality measurements, which has the potential to trigger retraining or rollback processes.





Table 3: Data Extraction Matrix for Included Studies 
	Study (first author, year)
	Sector or enterprise context
	Study design and data
	Generative artificial intelligence model or adaptation
	Governance or compliance controls reported
	Monitoring or audit metrics
	Key results or evidence of success

	Addae-Mensah and Qu (2025)
	Regulated finance (banking authentication)
	Design Science Research artifact; 550 simulated authentication use cases
	Large language model with retrieval-augmented generation integrated into banking authentication system
	Privacy-preserving artificial intelligence and explainable artificial intelligence; explicit General Data Protection Regulation and Payment Card Industry Data Security Standard compliance mapping; fairness protocols
	Simulation tests for transparency, fairness, and privacy
	Retrieval-augmented generation and large language model system improved authentication with strong privacy, fairness, and transparency

	Altalla’ and colleagues (2025)
	Regulated healthcare (clinical notes)
	Empirical benchmarking on real clinical notes
	Generative Pre-trained Transformer 3.5 versus Generative Pre-trained Transformer 4; zero-shot prompts; synthetic data generation
	Operational de-identification governance for privacy
	Precision, recall, F1 score, and accuracy
	Generative Pre-trained Transformer 4 achieved precision 0.9925 and accuracy 0.9911, enabling safer data reuse

	Chua and colleagues (2024)
	National health system (Singapore)
	Real-world pilot; discharge summarization
	Customized local large language model (RUSSELL Generative Pre-trained Transformer)
	Strict data residency and sovereignty rules; storage only in accredited local clouds; overseas cloud use requires declassification
	Pilot feasibility and safety or regulatory fit checks
	Feasible deployment but governance barriers due to data residency and integration requirements

	Deng and colleagues (2024)
	Enterprise large language model security and harmful content risk
	System design with case studies and quantitative evaluation
	AdversaFlow visual red-teaming system with adversarial training
	Formal red-team governance workflow for misuse and vulnerability discovery
	Robustness tests and adversarial case analyses
	Improved detection and mitigation of unsafe model behaviors

	Du and colleagues (2025)
	Multi-client sensitive data environments
	Federated fine-tuning experiments on synthetic and real datasets
	FedDQC federated instruction-tuning with dynamic data quality control
	Privacy preservation via federated learning; client-side instruction response agreement quality metric; hierarchical “easy-to-hard” tuning governance
	Instruction response agreement score and downstream task performance
	Better tuning performance with mixed-quality private data

	Eriksen and colleagues (2024)
	Clinical decision support
	Comparative diagnostic evaluation
	Generative Pre-trained Transformer 4 used for diagnosis (no fine-tuning described)
	Need for validation and ethical safeguards before deployment
	Diagnostic success rate versus human readers
	Generative Pre-trained Transformer 4 correctly diagnosed 57 percent of complex cases

	Ge and colleagues (2024)
	Hepatology clinical decision support with protected health information
	Prototype with two-round evaluation by trainees and hepatologists
	Disease-specific retrieval-augmented generation large language model (LiVersa)
	Protected health information–compliant retrieval-augmented generation; limited trusted document corpus as safety control
	Accuracy and expert ratings for safety and comprehensiveness
	More accurate than baselines; trade-off with reduced comprehensiveness due to corpus limits

	Hartman and colleagues (2023)
	Hospital electronic health record documentation
	Model development with blind clinician evaluation
	Fine-tuned Bidirectional Encoder Representations from Transformers and Bidirectional and Auto-Regressive Transformers summarizers
	Factuality-first generation; clinician quality thresholding
	Recall-Oriented Understudy for Gisting Evaluation scores; blind physician standard-of-care rating
	Recall-Oriented Understudy for Gisting Evaluation bigram score 13.76; 62 percent summaries met standard of care

	Jiang and colleagues (2025)
	Finance regulatory operations
	Shared task case study in computational linguistics conference workshop
	Reg-LLaMA fine-tuned Llama model on curated regulatory dataset
	Dataset governance pipeline: filtering, semantic screening, and deduplication; regulatory grounding
	Benchmark scores on regulatory task suites
	Specialized model outperformed baselines on regulatory extraction and interpretation tasks

	Jin and colleagues (2024)
	Clinical trial recruitment using patient records
	Large-scale evaluation with expert review and user study
	TrialGPT modular pipeline: retrieval, eligibility matching, and ranking
	Staged filtering; faithful explanations as governance control
	Matching accuracy, screening time, and ranking correlation with humans
	Matching accuracy 87.3 percent; screening time reduced by 42.6 percent

	Kim and colleagues (2024)
	Hospital discharge communication
	Development and validation on 100 discharge documents
	ChatGPT with zero-shot, one-shot, and few-shot prompts
	Prompt safety optimization; misinformation checks
	Expert Likert ratings on factuality, usability, and fluency
	Few-shot and one-shot prompts produced acceptable summaries with low misinformation

	Koh and colleagues (2025)
	Infectious disease inpatient service
	Scenario-based empirical evaluation
	ChatGPT for structured discharge summaries
	Human verification policy to manage errors and hallucinations
	Expert quality appraisal of outputs
	Framework useful but requires close clinician review

	Lee and colleagues (2025)
	Clinical trial feasibility using real-world data
	System build with cross-model hallucination audit; 760 structured query language attempts
	Multiple large language models including Generative Pre-trained Transformer 4 and open-source Llama models
	Preprocessing governance (segmentation, filtering, simplification); hallucination pattern tracking; hybrid validation
	Hallucination rate and valid structured query language rate
	Hallucinations 21–50 percent; smaller open model best structured query language validity

	Menezes and colleagues (2025)
	Multi-hospital multilingual clinical notes
	Retrospective evaluation across eight hospitals in four countries
	Generative Pre-trained Transformer 4 question answering over de-identified notes
	Cross-site de-identification; fixed prompt protocol; double physician validation
	Physician agreement rates
	79 percent full agreement with model outputs; higher reliability in Spanish and Italian notes

	Rust and colleagues (2025)
	Cardiology discharge summaries and lifestyle advice
	Empirical evaluation on 20 anonymized summaries; twelve-expert panel
	Generative Pre-trained Transformer 4o simplification and recommendation generation
	Anonymization; harmlessness and evidence-basis scoring
	Readability metrics and expert safety ratings
	Readability improved (p < 0.0001); at least 80 percent expert agreement on safety and correctness

	Song and colleagues (2025)
	Emergency department enterprise deployment
	Comparative effectiveness study in tertiary hospital; 592 training cases; 900 notes evaluated
	Commercial transformer model fine-tuned on-site; two documentation pipelines
	Local deployment for data residency; independent physician review; quality rubric (completeness, correctness, conciseness, clinical usefulness)
	Quality rubric scores and time per note
	Quality improved; documentation time reduced from 69.5 seconds to 32.0 seconds

	Tung and colleagues (2024)
	Outpatient urology discharge letters
	Single-blinded clinician comparison on simulated cases
	Generative Pre-trained Transformer 4 letter drafting with safety and style prompts
	Prompt constraints; hallucination checking; blinded evaluation
	Physician ratings and hallucination count
	Letters equal or better on information provision; no hallucinations detected

	Wang and colleagues (2024)
	Enterprise privacy-aware multi-client fine-tuning
	Neural Information Processing Systems empirical federated learning experimentation
	FLoRA federated fine-tuning with heterogeneous low-rank adaptation adapters
	No raw data transfer; noise-free adapter aggregation for heterogeneous clients
	Task performance comparisons versus federated low-rank adaptation baselines
	Outperformed prior methods; enables accurate, privacy-preserving fine-tuning








4.0 Discussion
4.1 Summary of Key Findings
In many industries, existing data shows that the safe implementation of generative AI in business depends on the integration of governance frameworks through implementation and optimisation. The threat of privacy is addressed through the implementation of stringent de-identification or grounding of retrieval of vetted internal corpora, hence limiting leakage, amplification of bias and hallucination. Fine-tuning process is optimised when sensitive data is on-premise and only parameter updates or adapters are aggregated. This is accompanied by clear data-quality gates which prevent the spread of noisy or unsafe local data, and therefore global behaviour is not affected. The effectiveness of compliance-by-design depends on the one-to-one mapping of technical controls to regulatory responsibilities, which is used in the area of banking authentication and regulation-conscious language models. The post-deployment assurance should be ongoing with red-teaming finding the ways people are misusing the system, and expert panels finding drift and leftover mistakes. In addition, the scoring of ethics into actionable thresholds is done by readability, correctness, and harmlessness scoring. Businesses would gain the advantages of the monitoring and escalation playbook integration to retraining or rollback. Essentially, such practises lead to the change of policy governance to control governance, which in turn enables scalable, reliable business use.
4.2 Comparison with Existing Literatures
The results of the research place governance as a lifecycle compliance architecture that encompasses data stewardship and adapting models and organisational accountability. This result is consistent with the results of the world accounts that show that the merging of ethics, cybersecurity, and compliance governance is a must to the successful deployment of generative artificial intelligence into businesses, overcoming the use of individual controls (Taeihagh, 2025). The operationalisations of privacy in the included studies include high-precision de-identification, restricted retrieval corpora, and on-premise or federated fine-tuning, which is similar to the enterprise security frameworks that consider privacy controls as technical specifications throughout the pipeline (Nadella et al., 2025). On the policy level, our compliance-by-design focus corresponds with the interpretations of the European Union Artificial Intelligence Act (Gstrein et al., 2024). General-purpose model responsibilities are found in these interpretations in risk-tiered organisational processes. However, comparative regulatory studies cautions that commitments vary across jurisdictions hence substantiating the finding that internal governance should be strong enough to meet the demands of two or more regimes at the same time (Poncibò and Ebers, 2025). The review of governance is consistent with the evidence of other parts of the world that heterogeneous clients of an enterprise are safe when the adaptation is localised and aggregated by using low-rank or federated updates (Bai et al., 2024). The results on federated low-rank adaptation also highlight the significance of tuning that takes place in the place where sensitive data is stored, and in which the raw data is not transferred (Wang et al., 2024).
The second theme, the theme that deals with domain-based generation with the concurrent human control, is related to the domain of world healthcare governance. This field demands that work be done in a strictly defined way, where there should be strict validation processes before it is incorporated into common clinical practise (Reddy, 2023). The current deployments are used to support the idea that the generative systems cannot be used to undermine professional accountability. This stance complies with the arguments that suggest the significance of prospective validation when it comes to the safe application of text generation to clinical practice (de Hond et al., 2024). The bias governance phenomenon is enhanced by the fact that large language models can spread race-based clinical assumptions unless auditing is transparent and ongoing (Omiye et al., 2023). Syntheses of security and privacy additionally observe that retrieval grounding and prompt constraints lower hallucination, yet fail to decrease leakage or model inversion, which supports our request to introduce layered protection (Yao et al., 2024). The protection of privacy in large language model agents signifies risks that extend beyond the scope of the evidence base at present (Yan et al., 2025).
In conclusion, the post-deployment theme to which this text refers extends the existing body of knowledge in the field of global auditing and red-teaming scholarship. The three-layer audit model for large language models is consistent with our observation that security stress tests must be integrated with workflow dashboards and triggers for retraining or rollback (Mökander et al., 2024). End-to-end red-teaming frameworks validate our emphasis on adversarial monitoring as a standing control (Purpura et al., 2025). As Walter et al. (2024) demonstrate, the adaptation of threats to context is a key tenet of sector-specific red-teaming, with the support of domain-tailored adversarial test suites being a crucial component of this process.

4.3 Implications for Policy and Practice
Policy: It is proposed that generative-AI governance be established as a commissioned enterprise standard for any environment handling sensitive or regulated data. This would necessitate the compulsory compilation of a model and use-case inventory, risk-tiering, and the implementation of approval gates prior to deployment or fine-tuning. The accountability framework would be anchored at the board and executive levels. It is imperative that governance necessitates the formal mapping of each generative-AI system to the relevant regulatory and standards obligations (for instance, data-protection legislation, sectoral compliance, and internal risk appetite). To back this up, there should be verifiable records of the source of training facts, tuning targets, and systemic-risk controls. Policies around data sovereignty and residency must also be seen as design limits that cannot be changed and is of preference of on-premise, private-cloud, or federated tuning architectures where sensitive raw data is kept by the institution. In addition to that, a requirement of standardised sets of outcomes of post-deployment audits, including privacy-leakage tests, impact of bias, resistance to adversarial use, and indicators of model-drift, is imperative. Policy in such a setting should focus on minimum-viable governance packages in settings with limited resources. These must contain secure data rooms, limited access corpora and centralised incident reporting. These are to be joined with common assessment system, and external assurance, which is done periodically. This is needed to maintain trust and cross-jurisdictional compliance.
Practice: It is recommended that the enterprises start to adopt an assess-classify-control-monitor model with a systematic data sensitivity and use-case criticality classification. This ought to be succeeded by the choice of models that is limited to approved hosting and tuning settings. The use of strict security protocols, including role-based access control, thorough checking of dataset quality, thorough training documentation record keeping and the installation of adapters or renewed weights in guarded storage are the most crucial controls that will control the integrity and security of these pipelines. The domain-constrained generation is vital during deployment as retrieval-augmented generation must be based on verified internal knowledge bases, and timely templates are to be made standard in order to minimise unsafe variability. Human oversight must be an operational checkpoint to high-risk outputs, and the verification roles must be well-established as well as the exit points. During the post-deployment stage, it is advisable to have a mix of automated misuse, drift and gaolbreak attempt telemetry, and red-team exercises and independent expert analysis of output quality. Privacy events, hallucination rates, fairness deviations, task-accuracy thresholds and productivity impacts are some of the key performance indicators (KPI) that should be used to guide cycles of iterative improvement. These cycles are supposed to be initiated because of the overstepping of the limits and they may include retraining, rollback or revising policies. It is recommended that multidisciplinary teams be trained in secure large-language-model operations, documentation, and audit routines in order to strengthen adoption, equity, and resilience.
5.0 Conclusion
This scoping review mapped empirical governance models for deploying and fine-tuning generative AI in enterprises handling sensitive data. A comprehensive review of 18 studies revealed that effective practices converged on three key pillars: lifecycle compliance architectures that embed privacy, security and regulatory alignment; domain-constrained generation with persistent human oversight; and post-deployment auditing that combines technical stress testing with continuous quality monitoring. Recent studies have indicated that federated and on-premise tuning are promising avenues for the minimisation of data movement, whilst maintaining optimal performance. Nevertheless, the evidence is predominantly concentrated in the healthcare sector, with a paucity of cross-sectoral and cross-jurisdictional analysis. It is recommended that future research efforts focus on the prospective evaluation of governance models, the quantification of trade-offs between safety and efficiency, and the extension of evidence to finance, government, and critical-infrastructure settings. The aim of these efforts should be to aid in creating international standards that are in line with each other. Furthermore, the necessity for enhanced reporting on failures and near-misses is imperative.
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