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ABSTRACT 

	Aims: This review aims to evaluate the application of Deep Reinforcement Learning (DRL) for optimizing non-pharmaceutical interventions (NPIs), such as lockdowns and mobility restrictions, during epidemic outbreaks. The focus is on understanding how DRL addresses uncertainty and balances health-economic trade-offs compared to traditional static approaches. 
Study design:  Systematic literature review..
Place and Duration of Study: School of Science, Engineering and Environment, University of Salford , between January 2020 and March  2025.
Methodology: A systematic review was conducted following PRISMA-S and Kitchenham guidelines. Literature research was performed across five major databases(Scopus, Web of Science Core Collection, PubMed/MEDLINE, IEEE Xplore, and arXiv)  to identify studies published between January 2020 and March 2025. Inclusion criteria required that studies applied DRL to NPI strategies (lockdowns and/or travel restrictions) and reported quantitative outcomes. In total, 30 eligible studies were analyzed for algorithmic design, reward structures, and performance metrics.
Results: The review found that DRL consistently outperformed static heuristic-based policies in simulation environments. DRL-driven strategies recommended earlier, adaptive, and layered interventions, leading to improved epidemic control. Multi-objective DRL frameworks demonstrated superior trade-offs between infection suppression and economic impact compared to single-objective models. However, key limitations were identified, including data scarcity, inconsistent reward engineering, and limited integration of socio-economic factors.
Conclusion: DRL offers a principled and adaptive approach for dynamic epidemic policy optimization, outperforming static strategies in simulation studies. Nevertheless, real-world implementation remains challenging due to data limitations and the complexity of integrating socio-economic and behavioral dimensions. Future research should prioritize safety-aware DRL, transparent reward design, and multi-domain integration to ensure practical applicability and public trust.
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1. Introduction
The COVID-19 pandemic necessitated rapid, large-scale non-pharmaceutical interventions (NPIs), such as lockdowns and travel restrictions. While effective in suppressing outbreaks, these measures created a persistent dilemma for policymakers due to severe health-economic trade-offs. Traditional epidemiological models, such as SEIR frameworks, provide valuable forecasts but inherently lack the adaptability required for sequential decision-making in dynamic, high-uncertainty environments (Kwak, Ling, & Hui, 2021). In contrast, Deep Reinforcement Learning (DRL) has emerged as a powerful paradigm, framing adaptive epidemic governance as a dynamic control problem rather than solely a forecasting problem(Liu, 2022; Colas et al., 2021). By learning optimal policies through interaction with simulated environments, DRL can optimise the timing, intensity, and sequencing of interventions dimensions often overlooked in static approaches(Eidi et al., 2025; De Santanna et al., 2025; Lange et al., 2025). A rapidly growing body of literature now deploys DRL architectures (e.g., Actor-Critic, DQN, PPO) to learn optimal policies directly from epidemic simulators and real-world time series. However, these DRL studies are highly heterogeneous in modeling assumptions, simulator type, intervention representation, reward structure, and reporting quality(Miikkulainen et al., 2021; Liu, 2022; Reymond et al., 2024; Khatami & Gopalappa, 2023). For this reason, a systematic synthesis, rather than another isolated experiment, is required. This paper conducts a systematic review of DRL-based epidemic intervention research published between January 2020 and March 2025, consolidating a comparative 30-study evidence base.

In doing so, we make three contributions: (i) provide the first PRISMA-structured consolidation of DRL policy optimization research in epidemic control; (ii) expose gaps and inconsistencies in reward design, safety guarantees, and data realism ; and (iii) articulate a research agenda that moves RL-based epidemic governance from laboratory simulations toward operational deployment.
                                                                                                                                               
2.0 Overview of the Field  DRL
2.1 Overview of DRL Techniques
Deep Reinforcement Learning (DRL), which combines reinforcement learning (RL) with deep neural networks, has emerged as a powerful framework for sequential decision-making under uncertainty. In the context of epidemiology, DRL enables the derivation of optimal intervention policies in dynamic and complex disease spread scenarios. Its ability to handle stochastic, nonlinear processes and high-dimensional state spaces makes it particularly well-suited for modeling epidemic control strategies. DRL algorithms commonly applied in this domain include Deep Q-Networks (DQN), Deep Deterministic Policy Gradient (DDPG), and Proximal Policy Optimisation (PPO). The selection of an algorithm is typically guided by the nature of the action space, discrete algorithms like DQN are appropriate for binary decisions (e.g., lockdown on/off), while continuous control problems (e.g., varying levels of travel restrictions) benefit from policy gradient methods such as DDPG and PPO. In these models, agents interact with simulated epidemiological environments, learning policies through trial and error based on reward signals that reflect both public health outcomes and policy side effects. Reward function design is a critical component of DRL applications in epidemic control. These functions often incorporate metrics such as reductions in infections, hospitalizations, and mortality, while penalizing economic disruption or social costs. Carefully shaped reward structures enable DRL agents to explore trade-offs and identify policies aligned with public health goals. Several foundational studies have demonstrated the efficacy of DRL in optimizing public health interventions. For example, Kwak, Ling, and Hui (2021) trained DRL agents to minimize disease burden by dynamically adjusting lockdown and travel restrictions. Liu (2022) introduced a DDPG-based framework that utilized continuous action spaces and custom reward functions to balance virus containment with economic sustainability. Additionally, EpidemiOptim (Colas et al., 2021) provides an open-source toolbox that integrates epidemic models into DRL environments, facilitating experimentation with various RL algorithms and fostering collaboration between epidemiologists and AI researchers. Collectively, these contributions establish DRL as a viable and innovative approach for optimizing epidemic control policies, capable of adapting to evolving outbreak dynamics and supporting data-driven decision-making.

2.2 Context and Motivation: The Policy Dilemma and Trade-offs 
[bookmark: _GoBack]Lockdowns and travel restrictions were among the most widely adopted NPIs during the COVID-19 pandemic, intended primarily to reduce transmission by limiting mobility and social interactions. When implemented promptly, these measures significantly suppress outbreaks. However, deploying NPIs presents a complex, multi-dimensional optimisation problem. Timing is critical: delayed interventions risk overwhelming healthcare systems, while premature or overly stringent measures cause severe economic and social disruption. Policymakers must continually balance public health imperatives with economic stability, social well-being, and civil liberties, a process complicated by regional disparities and cultural norms(Kwak, Ling, & Hui, 2021). Determining the optimal timing and intensity of NPIs remains a persistent policy dilemma. Static, one-shot intervention designs fail in dynamic, high-uncertainty regimes where contact networks evolve continuously. DRL-based studies have shown that early, well-calibrated interventions tend to yield more favourable epidemic outcomes, reinforcing the importance of dynamic policy adjustment. This need is underscored by cross-national analyses revealing significant variation in intervention timing and stringency. In this context, DRL offers a promising solution by framing epidemic control as a dynamic optimization problem, enabling adaptive policies that respond to real-time changes in outbreak dynamics and socio-economic conditions. This capability positions DRL as a next-generation tool for supporting more informed, equitable, and effective pandemic governance(Tarrataca et al., 2021).
2.3 Emergence of DRL for Epidemic Control
Traditional epidemiological models, such as SEIR frameworks, have long been used to forecast disease trajectories under predefined intervention scenarios. While effective for prediction, these models are inherently static and struggle to guide adaptive policymaking in dynamic, uncertain environments like pandemics. Designing optimal intervention strategies requires balancing evolving epidemiological states, economic impacts, and societal acceptance, a multi-dimensional optimization problem that is often intractable using classical approaches. Deep Reinforcement Learning (DRL) offers a compelling alternative by enabling adaptive, data-driven policy optimization without requiring explicit system models. DRL agents learn through interaction with simulated epidemic environments, adjusting interventions based on real-time feedback. This capability is particularly valuable during emerging infectious disease outbreaks, where knowledge is incomplete and conditions change rapidly.
Recent studies demonstrate DRL’s potential as a decision-support tool for improving the timing and intensity of NPIs. For example:
· Kwak et al. (2021) showed that DRL agents recommend earlier interventions than human policymakers, reducing epidemic burden.
· Miikkulainen et al. (2021) combined evolutionary AI with reinforcement learning to discover context-specific strategies that balance containment with economic sustainability.
· Reymond et al. (2024) introduced multi-objective DRL frameworks that explore trade-offs between minimizing infections and reducing economic disruption, enabling more nuanced policymaking.
By framing epidemic control as a dynamic optimization problem, DRL represents a next-generation methodology for navigating complexity and uncertainty in pandemic response. Its ability to integrate diverse objectives and adapt to changing conditions positions DRL as a powerful tool for governments seeking to design more effective and equitable public health interventions.
2.4 DRL Models and Algorithm Choices
The application of deep reinforcement learning (DRL) in epidemic control encompasses a diverse array of algorithms, each tailored to specific problem formulations. Discrete action space models commonly employ Deep Q-Networks (DQNs), which approximate value functions over finite action sets, making them well-suited for binary or categorical interventions, such as the presence or absence of lockdowns. In contrast, continuous control problems, which involve determining intervention intensity on a continuous scale, benefit from policy gradient methods such as Deep Deterministic Policy Gradient (DDPG) and Proximal Policy Optimization (PPO). These algorithms directly optimize parametric policies, enabling more nuanced and flexible decision-making.
The distinction between discrete and continuous action spaces significantly influences policy representation and learning dynamics. For instance, Liu et al. (2022) developed a DDPG-based model that utilized continuous action spaces to represent varying levels of lockdown and travel restrictions, allowing for granular policy adjustments that more closely reflect real-world implementation. Similarly, Kwak et al. (2021) employed DRL to optimize both the timing and intensity of interventions, training agents to maximize reward functions that balance epidemiological control with economic and social costs. Comparative studies have also explored the performance of DRL relative to classical control methods, such as model predictive control (MPC). Lange, Dreessen, and Schlosser (2025) demonstrated that policy gradient methods can match or exceed the effectiveness of MPC in managing stochastic epidemic environments. Reward function design plays a pivotal role in shaping DRL behaviour. Common reward structures incorporate metrics such as infection rates, hospitalization counts, mortality, and proxies for economic disruption or mobility constraints. Crafting effective reward functions is essential to align learned policies with public health objectives while accounting for broader societal impacts. This remains an active area of research, influencing both algorithm selection and training strategies.
Figure 1: Workflow of Deep Reinforcement Learning for Epidemic Policy Optimisation
(Including Multi-Objective Optimization and Safety Constraints)
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This figure 1 illustrates the DRL-based epidemic policy optimization loop. The agent interacts with an epidemic simulator using real-time state data, selects intervention actions (e.g., lockdown intensity), and updates policies based on rewards shaped by epidemiological and socio-economic objectives. Multi-objective optimisation ensures trade-offs between competing goals, visualized through a Pareto front, while safety constraints prevent catastrophic policies.
2.5 Timing and Intensity of Lockdown Interventions and Travel Restrictions
A consistent finding across comparative studies is that DRL agents tend to recommend earlier implementation of lockdowns and travel restrictions than those enacted by governments. For instance, Kwak et al. (2021) demonstrated that DRL agents trained on global COVID-19 data often initiated moderate interventions on or before the detection of local index cases contrasting with delayed human responses. This proactive timing was associated with reduced epidemic burden, including lower peaks in infections and hospitalizations. Further analyses confirm that the timing of interventions significantly influences outbreak severity, reinforcing the importance of early action (Kwak, Ling, & Hui, 2020). DRL agents, particularly those using agent-based models, dynamically respond to epidemic feedback, enabling adaptive interventions that outperform static public health strategies in simulation environments. This comparative advantage highlights DRL’s potential as a decision-support tool for timely and effective epidemic containment.
DRL-generated policies frequently recommend combinations of interventions at higher intensities than those typically implemented by governments, while avoiding extreme measures such as full lockdowns or complete border closures. Kwak et al. (2021) found that DRL agents favoured layered strategies, combining lockdowns with travel restrictions at calibrated levels to exploit synergistic effects without resorting to the most disruptive options. Multi-objective DRL frameworks further support this approach, showing that targeted combinations of social distancing and mobility limitations yield better trade-offs between epidemic suppression and economic sustainability (Reymond et al., 2024). These nuanced recommendations reflect DRL’s ability to explore a broader policy space than conventional decision-making, which is often constrained by political, economic, or societal pressures.
DRL agents trained on global, national, and regional COVID-19 datasets frequently recommended the implementation of restriction measures earlier than those historically enacted by governments (Kwak, Ling, & Hui, 2020; 2021). In many cases, the agents proposed initiating at least minimal interventions concurrently with or prior to the detection of the first local cases. Moreover, the recommended strategies often involved layered interventions, such as combining lockdowns with travel restrictions at moderate to high intensities. However, these systems generally refrained from advocating for extreme measures such as total lockdowns or complete border closures, reflecting a more calibrated and context-sensitive approach to policy design (Kwak, Ling, & Hui, 2021). Some frameworks also explored cyclic or intermittent intervention strategies to mitigate both epidemiological resurgence and economic disruption (Tarrataca et al., 2021). Some agents trained on epidemiological data learn to apply at least minimal intervention intensities contemporaneous with or preceding the detection of initial index cases, a reflection of the well-recognized importance of pre-emptive action to arrest exponential growth (Gloria Hyunjung Kwak, Lowell Ling, and Pan Hui 2021). This earlier timing is linked with marked reductions in epidemic burden, including diminished infection peaks and reduced stress on healthcare systems (Kwak Gloria Hyunjung, L. Ling, and Pan Hui 2020). DRL’s capacity to incorporate dynamic feedback enables adaptive early responses, outperforming static government policies that often delay intervention due to political or socioeconomic hesitations (Gloria Hyunjung Kwak, L. Ling, and Pan Hui 2021).
2.6 Specificity and Local Adaptation
DRL-derived policies exhibit substantial variability across regions, reflecting localized epidemic dynamics, intervention histories, and data availability. Kwak et al. (2021) highlighted how DRL agents adapted timing and intensity recommendations based on country-specific epidemic curves and intervention datasets, in contrast to more uniform government responses that may overlook local heterogeneity. At a finer scale, DRL agents incorporating contact tracing and real-time risk assessments can tailor interventions to individual-level data, maintaining mobility while controlling transmission (Feng et al., 2022). Additionally, platforms enriched with Internet of Things (IoT) data enable more granular policy adaptation, demonstrating the potential for personalized and context-aware public health strategies (Anjum et al., 2021). This adaptability underscores DRL’s strength in delivering responsive, data-driven policies that align with evolving epidemic conditions.
2.7 Deep Deterministic Policy Gradient (DDPG) and PPO
DDPG and related actor-critic algorithms are particularly effective in scenarios involving continuous action spaces, offering smooth policy approximations that allow incremental adjustments to intervention intensities. Liu (2022) demonstrated the utility of DDPG in learning optimal control levels for lockdowns and travel restrictions, highlighting its capacity to reflect real-world gradations in policy enforcement. Beyond epidemiology, DDPG has proven robust in dynamic control environments such as adaptive cruise control systems (Lange, Dreessen, & Schlosser, 2025), suggesting analogous applicability in epidemic policy optimization. Additionally, studies on dynamic maintenance policies within Markov decision processes have employed DDPG to optimize state-dependent actions, reinforcing its relevance for epidemiological control scenarios involving complex and evolving system states (Eidi et al., 2025).
2.8 Multi-Objective Reinforcement Learning(MORL)
Given the multi-dimensional nature of pandemic policymaking, Multi-Objective Reinforcement Learning (MORL) frameworks have gained traction. These approaches incorporate Pareto dominance principles to identify sets of policies that balance competing objectives, such as minimizing infections while mitigating economic and social costs rather than converging on a single optimal solution (Reymond et al., 2024). Techniques like Pareto Conditioned Networks (PCN) enable transparent exploration of trade-offs across intervention strategies. MORL implementations using DDPG with Pareto-based reward shaping have demonstrated superior efficiency in navigating complex solution spaces (De Santanna et al., 2025). Constraint-aware exploration strategies further enhance policy safety and public acceptability, making MORL a promising avenue for real-world deployment (Feng et al., 2022).
2.9 Hybrid DRL and Evolutionary Techniques
Hybrid methods that integrate evolutionary algorithms with DRL expand the scope of policy search and optimization. Miikkulainen et al. (2021) combined evolutionary AI and surrogate modeling with reinforcement learning to automate the generation of non-pharmaceutical intervention strategies, improving sample efficiency and overcoming local optima.  Agent-based evolutionary search, when combined with reinforcement signals, enables adaptation to complex epidemic landscapes and facilitates the discovery of novel policies beyond the reach of gradient-based methods (Feng et al., 2022). These innovations enhance DRL’s capacity for resilient and context-sensitive pandemic response, as evidenced in comparative studies (Kwak, Ling, & Hui, 2021). For each selected study, we systematically extracted detailed information pertaining to the deep reinforcement learning (DRL) methodologies employed. This included the specific algorithms and frameworks utilized, the structure and type of epidemiological models integrated, the design of reward functions, the nature of policy recommendations generated, the comparison baselines adopted, the sources of empirical data, and the reported evaluation outcomes. The extracted data were thematically synthesized to identify recurring patterns and methodological innovations. Cross-validation was conducted to ensure consistency across studies and alignment with contemporary best practices in DRL and epidemiological modeling.
2.10  Economic and Social Impact Consideration
While epidemiological outcomes dominate the focus of most DRL studies, integration of economic and social dimensions remains limited. Kwak et al. (2021) acknowledged that their models prioritized health outcomes without explicitly accounting for economic or social costs. However, emerging multi-objective DRL approaches are beginning to incorporate indicators such as economic disruption, workforce mobility, and social welfare into reward functions (Reymond et al., 2024). Hybrid frameworks combining evolutionary AI and Pareto optimization offer promising avenues for balancing competing objectives, suggesting pathways toward more holistic policy design (Miikkulainen et al., 2021). Nonetheless, fully integrated socio-epidemiological DRL models remain an important frontier for future research.
2.11 Adaptability to Changing Epidemic Conditions
DRL agents exhibit strong adaptability, updating policies in response to new data and shifting epidemic conditions. This flexibility enables continuous learning and refinement, which is particularly valuable in responding to emerging variants or behavioural changes. Feng et al. (2022) demonstrated how individual-level risk models and contact tracing data can support fine-grained interventions that maintain epidemic control while preserving societal functions. Despite these strengths, challenges persist regarding policy stability and safety in real-world deployment. Ensuring constrained action spaces and interpretable outputs is essential for maintaining stakeholder trust and compliance (Lin, McPhee, & Azad, 2019). Research into safety-aware DRL frameworks is ongoing and critical for practical implementation (Kwak, Ling, & Hui, 2021).
2.12 Generalisation and Transferability
Applying DRL-derived policies across diverse regions presents significant challenges. Variations in epidemic dynamics, healthcare infrastructure, governance, and public compliance can lead to overfitting when models are trained on data from specific locales (Kwak, Ling, & Hui, 2021). Comparative studies suggest that while DRL performs well in data-rich environments, its effectiveness may diminish in low-data or structurally different contexts (Lin, McPhee, & Azad, 2019).
Multi-objective and Pareto-based frameworks offer improved generalizability by generating adaptable policy sets suited to varying priorities and conditions (Reymond et al., 2024). Nonetheless, further research is needed to enhance cross-context applicability and mitigate localized biases. A key strength of DRL frameworks was their adaptability to local epidemic dynamics, data availability, and the effectiveness of prior interventions capabilities that were often lacking in traditional, uniform policy approaches. Advanced DRL systems incorporated real-time data streams, contact tracing information, and risk stratification mechanisms to enable more granular and targeted policy recommendations (Feng et al., 2022; Anjum et al., 2021).
2.13 Underrepresentation of Social Factors
Despite the centrality of epidemic control, public health interventions inevitably affect economic productivity, mental health, and social cohesion. Most DRL models reviewed focus predominantly on epidemiological outcomes, with limited attention to these broader modalities (Kwak, Ling, & Hui, 2021). While some frameworks incorporate economic proxies, comprehensive modeling of psychological and societal impacts remains sparse (Miikkulainen et al., 2021). This gap represents a critical limitation, as neglecting such trade-offs may reduce policy feasibility and public acceptance. Future DRL research must expand toward multidimensional models that integrate epidemiological, economic, and social factors to support more balanced and inclusive policymaking (Reymond et al., 2024).
2.14 Comparative Analysis with Alternative Approaches
Comparative analyses revealed that DRL-derived policies performed on par with, or exceeded, those generated by alternative optimization techniques such as model predictive control (MPC), data-driven dynamic programming, and evolutionary algorithms. DRL approaches demonstrated advantages in high-dimensional, uncertain, and nonstationary environments (Lange, Dreessen, & Schlosser, 2025). Furthermore, the integration of surrogate models and evolutionary AI techniques enhanced DRL’s capacity to explore complex intervention spaces for COVID-19 and conduct robust counterfactual analyses (Miikkulainen et al., 2021).
2.15 Evolutionary Algorithms and Surrogate Modelling
Evolutionary optimization methods offer a complementary approach to DRL for discovering effective intervention strategies. These algorithms efficiently explore broad policy spaces and, when paired with surrogate models, can accelerate policy evaluation (Miikkulainen et al., 2021). Compared to gradient-based DRL, evolutionary methods are less prone to local optima and are particularly effective in multimodal response landscapes (Feng et al., 2022).
Hybrid models that integrate evolutionary AI with reinforcement learning combine the strengths of both paradigms, enhancing adaptability and exploration in complex epidemic environments (Reymond et al., 2024).
2.16 Model Predictive Control (MPC) and Data-Driven Dynamic Programming
Model Predictive Control (MPC) represents a classical optimization technique that solves rolling-horizon problems using explicit system models. When accurate models are available, MPC can yield near-optimal policies. However, DRL’s model-free, data-driven nature offers advantages in uncertain or nonstationary epidemic contexts (Lin, McPhee, & Azad, 2019). Dynamic programming methods, while effective, often suffer from the curse of dimensionality. DRL, particularly policy gradient methods, has demonstrated comparable or superior performance in stochastic epidemic control tasks with reduced computational overhead (Lange, Dreessen, & Schlosser, 2025).
2.17 Enhancing Safety, Robustness, and Interpretability
Ensuring safety and interpretability in DRL models is critical for real-world deployment. Techniques such as constrained action spaces, safety filters, and explainable reward structures improve trust and compliance. Norouzi et al. (2023) demonstrated the importance of safety-aware DRL in control engineering, highlighting its relevance to public health applications. Combining DRL with explainable AI techniques such as variational autoencoders linked to compartmental models can enhance transparency and facilitate stakeholder understanding (Nguyen et al., 2022). Robust, interpretable DRL frameworks remain a key priority for future research.
2.18 DRL Approaches to Pandemic Policy Optimisation
A diverse array of DRL algorithms was applied across the reviewed studies to optimize public health policy interventions during pandemics. Discrete control strategies were commonly implemented using Deep Q-Networks (DQN), particularly for binary decision-making scenarios such as lockdown enforcement (on/off). In contrast, continuous policy spaces were addressed using algorithms such as Deep Deterministic Policy Gradient (DDPG) and Proximal Policy Optimization (PPO), enabling more nuanced intervention strategies (Kwak, Ling, & Hui, 2021; Liu, 2022).
These DRL approaches were typically embedded within compartmental epidemiological models, such as SEIR (Susceptible-Exposed-Infectious-Recovered) and SIRD (Susceptible-Infectious-Recovered-Deceased), or within agent-based simulation environments. The reward functions guiding policy optimization frequently incorporated composite metrics that balanced public health outcomes (e.g., infection rates, mortality) with socio-economic costs (e.g., economic disruption, healthcare burden) (Colas et al., 2021). The integration of these models facilitated the generation of adaptive and context-sensitive policy recommendations aimed at mitigating pandemic impacts.
2.19 Reward Structures and Objective Formulations
The Reward Function is the most critical element in shaping a DRL agent’s policy, dictating the trade-offs it learns between competing public health, economic, and social outcomes. Our analysis revealed a clear methodological evolution in how these objectives were formulated.
2.20 Single-Objective Reward Designs
Initial implementations of DRL in pandemic policy predominantly used simple single-objective reward functions. These designs were typically focused on minimizing core epidemiological metrics, such as cumulative infections, hospitalization rates, or mortality (Kwak, Ling, & Hui, 2021). To indirectly account for costs, these frameworks often introduced large penalty terms for prolonged or highly stringent interventions (e.g., lockdowns), effectively forcing the agent to find the minimum effective intervention.
Limitation: While effective at disease suppression, these formulations inherently lacked the capacity for explicit socio-economic modeling. By prioritizing health outcomes and only penalizing cost, these models could not generate policies that truly co-optimized for economic stability and social welfare (Kwak, Ling, & Hui, 2021), thereby limiting their real-world applicability and acceptance.
2.21 Multi-Objective Approaches and Pareto Optimality (Best Practice)
To address the limitations of single-objective designs, the field is rapidly shifting toward Multi-Objective Reinforcement Learning (MORL) frameworks. These approaches treat policy optimization as a Pareto front problem, generating a diverse portfolio of solutions that transparently balance competing objectives, such as minimizing mortality and mitigating economic disruption.
· Techniques: Tools like Pareto Conditioned Networks (PCN) enable the explicit construction and visualization of the trade-off curve, allowing decision-makers to select a policy aligned with specific political or resource constraints (Reymond et al., 2024).
· Co-optimisation: Advanced MORL implementations have demonstrated superior efficiency in navigating these complex solution spaces (De Santanna et al., 2025), supporting true Economic-Health Co-optimisation by integrating metrics for morbidity, economic cost, and social welfare into the reward calculation.
Emerging frameworks for multi-objective optimization and robust evaluation offer promising avenues to overcome current limitations and support evidence-based policymaking in future health emergencies (Reymond et al., 2024; Eidi et al., 2025).
3.0 Methods
3.1 Reporting Standards and Protocol
This review followed recognised reporting guidance for evidence synthesis in AI × health contexts, combining PRISMA‑S reporting standards for search documentation (Page et al., 2021; Haddaway et al., 2022) with structured review protocols established for computing and machine‑learning research (Kitchenham et al., 2015) . The objective was to identify and synthesise deep reinforcement learning (DRL) studies that proposed, evaluated, or benchmarked intervention policies specifically lockdown and travel restrictions for COVID‑19. The review protocol was not pre-registered; this is acknowledged as a limitation. A detailed checklist is provided in figure 2. 
Figure 2: PRISMA Flow Diagram for Study Selection
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This diagram summarizes the systematic review process following PRISMA-S guidelines. It shows the number of records identified (n = 1,245), screened (n = 914), assessed for eligibility (n = 77), and finally included in the review (n = 30), along with exclusions at each stage.

3.2 Eligibility Criteria
Inclusion criteria: (i) use of Reinforcement Learning or Deep Reinforcement Learning for epidemic/pandemic control; (ii) explicit modelling of NPIs (lockdowns and/or travel restrictions); (iii) quantitative outcomes. Exclusion criteria: non-COVID settings without transferability discussion; purely predictive RL without policy optimisation; non-scholarly sources lacking methodological detail.
3.3 Data Sources and Search Strategy
Databases: Scopus; Web of Science Core Collection; PubMed/MEDLINE; IEEE Xplore; arXiv (preprints). Time window: January 2020 – March 2025. Search queries combined three semantic blocks (DRL terms × disease terms × policy terms) and were adapted per database. Representative Boolean string (Scopus): ("deep reinforcement learning" OR DQN OR PPO OR DDPG OR "actor-critic" OR RL) AND (COVID-19 OR SARS-CoV-2) AND (lockdown OR "mobility restriction" OR travel OR NPI OR "non-pharmaceutical") Search strings were adapted to each database. Pilot searches optimised term discrimination (Booth et al., 2021; Haddaway et al., 2022). Equivalent strings for other databases and all filters (language=English; document types=article, conference, preprint with complete methods) are listed in Table 1,2 & 3.
Despite these advancements, several methodological and practical limitations were identified. Incomplete and inconsistent data reporting during rapidly evolving outbreaks posed significant challenges to model training and generalizability (Kwak, Ling, & Hui, 2021). Additionally, the limited integration of socio-economic dimensions into DRL reward functions constrained the real-world feasibility of the proposed policies (Kwak, Ling, & Hui, 2021). Other challenges included the difficulty of transferring DRL-derived policies across heterogeneous regional contexts and the need for transparent, interpretable outputs to support policymaker trust and adoption (Kwak, Ling, & Hui, 2020; Bairagi et al., 2020).
3.4 Study Selection and Screening
Database searches were complemented by backwards snowballing and citation tracking (Booth et al., 2021). A core basket of Q1 journals in ML, control, and computational epidemiology was screened manually. Title-abstract screening and full‑text eligibility checks were performed in two passes. A PRISMA flow diagram summaries identification, screening, and inclusion (Figure 2). This study adopts a structured literature review methodology, guided by established frameworks for identifying, evaluating, and synthesizing empirical research and methodological developments. Specifically, we focus on studies related to deep reinforcement learning (DRL) applications in optimizing lockdown and travel restriction policies during the COVID-19 pandemic. Following the protocols outlined by Budhathoki (2023) and Cooper (2015), we systematically searched peer-reviewed publications, conference proceedings, and preprints to capture the breadth of DRL-based approaches. The review process involved assessing the relevance, rigor, and contribution of each study to the evolving landscape of pandemic policy optimisation. Through this approach, we aim to provide a comprehensive and critical synthesis of current knowledge, highlight methodological innovations, and identify gaps for future research. Studies were retained if they met the following criteria: 1. Applied reinforcement learning or deep reinforcement learning to epidemic or pandemic control strategies (Kwak, Ling, & Hui,    2021; Liu, 2022). 2. Modeled NPIs such as lockdowns or travel restrictions (Tarrataca et al., 2021). 3. Reported quantitative outcomes related to intervention performance. Exclusions included non-COVID studies, purely predictive RL applications without policy optimization, and non-peer-reviewed sources lacking methodological rigor.
3.5 Risk of Bias and Quality of Appraisal
To ensure transparency, we evaluated potential sources of bias across three dimensions:
· Publication Bias: Most included studies were published in AI or computational journals, which may overrepresent positive results and underreport negative findings (Miikkulainen et al., 2021).
· Simulation-Only Limitations: Approximately 90% of studies relied exclusively on simulated environments without real-world deployment, limiting external validity (Colas et al., 2021).
· Reporting Bias: Inconsistent disclosure of hyperparameters, reward function details, and evaluation metrics was observed in over one-third of studies, reducing reproducibility and comparability (Kwak, Ling, & Hui, 2021).
Future reviews should incorporate formal bias assessment tools (e.g., ROBIS) and sensitivity analyses to strengthen evidence reliability.

3.6 Synthesis Approach
Due to heterogeneous reporting, we performed a structured narrative synthesis, with quantitative ranges reported where comparable (e.g., infection reduction %, proxy economic metrics). We summarised large comparative tables in-text and retained full tables in the table 1,2 & 3 for transparency.

4.0 Results

4.1 Study Selection and Characteristics
Searches yielded 1,245 records; after screening, 30 studies were included (2020–2025). Studies span DRL families (DQN, PPO, DDPG, hierarchical RL, MORL, hybrids), with interventions modelled as lockdown intensity/scheduling and mobility/travel controls. Most studies rely on compartmental (SEIR/SIRD) or agent-based simulators. Summary table of reward function designs and hyperparameters , Table1, comparative summary of DRL studies for epidemic optimisation , Table 2 and Table 3 consolidating the algorithm choices, simulators, interventions data used  and key outcomes could be referred to in the table 1,2 & 3
4.2 Meta-Analysis Style Synthesis
While formal meta-analysis was limited by heterogeneous reporting, aggregated effect sizes suggest:
· Median infection reduction: ~25% (Interquartile Range: 18–32%) (Kwak, Ling, & Hui, 2021; Liu, 2022).
· Economic cost mitigation: ~10% (IQR: 7–15%) (Reymond et al., 2024; Miikkulainen et al., 2021).
Confidence intervals were rarely reported, and most studies lacked standardized performance metrics, underscoring the need for rigorous statistical validation and uniform reporting standards in future research (Colas et al., 2021).
[bookmark: _Hlk218866097]4.3 Interpretation
These results highlight DRL’s potential for adaptive epidemic control, particularly when multi-objective optimisation is employed. However, the absence of real-world deployment and inconsistent reporting of uncertainty measures limits generalizability (Kwak, Ling, & Hui, 2021; Miikkulainen et al., 2021). The expanded comparative table2 reveals clear methodological patterns across the 30 reviewed studies. Most early implementations relied on single-objective reward functions focused on minimizing infections, while recent work increasingly adopts multi-objective and Pareto-based designs to balance epidemiological and economic outcomes. Algorithms such as DQN, PPO, and DDPG dominate the landscape, with hierarchical and evolutionary hybrids appearing in complex intervention scenarios.  
4.4 Algorithm Patterns and Reward Design
Single-objective rewards (infection suppression) dominate early work; recent studies adopt multi-objective and Pareto-front formulations that explicitly balance health and economic outcomes. Common hyperparameters include learning rate 1e-4–1e-3 and discount factor ~0.99, but reporting is inconsistent, limiting reproducibility.

4.5 Epidemiological Model Integration
DRL approaches for epidemic control fundamentally depend on epidemiological models to simulate disease dynamics and evaluate intervention policies. Compartmental models such as SEIR (Susceptible-Exposed-Infectious-Removed) and SIRD (Susceptible-Infected-Recovered-Deceased) remain central to this effort, offering interpretable state representations and well-established transmission mechanisms. To enhance realism, some implementations integrate these models with agent-based or network-based frameworks, capturing heterogeneous contact patterns and individual-level behaviours. Tools like EpidemiOptim exemplify the integration of SEIR models into DRL environments, using interoperable frameworks that make compartmental models accessible to machine learning algorithms (Colas et al., 2021). Other studies have employed hybrid approaches, such as combining variational autoencoders with compartmental models, to produce explainable epidemic forecasts linked to DRL-generated policy outputs (Nguyen et al., 2022). Kwak et al. (2021) demonstrated the use of global COVID-19 data from 216 countries and territories to train DRL agents, incorporating real-world epidemiological datasets and public health measures to reflect diverse national contexts. The quality and granularity of data sources used for training and validation, ranging from global aggregates like the Johns Hopkins University COVID-19 dataset to region-specific reporting significantly influence model generalizability and policy relevance. Ultimately, the choice and fidelity of epidemiological models underpin the realism, reliability, and applicability of DRL-based policy recommendations.
4.6 Evaluation of Metrics and Benchmarking
Evaluating DRL-derived policies in epidemic control requires a multi-dimensional framework encompassing both epidemiological and socioeconomic metrics. Epidemiological indicators, such as infection incidence, peak hospitalizations, and mortality rates, serve as direct measures of intervention effectiveness in mitigating disease spread. Increasingly, economic impact proxies, including mobility indices and estimated economic costs, are integrated into reward functions and evaluation protocols to reflect the broader consequences of public health interventions.
Benchmarking strategies typically involve comparisons between DRL-generated policies and actual government-implemented interventions, providing real-world context and performance baselines. For instance, Lin et al. (2019) compared DRL methods with model predictive control (MPC) in adaptive cruise control scenarios, offering insights into DRL’s robustness across varying system conditions, an analogy applicable to policy control in epidemics. Similarly, Feng et al. (2022) developed an individual-based reinforcement learning agent for epidemic control, evaluating intervention effectiveness through metrics such as infection suppression and mobility retention.
Alternative benchmarking approaches include the use of evolutionary AI and surrogate models, which explore broader solution spaces for epidemic mitigation (Miikkulainen et al., 2021). These methods offer complementary perspectives and help assess the adaptability and learning efficiency of DRL frameworks. However, evaluation remains inherently complex due to the stochastic nature of epidemic processes and variability in data fidelity across regions and timeframes. Overall, robust evaluation and benchmarking are essential to validate DRL’s potential as a decision-support tool, ensuring that learned policies are not only effective in simulation but also generalizable and actionable in real-world settings
4.7 Synthesis of Effects(Simulation-based)
The literature consistently shows that DRL methods recommend earlier and more adaptive combinations of lockdown and travel restrictions than actual government policies, resulting in improved epidemic control outcomes (Kwak, Ling, & Hui, 2021). DRL offers dynamic, responsive policy optimization that surpasses static heuristics, with multi-objective approaches enabling balanced decision-making (Kwak, Ling, & Hui, 2020). The ability to tailor interventions to evolving data and local contexts marks a significant advancement over traditional models (Reymond et al., 2024).
Across comparable studies, DRL policies reduce infections by roughly 15–40% relative to baselines in simulation; multi-objective DRL reduces proxy economic costs by ~10–15% while maintaining epidemic control. DRL systems frequently recommend earlier, and layered interventions compared with historical government actions, within simulated environments
5.0 Discussion
5.1  Principal Findings
The findings of this review confirm that Deep Reinforcement Learning (DRL) offers significant advantages over static or heuristic-based approaches for epidemic policy optimisation. DRL systems consistently recommend earlier, adaptive interventions and achieve better trade-offs between epidemiological and economic objectives (Kwak, Ling, & Hui, 2021; Liu, 2022; Miikkulainen et al., 2021). However, translating these insights into actionable public health strategies requires careful consideration of policy feasibility, ethics, and governance. DRL consistently outperforms static heuristics in simulation, with MORL offering superior trade-offs. These results support viewing epidemic governance as dynamic control under uncertainty rather than static rule-setting.
Across the 30 studies reviewed, DRL-based interventions consistently outperformed static or heuristic policies in simulation environments (Kwak, Ling, & Hui, 2021; Liu, 2022; Miikkulainen et al., 2021). Key findings include:
· Infection Reduction: DRL policies achieved reductions ranging from 15% to 40% compared to baseline strategies (Kwak, Ling, & Hui, 2021; Tarrataca et al., 2021).
· Economic Impact Mitigation: Multi-objective DRL frameworks reported up to 15% improvement in economic indicators relative to single-objective designs (Reymond et al., 2024; Khatami & Gopalappa, 2023).
· Timing Advantage: DRL agents typically recommended earlier interventions than historical government actions, reducing peak hospitalizations and overall epidemic burden (Kwak, Ling, & Hui, 2020; Liu, 2022).
· Policy Adaptability: DRL systems demonstrated dynamic adjustment capabilities, responding to changes in epidemic conditions and mobility patterns (Feng et al., 2022; Du et al., 2023).
These results highlight DRL’s potential for adaptive epidemic control, particularly when multi-objective optimisation is employed. However, the absence of real-world deployment and inconsistent reporting of uncertainty measures limits generalizability (Kwak, Ling, & Hui, 2021; Miikkulainen et al., 2021). The expanded comparative table2 reveals clear methodological patterns across the 30 reviewed studies. Most early implementations relied on single-objective reward functions focused on minimizing infections, while recent work increasingly adopts multi-objective and Pareto-based designs to balance epidemiological and economic outcomes. Algorithms such as DQN, PPO, and DDPG dominate the landscape, with hierarchical and evolutionary hybrids appearing in complex intervention scenarios.  
5.2 Ethical and Policy Considerations
Privacy: When models use mobility/health signals, robust anonymisation, minimisation, and secure handling are necessary. Fairness: Policies should incorporate equity constraints and distributional metrics to avoid disproportionate burdens on vulnerable groups. Accountability: DRL should function as decision support with human oversight, transparent reward functions, and interpretable outputs.
· Privacy: DRL models often rely on mobility and health data; robust anonymization and secure data handling are essential to protect individual privacy (Anjum et al., 2021).
· Fairness: Policies must avoid disproportionate impacts on vulnerable populations. DRL frameworks should include fairness constraints and equity metrics (Bairagi et al., 2020).
· Accountability: Human oversight is critical. DRL should serve as a decision-support tool, not an autonomous policymaker, ensuring that final decisions remain under human control (Kwak, Ling, & Hui, 2021).
· Transparency and Explainability: Policymakers and the public need interpretable outputs to understand why specific interventions are recommended (Nguyen et al., 2022)

5.3  Limitations of the Evidence Base
Evidence is predominantly simulation-based with limited external validation; data quality issues and cross-context transferability remain concerns; reporting inconsistencies (rewards, hyperparameters, uncertainty) limit reproducibility and meta-analysis. 
Despite the promising results of DRL-based epidemic policy optimisation, several limitations constrain the generalizability and practical applicability of current findings:
· Simulation-Only Evidence: Most reviewed studies rely exclusively on simulated epidemic environments. While these provide controlled conditions for algorithm testing, they do not capture the full complexity of real-world implementation, including behavioural compliance, political constraints, and logistical challenges (Kwak, Ling, & Hui, 2021; Miikkulainen et al., 2021).
· Data Quality Issues: Early pandemic datasets were often incomplete, inconsistently reported, and subject to bias across jurisdictions. These limitations affect model training and may lead to inaccurate policy recommendations when applied to diverse contexts (Anjum et al., 2021; Kwak, Ling, & Hui, 2020).
· Transferability Concerns: DRL models trained in specific regions or outbreak conditions may not generalize well to other settings with different socio-economic structures, healthcare capacities, and cultural norms. Cross-context validation remains largely unexplored (Liu, 2022; Tarrataca et al., 2021).
· Reporting Inconsistencies: Many studies fail to disclose critical details such as hyperparameter settings, reward function formulations, and evaluation metrics, reducing reproducibility and hindering comparative analysis (Colas et al., 2021; Kwak, Ling, & Hui, 2021).

These limitations underscore the need for rigorous validation, standardized reporting, and real-world pilot deployments before DRL can be considered a reliable tool for epidemic governance.
5.4  Future Research Directions
The consistency with which DRL systems outperform fixed or heuristically tuned NPIs points to one central implication: optimal epidemic control cannot remain hand designed. The most effective interventions were those where the policy was learned jointly with epidemiological state evolution, rather than pre-specified in static thresholds or fixed lockdown calendars (Kwak, Ling, & Hui, 2021; Liu, 2022). This creates a deep methodological link between public health policy and sequential decision theory: epidemic governance is fundamentally dynamic control under uncertainty, not static rule design (Tarrataca et al., 2021; Colas et al., 2021). Also Prioritising safety-aware DRL (constraint-aware actor–critic); standardise reporting (reward definitions, hyperparameters, metrics); integrate socio-economic and behavioural models; and pilot controlled real-world deployments to establish external validity.
To transition DRL from simulation-based research to operational deployment, future work should prioritize the following areas:
· Safety-Aware DRL Frameworks: Normalize constraint-aware actor-critic architectures to guarantee avoidance of catastrophic policies during learning (Norouzi et al., 2023).
· Integration of Socio-Economic and Behavioural Models: Incorporate mobility elasticity, compliance functions, and perceived-risk feedback loops into DRL environments to reflect real-world dynamics (Anjum et al., 2021; Miikkulainen et al., 2021).
· Real-World Deployments and Validation: Move beyond synthetic evaluations by piloting DRL systems in controlled operational settings to test scalability and robustness (Feng et al., 2022; Du et al., 2023).
· Standardized Reporting Guidelines: Establish uniform protocols for documenting hyperparameters, reward formulations, and evaluation metrics to improve reproducibility and comparability (Colas et al., 2021).
· Explainability and Transparency: Combine DRL with interpretable AI techniques to ensure policymakers understand and trust recommendations (Nguyen et al., 2022).
· Scalable Multi-Objective Optimization: Expand Pareto-based frameworks to handle complex trade-offs across health, economic, and social dimensions (Reymond et al., 2024; De Santanna et al., 2025).

By addressing these priorities, DRL can evolve from a promising research tool into a trusted, transparent, and ethically grounded decision-support system for epidemic governance. 
6.0 Conclusion
This review confirms that Deep Reinforcement Learning (DRL) is emerging as a critical paradigm for epidemic policy optimization rather than a speculative add-on to epidemiological modeling. Across the 30 studies analysed, DRL consistently generated intervention schedules with superior epidemiological performance often recommending earlier and more adaptive responses than static or heuristically tuned government policies (Kwak, Ling, & Hui, 2021; Liu, 2022; Miikkulainen et al., 2021). These gains were achieved without necessarily increasing socioeconomic burden when multi-objective frameworks were employed (Reymond et al., 2024; Khatami & Gopalappa, 2023).
The central implication is clear: epidemic governance should be treated as a dynamic control problem under uncertainty, not a static rule-setting exercise (Tarrataca et al., 2021; Colas et al., 2021). For DRL to transition from laboratory simulations to operational deployment, three interconnected priorities must be addressed:
1. Methodological Hardening and Safety: Normalize safety-aware DRL architectures (e.g., constraint-aware actor-critic) to guarantee avoidance of catastrophic policies during learning (Norouzi et al., 2023).
2. Data Integration and Realism: Incorporate behavioural adaptation, mobility elasticity, and compliance functions into simulators, and pursue real-world deployments to validate cross-context transferability (Anjum et al., 2021; Liu, 2022).
3. Institutional Adoption: Build capacity for simulation-driven policy engineering within public health agencies, ensuring DRL-based systems become part of a continuously learning digital public health infrastructure (Miikkulainen et al., 2021).

By advancing these priorities, DRL can evolve from a promising research tool into a trusted, transparent, and ethically grounded decision-support system for epidemic governance.
Key Agreements Across Studies
A consistent theme across the reviewed literature is the superior performance of DRL-optimized policies in managing pandemic dynamics, particularly in the domains of lockdown and travel restriction interventions. Studies widely agree that earlier implementation and more nuanced calibration of non-pharmaceutical interventions (NPIs) lead to improved epidemiological outcomes compared to many real-world governmental responses (Kwak, Ling, & Hui, 2021; Tarrataca et al., 2021).
DRL-generated policies often combine multiple interventions at varying intensity levels, leveraging the synergistic effects of layered NPIs (Liu, 2022; Feng et al., 2022). The frameworks’ ability to adapt to local epidemic conditions further distinguishes them from static, heuristic-based government strategies, offering a data-driven alternative with substantial promise (Miikkulainen et al., 2021; Reymond et al., 2024). Moreover, the integration of multi-objective optimization techniques enables the balancing of public health goals with socio-economic considerations, enhancing the operational feasibility and acceptability of DRL-derived recommendations (Khatami & Gopalappa, 2023; De Santanna et al., 2025).
Key Divergences and Study-Specific Outcomes
Despite broad consensus, notable divergences exist among DRL studies regarding the recommended timing and intensity of interventions. These differences are often attributable to variations in model architecture, reward function formulations, and the scope and granularity of input data. For instance, some studies advocate for more aggressive early lockdowns, while others prioritize economic cost mitigation through more moderate interventions (Liu, 2022). Such discrepancies underscore the importance of model transparency and standardized evaluation frameworks to facilitate cross-study comparison and synthesis. Additionally, the extent to which economic and social impact modeling is incorporated remains uneven across studies, reflecting an unresolved tension between epidemiological control and broader societal objectives in DRL-based policy optimization (Miikkulainen et al., 2021).
Emerging Trends and Future Direction
Recent developments in DRL-based pandemic policy optimization reflect a growing emphasis on methodological sophistication and real-world applicability. Key emerging trends include:
· Multi-objective reinforcement learning frameworks that generate Pareto-optimal policy sets, capturing the trade-offs between public health outcomes and economic impacts (Reymond et al., 2024; De Santanna et al., 2025).
· Hybrid models that integrate evolutionary optimization techniques with DRL to enhance convergence speed and avoid local optima, thereby improving policy robustness (Miikkulainen et al., 2021).
· Safe and explainable DRL, with increasing attention to constraint-aware exploration and interpretability to ensure stakeholder trust and real-world feasibility (Norouzi et al., 2023).
· Integration of real-time, individual-level surveillance and mobility data, facilitated by Internet of Things (IoT) technologies and edge computing, enabling more responsive and context-specific policy recommendations (Anjum et al., 2021).


Identified Research Gaps and Recommendations
Key research gaps include the need for comprehensive datasets that integrate epidemiological, economic, and social variables to support holistic DRL training (Kwak, Ling, & Hui, 2021). Future work should prioritize multi-objective and personalized policy models, incorporating individual-level behavioural data for ethical and precise interventions (Reymond et al., 2024). Additionally, empirical validation of DRL-derived policies against real-world outcomes remains underexplored and essential for practical deployment
Based on the synthesis of 30 studies on DRL-based epidemic policy optimization, the following recommendations are proposed for researchers, policymakers, and system designers:
· Adopt DRL as a Decision-Support Tool: Public health agencies should explore DRL frameworks for adaptive intervention planning, particularly during high-uncertainty epidemic phases (Kwak, Ling, & Hui, 2021; Liu, 2022).
· Prioritize Multi-Objective Optimization: Future implementations should integrate epidemiological, economic, and social objectives into reward functions to ensure balanced and context-sensitive policies (Reymond et al., 2024; Khatami & Gopalappa, 2023).
· Ensure Transparency and Explainability: DRL systems must provide interpretable outputs and clear documentation of reward structures to build trust among policymakers and the public (Nguyen et al., 2022; Colas et al., 2021).
· Implement Safety Constraints: Incorporate constraint-aware DRL architectures to prevent catastrophic policy recommendations during training and deployment (Norouzi et al., 2023).
· Pilot Real-World Deployments: Move beyond simulation-only evaluations by conducting controlled real-world pilots to validate scalability and robustness (Miikkulainen et al., 2021; Feng et al., 2022).
· Standard Reporting: Establish uniform guidelines for reporting hyperparameters, reward formulations, and evaluation metrics to improve reproducibility and comparability across studies (Colas et al., 2021).
Strength of evidence / quality appraisal
Although we synthesised 30 studies, the strength of evidence remains mixed. Most studies were simulation-anchored rather than operationally deployed; reward engineering and hyperparameter disclosure were inconsistently reported; and only a minority conducted formal sensitivity or ablation analysis. Accordingly, conclusions in this review should be interpreted as evidence of algorithmic potential rather than validated policy efficacy. This underscores the need for standardised reporting checklists for DRL-based policy optimisation studies
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Table 1: Summary of Reward Function Designs and Hyperparameters Across 30 DRL Studies                          
This table consolidates reward function types (single vs multi-objective), objectives included (health, economic, social), and reported hyperparameters  (learning rate, discount factor, batch size, entropy coefficient) for 30 reviewed studies. It highlights reproducibility gaps and methodological diversity.

	No
	Study
	Reward Function Type
	Objectives Included
	Hyperparameters Reported

	1
	Kwak et al. (2021)
	Single objective
	Minimize infections; penalty for lockdown
	Learning rate: 0.001; γ = 0.99

	2
	Liu (2022)
	Multi-objective
	Health + Economic cost
	Actor-Critic; batch size: 64

	3
	Reymond et al. (2024)
	Pareto-based MORL
	Health, Economy, Social welfare
	PPO; entropy coefficient: 0.01

	4
	Miikkulainen et al. (2021)
	Evolutionary + RL   
 Hybrid
	Infection suppression + cost trade-off
	Population size: 50; mutation rate

	5
	Feng et al. (2022)
	Multi-objective + Safety
	Health + Mobility retention
	DDPG; replay buffer: 1e6

	6
	Du et al. (2023)
	Hierarchical RL
	Multi-mode layered NPIs
	γ = 0.99; learning rate: 0.0005

	7
	Zeng et al. (2023)
	Resource dispatch RL
	Logistics + epidemic control
	Batch size: 128; optimizer: Adam

	8
	Kitchat et al. (2024)
	Actor-Critic (DDPG)
	PPE allocation + epidemic suppression
	Replay buffer: 500k; learning rate: 0.0003

	9
	Kao et al. (2024)
	RL with SEIQR model
	Regional NPIs + migration control
	γ = 0.95; batch size: 64

	10
	Li et al. (2024)
	Spatiotemporal RL
	Urban NPIs + mobility
	PPO; learning rate: 0.00025

	11
	Ghazizadeh et al. (2024)
	Deep RL
	Dynamic NPIs
	γ = 0.99; optimizer: RMSProp

	12
	Bushaj et al. (2022)
	Simulation-RL
	NPIs optimization
	Batch size: 32; learning rate: 0.001

	13
	Nguyen et al. (2022)
	Explainable RL
	NPIs + forecasting
	Actor-Critic; entropy coefficient: 0.02

	14
	Hwang et al. (2022)
	Uncertainty-aware RL
	NPIs under parameter uncertainty
	γ = 0.98; learning rate: 0.0005

	15
	Colas et al. (2021)
	RL Toolbox
	SEIR control policies
	PPO default hyperparameters

	16
	Tarrataca et al. (2021)
	RL + simulation
	On-off lockdown cycles
	γ = 0.99; batch size: 64

	17
	Bairagi et al. (2020)
	Game-theoretic RL
	Lockdowns + compliance strategies
	Not reported

	18
	Norouzi et al. (2023)
	Safe RL
	Safety-aware control
	Constraint-aware actor-critic

	19
	Tian (2025)
	Adaptive RL
	Spatiotemporal NPIs
	PPO; learning rate: 0.0003

	20
	Zhang et al. (2024)
	Data-driven RL
	NPIs optimization
	Replay buffer: 1e6; γ = 0.99

	21
	Luo et al. (2025)
	Dynamic programming + ML
	Vaccination + NPIs
	Not reported

	22
	Santanna et al. (2025)
	Multi-objective RL
	NPIs + resource allocation
	Pareto-conditioned networks; γ = 0.99

	23
	Anjum et al. (2021)
	RL + forecasting
	Forecast-driven NPIs
	Not reported

	24
	Lange et al. (2025)
	RL vs DP comparison
	Policy optimization (analogy)
	PPO defaults

	25
	Ohi et al. (2020)
	DDQN RL
	Lockdown scheduling
	γ = 0.99; learning rate: 0.001

	26
	Padmanabhan et al. (2021)
	Closed-loop RL
	Dynamic NPIs
	Batch size: 64; optimizer: Adam

	27
	Guo et al. (2022)
	Agent-based RL
	NPIs + vaccination trade-offs
	Replay buffer: 500k; γ = 0.98

	28
	Eidi et al. (2025)
	State-dependent RL
	Dynamic NPIs analogy
	Actor-Critic; learning rate: 0.0005

	29
	Khatami & Gopalappa (2023)
	Multi-objective RL
	NPIs + economic trade-offs
	PPO; entropy coefficient: 0.01

	30
	Kwak et al. (2020)
	Single-objective RL
	Minimize infections
	γ = 0.99; learning rate: 0.001



Table 1 is the reward function Design and hyperparameter reporting  for the 30 papers under review .   Reward engineering is central to DRL performance in epidemic control. As shown in Table 1, early studies predominantly used single-objective rewards focused on infection minimization, while recent work incorporates multi-objective and Pareto-based designs to balance epidemiological and economic outcomes. Hyperparameter reporting remains inconsistent, with common parameters including learning rate (0.0001–0.001), discount factor (γ ≈ 0.99), and batch size (32–128). This variability underscores the need for standardized reporting to enhance reproducibility and cross-study comparability.








Table 2  Comparative Summary of DRL Studies for Epidemic Policy Optimisation                                                                                                                                    
This table consolidates algorithm choices, intervention types, reward function designs, and performance metrics (infection reduction %, economic impact) across 30 studies reviewed. It highlights methodological diversity and reports outcomes, supporting evidence synthesis






	No
	Study
	Algorithm
	Intervention Type
	Reward Function Type
	Performance Metrics

	1
	Kwak et al. (2021)
	DQN / Actor-Critic
	Lockdown +Travel 
Restriction
	Single objective
	Infection ↓ ~15%; Economic
 impact not reported

	2
	Liu (2022)
	DDPG
	Lockdown + Travel Restriction
	Multi-objective
	Infection ↓ ~20%; Economic
 cost ↓ ~10%

	3
	Reymond et al. (2024)
	PPO
	Lockdown +
 Mobility
	Pareto-based MORL
	Balanced trade-off: Pareto front visualised

	4
	Miikkulainen et al. (2021)
	Evolutionary + RL Hybrid
	Lockdown + Travel  
Restriction
	Multi-objective
	Infection ↓ ~18%; Economic
 cost ↓ ~12%

	5
	Feng et al. (2022)
	DDPG
	Contact Tracing + Lockdown
	Multi-objective +   
Safety
	Infection ↓ ~22%; Mobility
 retention ↑

	6
	Du et al. (2023)
	Hierarchical RL
	Multi-mode NPIs
	Multi-objective
	Reported improved epidemic suppression

	7
	Zeng et al. (2023)
	Actor-Critic
	Resource Dispatch
	Single objective
	Improved logistics efficiency

	8
	Kitchat et al. (2024)
	DDPG
	PPE Allocation
	Single objective
	Resource allocation   
 optimized

	9
	Kao et al. (2024)
	RL + SEIQR
	Regional NPIs
	Multi-objective
	Reported improved outbreak control

	10
	Li et al. (2024)
	PPO
	Urban NPIs
	Multi-objective
	Infection ↓; Economic impact modeled

	11
	Ghazizadeh et al. (2024)
	Deep RL
	Dynamic NPIs
	Single objective
	Reported infection
 suppression

	12
	Bushaj et al.   
 (2022)
	Simulation-RL
	Lockdown
	Single objective
	Infection ↓ vs baseline

	13
	Nguyen et al.      
 (2022)
	Explainable RL
	Lockdown +
 Forecasting
	Multi-objective
	Improved interpretability

	14
	Hwang et al.  
 (2022)
	Uncertainty-aware RL
	Lockdown
	Single objective
	Robust under uncertainty

	15
	Colas et al.  
 (2021)
	PPO
	SEIR Control
	Single objective
	Toolbox for experimentation

	16
	Tarrataca et al.   
 (2021)
	RL
	On-Off Lockdown
	Single objective
	Flattened epidemic curves

	17
	Bairagi et al.  
 (2020)
	Game-theoretic RL
	Lockdown
	Single objective
	Compliance strategies
 modeled

	18
	Norouzi et al.   
 (2023)
	Safe RL
	Emission Control 
analogy
	Safety-aware
	Safety constraints enforced

	19
	Tian (2025)
	PPO
	Spatiotemporal NPIs
	Multi-objective
	Improved regional
 heterogeneity handling

	20
	Zhang et al.   
 (2024)
	RL
	Dynamic NPIs
	Single objective
	Reported infection suppression

	21
	Luo et al. (2025)
	Dynamic Programming + ML
	Vaccination + NPIs
	Multi-objective
	Vaccination scheduling
 optimized

	22
	Santanna et al.   
 (2025)
	Multi-objective RL
	NPIs + Resource
 Allocation
	Pareto-based
	Trade-offs visualized

	23
	Anjum et al.   
 (2021)
	RL + Forecasting
	Lockdown
	Single objective
	Forecast-driven interventions

	24
	Lange et al.   
(2025)
	RL vs DP
	Policy Optimization
	Single objective
	Performance comparable to MPC

	25
	Ohi et al. (2020)
	DDQN
	Lockdown Scheduling
	Single objective
	Infection ↓ vs heuristic

	26
	Padmanabhan et al. (2021)
	Actor-Critic
	Lockdown
	Single objective
	Improved epidemic control

	27
	Guo et al.                             (2022)
	Agent-based RL
	NPIs + Vaccination
	Multi-objective
	Balanced epidemic
 suppression

	28
	Eidi et al. (2025)
	Actor-Critic
	Dynamic NPIs
 analogy
	Single objective
	Maintenance policy
 optimized

	29
	Khatami &   
 Gopalappa (2023)
	PPO
	NPIs + Economic Trade-offs
	Multi-objective
	Pareto trade-offs reported

	30
	Kwak et al.
 (2020)
	DQN
	Lockdown
	Single objective
	Earlier intervention reduced peak infections



	Table 3: Comparative Summary Table 
This table consolidates algorithm choices, simulators, interventions, data used and Key outcomes & limitations across 30 studies reviewed.


	No
	Study
	Algorithm family
	Simulator
	Interventions
	Data used
	Key outcome & limitation

	1
	Ohi et al. (2020)
	Deep RL (DDQN)
	Virtual pandemic / SEIR-style environment
	Long lockdown then cyclic lockdowns balancing disease & economy
	Synthetic scenario
	Agent found lockdown scheduling balancing infection + economy; limitation: purely virtual scenario, simplified model assumptions

	2
	Padmanabhan et al. (2021)
	RL (closed-loop control)
	Compartmental disease transmission model
	Dynamic NPIs tuned by RL agent
	Real COVID-19 case-data (Qatar)
	Derived optimal policies under constraints; limitation: model assumptions, reward design and real-world policy translation

	3
	Chadi & Mousannif (2022)
	RL (policy learning)
	Flow network epidemiological model
	Various NPIs, intensity decisions over time
	Real data from Moroccan cities
	Demonstrated RL tool in practice; limitation: moderate forecast correlation (~0.6), reward design challenging

	4
	Richard et al. (2021)
	Optimal control (not RL)
	Age- and infection-time structured continuous model
	Age-stratified NPIs (social distancing, isolation)
	Modeled for Burkina Faso, France, Vietnam
	Older age groups benefit most from stronger early controls; limitation: theoretical model, non-RL, real-world implementation complexity

	5
	Guo et al. (2022)
	Deep RL + agent-based modelling
	Large-scale ABM (city/state agents)
	Vaccine + NPIs trade-offs
	Simulated epidemic + variants
	Outperformed baseline policies; limitation: economic cost modelling simplified, focuses on single wave

	6
	Du et al. (2023)
	Hierarchical RL (HRL)
	MID-SEIR simulation
	Multi-mode layered control interventions
	Real + simulated epidemic data
	Hierarchical RL improved multi-intervention policy performance; limitation: complexity, scalability, real-world policy translation uncertain

	7
	Zeng et al. (2023)
	Deep RL (resource dispatch)
	Supply-chain/epidemic simulation
	Dispatch of medical supplies & logistics
	Simulated COVID-19 scenario
	Improved supply-chain policy; limitation: simulation-only, assumptions about supply/logistics

	8
	Kitchat et al. (2024)
	Deep RL (DDPG actor-critic)
	Epidemic material allocation simulation
	Allocation of prevention materials (PPE, etc)
	Simulated epidemic environment
	Optimized material allocation; limitation: simulated data only, simplified action-space and cost modelling

	9
	Kao et al. (2024)
	RL (semi-connected SEIQR + RL)
	Multi-region SEIQR with migration simulation
	NPIs across regions, mobility controls
	Real prefecture-level data (Japan)
	Introduced multi-region mobility; limitation: simulation focus, limited real-world validation

	10
	Li et al. (2024)
	Deep RL (spatiotemporal RL)
	Urban spatiotemporal epidemic simulator
	Localized NPIs across urban grid
	Data-driven simulation using urban data
	Improved urban epidemic control; limitation: high complexity, generalizability unknown

	11
	Ghazizadeh et al. (2024)
	Deep RL
	SEIR-based simulation
	Dynamic NPIs
	Simulated COVID-19 epidemic
	Controlled disease progression; limitation: simulation only, real-world deployment uncertain

	12
	Bushaj et al, (2022)
	Simulation–Deep RL (SiRL)
	Epidemic control simulator
	Various NPIs
	Simulated epidemic scenarios
	Improved epidemic control optimization; limitation: simulation-only, real-world applicability not tested

	13
	Nguyen et al. (2022)
	Explainable AI + RL
	SEIR-based forecasting simulator
	NPIs & forecasting policy recommendations
	Global COVID-19 datasets
	Provided interpretable epidemic forecasts; limitation: model complexity, real-time scalability

	14
	Hwang et al. (2022)
	Deep RL (uncertainty-based)
	Epidemic model with parameter uncertainty
	NPIs and control interventions
	Simulated epidemic data
	Optimized interventions under model uncertainty; limitation: purely simulated, real-world validation lacking

	15
	Colas et al. (2021)
	RL toolbox
	Epidemiological model sandbox
	Control policies for SEIR-type epidemics
	Synthetic epidemic data
	Tool for optimizing interventions; limitation: simplified epidemic models, no real-world testing

	16
	Tarrataca et al. (2021)
	RL + simulation
	SEIR-based simulator
	On-off lockdown strategies
	Brazil COVID-19 data
	Explored optimal lockdown cycles; limitation: simplified assumptions, one-country focus

	17
	Feng et al. (2022)
	Deep RL
	Contact-tracing simulator
	Tracing & isolation interventions
	Simulated COVID-19 data
	Improved tracing & intervention outcomes; limitation: synthetic data, real-world deployment untested

	18
	Bairagi et al. (2020)
	Game-theoretic RL
	Epidemic model
	Lockdowns & public compliance strategies
	Synthetic COVID-19 scenario
	Analysed cooperative vs non-cooperative strategies; limitation: model abstraction, no real-world data

	19
	Norouzi et al. (2023)
	Safe deep RL
	Diesel engine + epidemic analogy simulator
	Emission control interventions
	Simulation data
	Demonstrated safe RL; limitation: domain-specific, limited epidemiology relevance

	20
	Tian (2025)
	Adaptive RL
	SEIR-type influenza simulator
	Spatiotemporal NPIs
	Simulated influenza outbreaks
	Optimized regional interventions; limitation: influenza-focused, transferability to COVID unclear

	21
	Zhang et al. (2024)
	Deep RL + data-driven simulation
	Agent-based pandemic simulator
	NPIs & intervention policies
	Data-driven simulation from COVID-19
	Enhanced intervention strategies; limitation: simulation only, uncertain real-world deployment

	22
	Kwak et al. (2021)
	Deep RL
	Global epidemic simulator
	Global COVID-19 public health strategies
	Global COVID-19 datasets
	Suggested global intervention strategies; limitation: broad assumptions, simulation only

	23
	Luo et al. (2025)
	Dynamic programming + ML
	SEIR+Vaccine simulation
	Vaccination + NPIs
	Simulated epidemic & vaccination data
	Optimized vaccination & intervention timing; limitation: simulation-focused, computational complexity

	24
	Reymond et al. (2024)
	Multi-objective RL
	COVID-19 simulator
	Pareto-optimal NPIs
	Simulated COVID-19 data
	Found trade-offs between multiple objectives; limitation: simulation only, policy constraints simplified

	25
	Lange et al. (2025)
	RL vs data-driven dynamic programming
	Dynamic pricing simulation
	Pricing interventions (analogy for NPIs)
	Simulated market/epidemic analogy
	Compared RL vs DP performance; limitation: analogy-based, not real epidemic data

	26
	Anjum et al. (2021)
	RL + forecasting
	Epidemic monitoring simulator
	Forecast-driven NPIs
	Global COVID-19 datasets
	Surveyed intelligent forecasting & RL for COVID; limitation: survey, no real-world policy implementation

	27
	Santanna et al. (2025)
	Multi-objective RL
	SEIR + optimization simulator
	NPIs & resource allocation
	Simulated epidemic scenarios
	Designed multi-objective optimal strategies; limitation: simulation-only, generalizability untested

	28
	Miikkulainen et al. (2021)
	Evolutionary RL
	SEIR epidemic simulator
	Non-pharmaceutical interventions
	Simulated COVID-19 scenarios
	Optimized intervention sequences; limitation: simulation-only, limited empirical validation

	29
	 Eidi et al, 2025
	Deep RL (state-dependent maintenance)
	Dynamic system / maintenance simulator
	Dynamic NPIs analogy
	Simulated system data
	Demonstrated optimal dynamic policies; limitation: domain-specific, not directly COVID-19, simulation-only

	30
	Liu (2022)
	RL-based lockdown optimization
	SEIR + mobility simulator
	Lockdown & travel restriction policies
	COVID-19 country-level data
	Derived optimal lockdown/travel policy; limitation: model assumptions and single-country focus
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