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	Reviewer’s comment

Artificial Intelligence (AI) generated or assisted review comments are strictly prohibited during peer review.

	Author’s Feedback (It is mandatory that authors should write his/her feedback here)



	Please write a few sentences regarding the importance of this manuscript for the scientific community. A minimum of 3-4 sentences may be required for this part.


	Although focused on particular demos/datasets, this manuscript seeks to solve a practical problem that affects many cloud users today: how to monitor applications and detect anomalous security threats in cloud-native microservices and containerized workloads. Containers and dynamic orchestration create monitoring challenges due to the rapid elasticity of workloads and fragmentation of telemetry sources across service mesh, API gateways, and Kubernetes events. 
This paper takes a pragmatic step towards solving this problem by proposing an AI-driven observability security framework (AI-DOSM) and empirically motivating correlated telemetry across service mesh, gateway, and Kubernetes layers. Given its topicality and clear motivation, this work would be of interest to other researchers and engineers working on cloud security, AIOps, and observability. To make the connection between problem (limits of telemetry coverage) and quantitative detection results, the study should be reproducible with explicit description of datasets/protocols.


	

	Is the title of the article suitable?

(If not please suggest an alternative title)


	Yes, the title reflects the manuscript scope.
But consider shortening for clarity: “AI-Driven Security Observability for Cloud-Native Microservices and Containers.”
	

	Is the abstract of the article comprehensive? Do you suggest the addition (or deletion) of some points in this section? Please write your suggestions here.


	The abstract provides a decent overview of objectives/datasets/methodology (overview) and presents some headline results (e.g., recall/false negatives; latency). However, it should also specify: 

· What “anomalies” are / what ground truth is used for evaluation,

· What validation protocol was used (e.g., train/test split or CV), and 

· Whether performance is from one dataset or combination of multiple data sources.

· Additionally, be careful making specific claims like “18s” unless you’ve included enough detail in the paper for others to reproduce your experiments (i.e., confirm what exactly the baseline “rule based” monitoring implementation consisted of).


	

	Is the manuscript scientifically, correct? Please write here.
	While the framing of the problem is reasonable and the high-level flow of methodology is believable (threat->techniques analysis -> telemetry coverage gap analysis ->unsupervised anomaly detection with autoencoder), there are a number of unclear details that are required to assess scientific rigor.

· The manuscript lists numerous datasets/demos (MITRE ATT&CK container attack techniques; OpenTelemetry Demo; Google Cloud Microservices Demo + Kubernete audit logs). However, the details of any preprocessing, feature construction / selection, labeling/ground truth creation, and experiment setup are unclear.

· Metrics like TP/FP/TN/FN, ROC–AUC, PR–AUC and latency should be accompanied by definitions/examples of what constitutes “incident/anomaly”, how positives are identified, and how latency is computed.

· The framework/architecture Fig. (AI-DOSM) shows a high-level concept that makes logical sense, but the paper should distinguish between what was designed as concept/architecture vs what was built/tested as part of the experimental pipeline.


	

	Are the references sufficient and recent? If you have suggestions of additional references, please mention them in the review form.
	The authors provide a large bibliography, some recent but many appear to be from blogs/news outlets. Additionally, several citations appear to be included in inconsistent formatting (eg. the Red Hat citation includes a year but title field). Please correct any mistaken citations and consider adding 2 to 4 well-known references related to:

· OpenTelemetry / observability 
· Container/runtime security / Kubernetes 
· Anomaly detection in distributed systems from top-tier venues (e.g., ACM/IEEE/Springer) to round out the bibliography. 


	

	Is the language/English quality of the article suitable for scholarly communications?


	The paper is understandable but would benefit from editing and proofreading for grammar consistency/conciseness. Examples: “To evaluates…” seems like a typo. Some sentences are repeated. 

 
	

	Optional/General comments


	· Reproducibility: How train/test the “supervised classifier” done? How are anomalies labeled for training? provide dataset links, versions, exact pipeline steps, features used, hyperparameters, and train/test methodology.
· Baselines: Define the “rule-based monitoring” baseline clearly and consider adding another baseline (e.g., Isolation Forest) for fairness.
· Telemetry coverage method: It’s unclear how the baseline please explain how “expected events” are computed; otherwise, coverage rates may be arbitrary.
· Limitations: Please provide additional limitations of the study e.g., threats to validity of proposed method (demo datasets vs real production, drift, generalization, false positives operational cost). 
Here are the Points which needs attention and must-fix:
· Define anomalies/ground truth and how TP/FP/TN/FN were computed.

· Needed to provide full experimental protocol: data split, preprocessing, features, model config, and baseline implementation.

· Explain and clarify how telemetry “expected events” are derived in coverage calculations.

· Add a few cornerstone sources to improve quality/credibility of references; verify inconsistent citations; 

· Try more academic and better language for better readability and reduce repetition; ensure figure/table captions are self-contained.

· Try Adding/Replacing one or two more related Keywords
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	Are there ethical issues in this manuscript? 


	(If yes, Kindly please write down the ethical issues here in details)
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