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	Reviewer’s comment

Artificial Intelligence (AI) generated or assisted review comments are strictly prohibited during peer review.

	Author’s Feedback (It is mandatory that authors should write his/her feedback here)



	Please write a few sentences regarding the importance of this manuscript for the scientific community. A minimum of 3-4 sentences may be required for this part.


	This manuscript addresses a timely and increasingly important problem in AI security by proposing an adaptive cognitive profiling framework to authenticate and monitor executive-level AI agents in the presence of impersonation and deepfake threats. By integrating behavioral biometrics, anomaly detection, and trust-scoring mechanisms, the study contributes to the emerging discourse on securing human–AI interactions beyond traditional static authentication methods. The work is particularly relevant to organizations deploying AI agents in high-stakes decision-making environments, where trust, accountability, and resilience against malicious interference are critical. Overall, the manuscript advances current understanding of adaptive AI security frameworks and offers a foundation for future research on robust, behavior-based authentication of intelligent agents.
	

	Is the title of the article suitable?

(If not please suggest an alternative title)


	The title is partially suitable, as it reflects the general theme of securing AI agents and addressing impersonation risks; however, it is somewhat broad and aspirational compared to what is actually implemented and empirically validated in the manuscript. In particular, the term “executive-level AI agents” suggests real-world, deployed executive systems, whereas the study primarily demonstrates the framework using behavioral and anomaly-based modeling in a controlled or simulated setting.

Suggested alternative title:

An Adaptive Behavioral Profiling Framework for Impersonation Detection and Trust Assessment in AI Agents

	

	Is the abstract of the article comprehensive? Do you suggest the addition (or deletion) of some points in this section? Please write your suggestions here.


	The abstract is generally comprehensive and clearly presents the motivation, proposed framework, and intended application of the study. It effectively highlights the growing risks of impersonation and trust manipulation in AI-driven systems and outlines the use of behavioral profiling and anomaly detection as a solution.

However, the abstract would benefit from minor additions and clarifications. Specifically, it should briefly state the type and scale of data used for evaluation, the key performance metrics or results, and whether the experiments are conducted in simulated or real-world settings. Including a short statement on the main limitations or assumptions of the proposed approach would also improve transparency. No major deletions are necessary, but tightening some descriptive sentences could help make room for these concrete experimental details.


	

	Is the manuscript scientifically, correct? Please write here.
	The manuscript is scientifically sound in its overall conceptual design and methodological execution, as it builds on well-established principles from behavioral biometrics, anomaly detection, and continuous authentication, and integrates them coherently within a governance-aware framework. The mathematical formulations, feature definitions, and algorithmic choices (e.g., Mahalanobis distance for keystroke profiling and Isolation Forest for anomaly detection) are standard, appropriate, and correctly applied, with performance metrics reported consistently and transparently. Experimental results are internally consistent and support the stated claims within the scope of the study, particularly regarding simulated impersonation detection and adaptive trust scoring. 
However, scientific validity is partially constrained by the reliance on synthetic and benchmark-inspired datasets, limited real-world executive validation, and elevated false-positive rates in anomaly detection, which restrict the generalizability of the findings; these limitations are acknowledged by the authors and appropriately framed as directions for future work rather than overstated conclusions.
	

	Are the references sufficient and recent? If you have suggestions of additional references, please mention them in the review form.
	The reference list is moderately sufficient and generally recent (many citations are 2023–2025, plus several 2026 items), and it covers the main themes the manuscript claims: keystroke dynamics, anomaly detection (Isolation Forest), continuous authentication, governance (NIST AI RMF), and emerging impersonation/deepfake risks. 
However, the bibliography is uneven in scholarly quality: a noticeable portion of the “threat landscape” and governance/industry claims rely on blogs, vendor posts, and trade outlets, which weakens the academic foundation of several key assertions (e.g., prevalence trends, incident summaries, and best-practice governance claims). The manuscript would be stronger if it replaced or complemented those sources with more authoritative primary reports and peer-reviewed surveys/benchmarks.
	

	Is the language/English quality of the article suitable for scholarly communications?


	The language and English quality of the manuscript are generally suitable for scholarly communication, and the paper demonstrates a strong command of technical vocabulary and domain-specific terminology. The writing is clear in most methodological and results-focused sections, and complex concepts are usually explained with sufficient precision for an academic audience.

However, the manuscript would benefit from moderate language polishing. There are instances of overly long or dense sentences, occasional grammatical inconsistencies, and minor issues with article usage, hyphenation (e.g., “AIenabled,” “humanintheloop”), and punctuation. Additionally, some sections adopt a report-style or policy-oriented tone rather than a concise academic style. A careful professional copy-editing pass would improve readability, coherence, and consistency without requiring substantive changes to the content.


	

	Optional/General comments


	The manuscript presents an ambitious and timely framework that bridges technical security mechanisms with governance and risk-management considerations, which is a notable strength and aligns well with emerging needs in AI-enabled executive environments. 
To further strengthen the contribution, the authors are encouraged to clarify the boundaries between conceptual design and empirically validated components, particularly where governance mechanisms and cognitive profiling constructs are discussed at a high level. Reproducibility would be enhanced by clearer descriptions of parameter choices, thresholds, and weighting strategies used in the trust-scoring model, as well as by indicating whether code or synthetic data can be made available. Finally, a more explicit discussion of ethical, privacy, and organizational implications, especially concerning continuous behavioral monitoring of executives would improve the manuscript’s completeness and relevance for both academic and practitioner audiences.
The manuscript addresses a timely and important problem and proposes a technically coherent and well-motivated framework with encouraging empirical results. 

However, the current version relies heavily on synthetic and benchmark-inspired data, includes limited real-world executive validation, and exhibits elevated false-positive rates in the anomaly detection component, all of which constrain the strength and generalizability of the conclusions. In addition, the reference base would benefit from stronger reliance on peer-reviewed and standards-based sources, and the presentation would improve with moderate language polishing and clearer separation between conceptual governance discussion and empirically validated results.
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