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	PART  1: Comments



	
	Reviewer’s comment

Artificial Intelligence (AI) generated or assisted review comments are strictly prohibited during peer review.

	Author’s Feedback (It is mandatory that authors should write his/her feedback here)



	Please write a few sentences regarding the importance of this manuscript for the scientific community. A minimum of 3-4 sentences may be required for this part.


	This manuscript addresses a timely and fast-moving problem for the scientific community: how to design scalable, reliable, and policy-aligned multi-agent LLM systems rather than ad-hoc “prompted” agents that behave inconsistently across tasks and settings. By proposing the COLLAB-LLM communication-centric framework—along with structured coordination/negotiation concepts and a task-graph view of collaboration—it aims to move the field toward more principled, reproducible agent architectures. If the open-source framework and benchmark suite are delivered as claimed, the work could provide a shared experimental baseline that enables fair comparison across future multi-agent methods. Overall, the study is positioned to matter not only to applied AI teams deploying agentic systems, but also to researchers working on governance, evaluation standards, and human-aligned collaboration in LLM-based agents.
	

	Is the title of the article suitable?

(If not please suggest an alternative title)


	The current title is partly suitable, but it reads more like a position paper than an original research contribution. It is very broad (“governance,” “organizational systems”) and does not clearly signal the manuscript’s concrete novelty (i.e., the specific framework, communication/coordination mechanisms, and any benchmark/open-source deliverables). Also, “Agentic AI Governance” can imply regulatory/policy governance rather than internal coordination/governance of multi-agent LLMs, which may confuse readers.
	

	Is the abstract of the article comprehensive? Do you suggest the addition (or deletion) of some points in this section? Please write your suggestions here.


	The abstract is readable and structured, and it covers the usual “problem → proposed method → evaluation → headline results” flow. However, it is not fully comprehensive in a scientific sense because several of its strongest claims are underspecified (which makes the numbers feel more like marketing than evidence).
· Define what “success rate (89%)” means (task completion? pass@1? human-judged? automated checks?). Right now it is impossible to interpret or reproduce.

· Specify the evaluation setting: where do the “120+ complex tasks” come from (public benchmarks vs. in-house tasks)? Are they released? How were they sampled? Any leakage controls?

· Name the baselines (at least 2–4 by name) and briefly state the comparison condition (same model, same budget, same tools?). “State-of-the-art baselines” is too vague.

· Clarify the metrics beyond success rate: what exactly is “communication efficiency” (tokens? messages? latency?) and what is “robustness” (noise, adversarial prompts, tool failures, agent dropout?).

· Report cost/scalability evidence: if you claim scalability “up to eight agents,” mention the trade-off (compute/token cost, latency) or the scaling behavior.

· If you keep “human-aligned,” add one concrete alignment mechanism/evaluation (policy constraints, refusal compliance, harm reduction metric). Otherwise it reads like an unearned label.


	

	Is the manuscript scientifically, correct? Please write here.
	To some extent however At the conceptual level, most of the manuscript’s framing (multi-agent coordination, communication protocols, role specialization, and the need for standardized evaluation) is reasonable. However, as a scientific research article, I cannot currently consider the work scientifically validated/correct in the sense of verifiable, reproducible evidence—because several core claims are presented with insufficient methodological grounding and internal inconsistencies:
· The paper reports precise outcomes (e.g., “89% ± 2.1%,” “p < 0.01,” “Cohen’s d = 0.45–0.85”) but does not provide the required statistical detail (sample sizes per condition, number of runs/seeds, exact test assumptions, confidence intervals, test statistics/df, and how ± was computed). Right now, these look like asserted numbers, not reported science.

· The “120+ complex tasks” claim is not reproducible: task provenance, release status, sampling, difficulty distribution, leakage controls, and exact success criteria are not specified in a way that another group could replicate.

· There are credibility red flags in the experimental description: the configuration cites API-only models (e.g., gpt-4-turbo-preview) while also listing “8× NVIDIA A100 GPUs” as if they were used for inference—this is either irrelevant or incorrect, and it signals sloppy reporting.

· “Policy-aligned/human-aligned” is repeatedly claimed but not operationalized (what policy, what enforcement mechanism, what compliance metric, what failure analysis?).

Recommendation line (Global Sensitivity Analysis):
I strongly recommend adding a global sensitivity analysis (e.g., variance-based Sobol indices) over key design and hyperparameters—team size, role allocation, message/token budgets, negotiation thresholds, tool-call limits—to quantify which factors actually drive success/robustness and to prevent the results from being an artifact of a single tuned configuration.

If not possible, refer to this as future work, citing the global sensitivity analysis definition and techniques found in studies: “ Analysing Witczak 1-37A, Witczak 1-40D and Modified Hirsch Models for asphalt dynamic modulus prediction using global sensitivity analysis” and “ Preprocessing and postprocessing analysis for hot-mix asphalt dynamic modulus experimental data”. "Optimizing pozzolanic concrete mixtures using machine learning and global sensitivity analysis techniques""Modeling tensile strength of unconfined lap-spliced steel bars using deep residual neural networks and variance-based sensitivity analysis""Global sensitivity analysis for studying hot-mix asphalt dynamic modulus parameters""Modeling green recycled aggregate concrete using machine learning and variance-based sensitivity analysis"
	

	Are the references sufficient and recent? If you have suggestions of additional references, please mention them in the review form.
	yes
	

	Is the language/English quality of the article suitable for scholarly communications?


	The language needs a full revision for coherence
	

	Optional/General comments


	None.
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	Are there ethical issues in this manuscript? 


	(If yes, Kindly please write down the ethical issues here in details)
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