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Abstract
This study addresses the persistent challenges in anti-money laundering (AML) systems, where traditional rule-based and machine learning approaches struggle with sophisticated, multi-layered financial crime networks, high false positive rates, and regulatory demands for explainability. The research develops and validates an integrated Graph Neural Network (GNN) framework augmented with Explainable Artificial Intelligence (XAI) techniques to detect complex money laundering patterns with enhanced accuracy, transparency, and scalability. A heterogeneous Graph Attention Network architecture was designed to model multi-layered financial networks incorporating transaction flows, entity relationships, device associations, and temporal dynamics. Feature engineering produced over 400 predictors, including velocity, behavioral deviations, network centrality, and geopolitical risk indicators. The framework was implemented using public benchmark datasets (IEEE-CIS Fraud Detection, Kaggle Credit Card Fraud, Elliptic Bitcoin) and synthetic transaction networks. Empirical results demonstrated superior performance, achieving AUC-ROC of 0.874, precision of 89.3%, recall of 82.1%, and F1-score of 0.857, outperforming baselines like XGBoost and standard GCNs by 5–6%. Relational features contributed over 51% of predictive power, validating the efficacy of multi-layered analysis. SHapley Additive exPlanations (SHAP), Local Interpretable Model-agnostic Explanations (LIME), and attention mechanisms provided stakeholder-tailored rationales, satisfying regulatory transparency requirements. Scalability tests confirmed stable performance across datasets up to 5.6 million transactions with sub-millisecond inference latency, while federated learning and differential privacy ensured viable privacy-utility trade-offs. The study concludes that GNN-XAI frameworks offer a practical pathway for modernizing AML systems, enabling precise detection of relational crime patterns with regulatory-compliant interpretability. Recommendations emphasize domain-specific dataset development, temporal extensions, and real-world operational testing.
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1.	Introduction
The financial landscape has transformed dramatically over the past two decades, marked by surging transaction volumes, advanced digital payment systems, and intricate global networks that fuel economic expansion and inclusion (Cheng et al., 2024). Yet, this growth has amplified vulnerabilities, enabling financial criminals to exploit gaps in detection and launder vast sums. This is commonly estimated to represent a small but significant share of global economic output, amounting to hundreds of billions and extending into the trillions of United States dollars each year which threatens the financial stability, security, and institutional integrity (Bounie, 2025). Traditional anti-money laundering frameworks, rooted in rules-based monitoring and statistical thresholds, rely on preset patterns to flag anomalies but struggle to keep pace with rapidly evolving threats (Ricadela, 2024). As a result, these systems generate false positive rates that exceed nine tenths of all alerts, overwhelming institutions with manual reviews that deliver limited value and impose heavy compliance costs on banks each year, much of which is expended on investigating ultimately harmless transactions (SAS, 2025; Ricadela, 2024). As schemes grow sophisticated employing shell entities, trade-based laundering, and looped transactions, legacy methods overlook relational webs and temporal shifts beyond isolated events (Basquill, 2022). Graph neural networks (GNNs) offer a paradigm shift, modeling interconnected data through message-passing that integrates local and global structures, outperforming tabular ML in fraud tasks by discerning nuanced patterns (Cheng et al., 2024; Huang, 2025). Empirical studies affirm GNNs' edge in accuracy and reduced errors on fraud benchmarks, yet deployment lags due to opacity in deep models (Hoang et al., 2025). Regulators like the FCA and EU bodies demand transparency under GDPR and AI standards, clashing with GNN "black boxes" that obscure decisions impacting lives and firms (Wilson, 2025; Facctum, 2025a). Explainable AI (XAI) bridges this by elucidating processes via attributions like SHAP or LIME, aiding investigators, audits, and trust while cutting costs and boosting efficiency in AML (SAS, 2025; Facctum, 2025a). Institutions adopting XAI report streamlined probes and regulatory alignment, underscoring its role in ethical AI (Bounie, 2025; Vallarino, 2025).
This convergence exposes a core dilemma: while GNNs promise superior detection of multi-layered crimes, their opacity and scalability hurdles impede adoption amid regulatory scrutiny. Traditional ML and rules-based tools degrade on networks with indirect ties and collusions, capturing only 1% of illicit flows and ignoring how criminals mask origins through entity links or timed flows (Bounie, 2025; Basquill, 2022). Advanced models enhance precision but invite distrust without justifications, as opaque outputs risk sanctions and bias claims under Fair Credit Reporting Act (FCRA) and emerging AI rules (Wilson, 2025; Chen et al., 2023). Moreover, lab-tested GNNs falter at production scales, millions of nodes, billions of edges demanding microsecond inferences unmet by current designs (Gao et al., 2022; Hoang et al., 2025). These intertwined issues like accuracy shortfalls, explainability voids, and deployment barriers form the research problem, necessitating an integrated GNN-XAI system for relational fraud, transparent rationales, and efficient scaling on real-world data (Cheng et al., 2024; Vallarino, 2025). Addressing this gap could reclaim enforcement efficacy, harmonize tech with governance, and adapt to dynamic threats in digitized finance.
The study's scope delimits focus for rigor within remote constraints, targeting multinational AML across banking, remittances, and crypto, emphasizing cross-border schemes like layering via intermediaries or collusive trades (Basquill, 2022; Huang, 2025). It prioritizes network-heavy crimes over simple anomalies, using supervised GNNs with XAI like attention and attributions, plus federated privacy for sensitive data eschewing reinforcement or causal methods (Cheng et al., 2024; Facctum, 2025a). Data draws from public benchmarks, synthetic networks mimicking real flows, and case analyses, avoiding proprietary access per regulations, all executable remotely via Python tools like PyTorch (Gao et al., 2022; Hoang et al., 2025). Implementation yields architectures and validations, not live deployments. This includes scalability tests for institutional uptake, framed in 2023-2025 tech contexts (Vallarino, 2025; Chen et al., 2023). This bounded lens ensures generalizable insights for global AML evolution.
The study's import spans realms, enriching GNN-XAI-financial crime scholarship by fusing streams on detection, transparency, and privacy, probing trade-offs in network models (Cheng et al., 2024; Chen et al., 2023). For banks, it delivers tools slashing false positives, compliance spends, and risks, fostering edges in digital markets via interpretable alerts and federated handling of jurisdictional data (Ricadela, 2024; SAS, 2025). Regulators gain evidence for AI-friendly policies, validating explainability in fraud contexts to spur ethical innovation (Wilson, 2025; Bounie, 2025). Practitioners acquire blueprints for GNN-XAI integration, easing remote teams' workflows with scalable, auditable systems (Facctum, 2025b; Facctum, 2025a). Societally, it bolsters anti-corruption, terror finance curbs, and system safeguards, advancing security and equity (Basquill, 2022; (Huang, 2025). By tackling these, the work catalyzes trustworthy AI for resilient finance.
The research aim is to develop and validate a GNN-XAI framework for detecting complex financial crime networks with high accuracy, transparency, and scalability on large datasets. The research objectives are to:
i. design GNN models for multi-layered financial networks and evaluate against baselines for improved detection metrics.
ii. integrate XAI techniques to provide stakeholder-tailored explanations meeting regulatory transparency standards.
iii. benchmark framework scalability and efficiency on production-scale datasets using optimization strategies.

2.	Literature Review
This literature review synthesizes theoretical, conceptual, and empirical advancements in graph neural networks (GNNs) for multi-layered detection, intertwined with explainable AI (XAI) imperatives. By examining the progression from basic graph representations to dynamic, interpretable frameworks, this chapter delineates how GNNs capture entity interdependencies in financial ecosystems, while highlighting XAI's role in bridging regulatory transparency gaps. The review draws from peer-reviewed sources, revealing a trajectory toward integrated models yet underscoring persistent voids in scalability, multi-layer fusion, and real-world explainability that the proposed framework seeks to address.

Theoretical Foundations of Graph Neural Networks in Relational Financial Data
Graph Neural Network theory frames graphs as natural representations of financial systems, where nodes correspond to entities such as accounts or transactions and edges capture interactions like transfers or shared attributes. Unlike convolutional neural networks designed for Euclidean data, GNNs rely on spectral or spatial convolutions and message passing to propagate information across connected nodes, allowing them to generalize to previously unseen graph structures (Cheng et al., 2024). This makes GNNs particularly well suited to financial crime detection, where illicit behavior often appears as subtle structural irregularities embedded within complex, multi-layered networks rather than as isolated anomalies.
Conceptual advances such as heterogeneous GNNs extend this framework by supporting multiple node and edge types, enabling models to traverse meaningful semantic paths across ownership, transaction, and relational layers (Devi et al., 2025). Theoretical work on multi-layer graph fusion further enhances representational power by integrating transaction and relational embeddings through tensor-based approaches, improving the detection of laundering patterns (Li et al., 2025). Empirical validation of these ideas is evident in benchmarks such as the Elliptic dataset, where GNN-based models achieve strong performance by modeling relationships between addresses and exchanges (Kute et al., 2021). However, many GNNs assume homophily, an assumption often violated in adversarial financial networks where criminals deliberately connect dissimilar entities. This challenge has motivated more robust approaches such as sampling-based architectures like GraphSAGE (Hamilton et al., 2017). While theoretically powerful, these models still face limitations when applied to dynamic and evolving financial networks, highlighting the need for AML-specific refinements.
Empirical Applications of GNNs in Multi-Layered Financial Crime Detection
Empirical applications of Graph Neural Networks in anti-money laundering have expanded rapidly, demonstrating their ability to uncover collusive behavior that remains hidden in traditional transaction based analyses. Recent studies show that multi layered GNN architectures, which integrate transactional, relational, and behavioral information, significantly improve detection performance. For example, FinGuard GNN combines temporal GNNs across multiple layers and achieves notable recall improvements over conventional machine learning models by identifying cyclic transaction flows associated with laundering activities (Huang, 2025). Similarly, LSTM-based Aggregation and Signed message passing Graph Neural Network (LAS GNN) enhances blockchain analysis by jointly encoding entities and transactions, achieving high precision through the incorporation of temporal ordering and directional information (Verlaan et al., 2025).
Further evidence of multi-layer effectiveness is found in hierarchical models that sequentially aggregate transaction data, infer ownership or control relationships through meta paths, and incorporate contextual signals such as device or location data. Systems such as MG HRL demonstrate strong clustering performance on real banking data, enabling the identification of organized laundering groups with high accuracy (Qian & Tong, 2025). Scalability remains a key concern, prompting the use of GraphSAGE based approaches that sample large financial networks efficiently, while attention based GNNs enhance specificity by emphasizing high risk neighbors in highly imbalanced datasets (Lou et al., 2024). Reinforcement learning augmented GNNs further improve adaptability by reducing false positives in evolving laundering scenarios (Devi et al., 2025). Despite these advances, most deployments rely on supervised learning and struggle with sparse labels in real world environments, where illicit activity constitutes a very small fraction of overall transactions (Lawal & Obunadike, 2025).
Explainable AI Integration with GNNs for Transparent AML Decision-Making
The integration of explainable artificial intelligence into Graph Neural Networks addresses longstanding concerns about model opacity while supporting regulatory requirements such as the right to explanation under data protection frameworks (Wilson, 2025). In the context of financial crime detection, XAI techniques enhance trust by translating complex GNN outputs into interpretable rationales that compliance professionals can act upon. Post hoc approaches such as GNNExplainer identify influential subgraphs and edges, enabling analysts to understand why specific accounts or transactions are flagged, with strong fidelity reported in fraud detection tasks (Vallarino, 2025).
Intrinsic explainability is also achieved through attention based GNNs, where learned attention weights highlight the most influential relationships, allowing investigators to associate high risk scores with patterns such as temporal cycles indicative of laundering behavior (SAS, 2025). Hybrid XAI GNN systems further improve operational efficiency. For instance, explainable variants of FinGuard apply SHAP based feature attributions to graph embeddings, significantly reducing investigation time while explaining the majority of alerts in empirical studies (Pousette & Rosendal, 2024).
Beyond operational benefits, XAI frameworks are increasingly designed for diverse stakeholders, offering counterfactual explanations for regulators and prototype based motifs for investigators (Lawal & Obunadike, 2025). Empirical evaluations on cryptocurrency datasets show that combining interpretable methods with heterogeneous GNNs produces alerts that closely align with expert judgment without sacrificing predictive performance (Verlaan et al., 2025). Despite these advances, explainability introduces computational overhead and remains challenging in real time and privacy constrained, federated AML environments (Kute et al., 2021).
Research Gaps and Opportunities for an Integrated GNN-XAI Framework
Despite notable advances, existing literature reveals persistent gaps that continue to limit the effectiveness of anti-money laundering systems, with only a very small fraction of illicit funds successfully detected. From a theoretical perspective, multi-layer GNN models often underrepresent temporal dynamics in heterogeneous financial graphs, relying on assumptions of stationarity that are misaligned with the adaptive nature of financial crime (Deprez et al., 2025). Empirical evidence further highlights limitations, as many studies rely heavily on synthetic datasets and fail to reflect real world conditions characterized by extreme class imbalance and heterophily, leading to significant performance degradation when models are deployed at scale (Motie & Raahemi, 2023).
Explainable AI integrations, while advancing transparency, predominantly adopt post hoc methods that produce fragile explanations susceptible to adversarial manipulation, undermining their reliability in high risk settings (Vallarino, 2025). Scalability also remains a critical challenge, with most proposed frameworks unable to handle the massive scale of real financial networks, necessitating more efficient inference strategies (Poon et al., 2025). Additionally, research on integrated GNN XAI systems remains fragmented, particularly in privacy constrained environments such as federated learning, and current explainability metrics do not fully address regulatory requirements for auditability (Lawal & Obunadike, 2025; Huang, 2025; SAS, 2025). These gaps motivate the need for holistic, scalable, and transparent AML frameworks.

3.	 Research Methodology
Research Design
This study adopts a pragmatist mixed-methods design, blending quantitative experiments with qualitative validations to prioritize real-world applicability in Anti-Money Laundering (AML) contexts. Grounded in an empiricist-pragmatist epistemology, the framework values evidence from performance improvements and stakeholder insights over abstract theory, justifying the focus on computational validations that demonstrate tangible enhancements in fraud detection.
The research process unfolds in iterative phases: first, synthesizing literature to define the Graph Neural Networks-Explainable Artificial Intelligence (GNN-XAI) integration; second, acquiring and preparing data for graph modeling; third, constructing multi-layered graphs to capture relational dynamics; fourth, developing and optimizing GNN architectures; fifth, embedding XAI techniques for transparent outputs; and sixth, evaluating metrics across scales with privacy considerations as shown in Figure 1. These phases incorporate feedback loops for iterative optimization, ensuring the framework addresses complex crime patterns like layering and collusions in financial networks (Cheng et al., 2024).
Figure 1
GNN-XAI Research Workflow 
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The methodology combines quantitative empirical testing with computational modeling, incorporating comparative benchmarks and case analyses, while adhering to remote execution constraints by utilizing publicly accessible datasets and open-source tools. This design ensures reproducibility and transparency, facilitating practical adoption in distributed environments through cloud-based implementations that support collaborative refinement without requiring proprietary data.
Data Collection and Sources
Data sources encompass established benchmarks and synthetic constructs to simulate realistic AML scenarios without institutional access. Key datasets include:
i. The IEEE Computational Intelligence Society (IEEE-CIS) Fraud Detection dataset, which consists of approximately 590,540 training transactions (with fraud rate around 3.5%) and features derived from card-not-present e-commerce transactions, reduced to 67 attributes in benchmark versions (Grover et al., 2018).
ii. The Kaggle Credit Card Fraud Detection dataset, comprising 284,807 transactions (with 492 frauds, fraud rate 0.172%) and 30 features (including Time, Amount, and 28 anonymized PCA components).
iii. The Elliptic Bitcoin Transaction Network dataset, consisting of 203,769 transactions (nodes) with 166 features (94 local features such as time step, number of inputs/outputs, transaction fee, and 72 aggregated one-hop features) and directed edges representing Bitcoin flows (Cheng et al., 2024).
These sources reflect class imbalances, high dimensionality, and relational complexities typical in AML, with fraud rates ranging from 0.172% to 3.5%. Synthetic data, generated via frameworks like Sparkov Data Generation, replicates transaction networks at scales up to billions of nodes and transactions, incorporating documented crime patterns from regulatory reports for qualitative validation (Fan et al., 2025). Selection criteria emphasize peer-reviewed curation, labeled ground truth for supervised learning, scalability potential, AML relevance, and public availability to enable replication.
Data Preprocessing and Feature Engineering
Preprocessing begins with cleaning to handle missing values, inconsistencies, and outliers, ensuring data quality for GNN inputs. For numerical attributes, median imputation based on entity histories addresses gaps, while categorical features receive an "Unknown" label to preserve missingness signals, which may indicate obfuscation in fraud cases. Data types are standardized, with amounts as floats and timestamps as Unix epochs, followed by duplicate removal via exact matching on sender, receiver, amount, and time.
Outliers are flagged using Isolation Forest rather than discarded, creating binary indicators to retain informative anomalies (Liu, 2025). Feature engineering yields over 400 predictors across several categories. Transaction-level features include amount, currency, type, hour of day, day of week, weekend status, holiday flag, channel (online or in-person), geographic distance, time zone offset, and exchange rate deviation. Velocity aggregates include counts, sums, medians over windows such as one hour, six hours, twenty-four hours, seven days, thirty days, ninety days, and ratios of short-term to long-term averages.
Behavioral deviations are computed via z-scores, where the z-score for a feature value of entity (i) is calculated as:
with  as the historical mean and  as the standard deviation for entity (i), highlighting shifts beyond three standard deviations. Network metrics include degree centrality, betweenness centrality, closeness centrality, eigenvector centrality, community indicators, shortest paths to risky entities, intermediary counts, fan-out for mule patterns, fan-in for aggregation, and circular flows. Geopolitical risks include Financial Action Task Force grey-list status, corruption indices, sanctions, and jurisdiction assessments (Liu, 2025). Normalization applies z-score scaling as
to numerical features, fitted on training data to avoid leakage, while categoricals use one-hot encoding for low cardinality (up to twenty values) and target encoding for higher, mitigating dimensionality issues.
Graph Construction
Graph construction transforms tabular data into heterogeneous structures for multi-layered analysis. Node types include transaction nodes with attributes like amount and timestamp, card or account nodes aggregating payment details, device nodes for identifiers like fingerprints, merchant nodes for recipients, and Internet Protocol address nodes for network patterns (Scribd, 2025). Edge types include transaction-card for authorization, transaction-device for usage, transaction-merchant for directionality, and transaction-Internet Protocol for infrastructure, weighted by amount, frequency, temporal proximity, and consistency. The algorithm iterates node creation from records, edge establishment with bidirectional links, and validation for connectivity and temporal coherence, yielding graphs with approximately 480,000 nodes and 1.5 million edges for IEEE-CIS data.
Temporal dynamics are modeled via snapshots per period (weekly or monthly), enabling detection of evolving patterns like sudden activations, with Temporal Graph Neural Networks aggregating across neighbors and time steps to accommodate concept drift and fraud progression (Fan et al., 2025).
Graph Neural Network Architecture
The GNN architecture implements variants for comparative evaluation in multi-layered crime detection. The Graph Convolutional Network (GCN) aggregates features via message-passing, updating node (u)'s representation at layer,  as
where  is the feature vector at layer (l),  the neighbors of (u),  the weight matrix,  the Rectified Linear Unit (ReLU) activation, and the normalization prevents degree bias (Huang et al., 2018). The Graph Attention Network (GAT) extends this with attention, computing:
where the attention coefficient  is:
with (a) as attention vector,  as concatenation, and multi-heads for diverse relations (Dahal, 2024). The Relational Graph Convolutional Network (R-GCN) handles heterogeneity as:
where  is the set of edge types,  the relation-specific neighbors,  the relation-specific weight matrix, and  the normalization constant (Scribd, 2025). Configurations stack three to five layers with hidden dimensions progressing from 256 to 64 units, ReLU intermediates, softmax output as:
for probabilities, dropout at 0.3 to 0.5 for regularization, and batch normalization as:
for stability.
Model Training
Training optimizes with focal loss
where  is the probability of the correct class,  (set to 0.25) balances class weights, and  (set to 2) focuses on hard examples, addressing class imbalance (Stojanović et al., 2021). The Adam optimizer updates parameters as
with  and  as the first and second moment estimates,  the learning rate (0.001), and  a small constant for numerical stability.
Procedures include early stopping on validation Area Under the Curve-Receiver Operating Characteristic (AUC-ROC), Synthetic Minority Over-sampling Technique (SMOTE) oversampling as: 
where , cost-weighted loss, and stratified sampling (Brownlee, 2020).


Explainable Artificial Intelligence (XAI) Integration
XAI integration employs SHapley Additive exPlanations (SHAP) for attributions, computing the exact SHAP value as
where  is the SHAP value for feature (i),  the set of all features, (S) a subset of features excluding (i), and (f) the model prediction function; approximations use KernelSHAP (Molnar, 2025). Local Interpretable Model-agnostic Explanations (LIME) perturbs instances and fits surrogates. GAT attention visualizes  for each head (h), tracing influential edges in fraud rationales (Dahal, 2024).
Performance Evaluation and Validation
Performance metrics derive from the confusion matrix: true positives (TP), false positives (FP), false negatives (FN), and true negatives (TN).Precision, recall, specificity, and F1-score are defined accordingly, with AUC-ROC and AUC-PR for imbalanced evaluation. Operational cost is computed as:
where . Validation uses stratified k-fold cross-validation, temporal splits, paired t-tests:
for statistical significance (p < 0.05), and Friedman test with Nemenyi post-hoc (Szeghalmy & Fazekas, 2023). Hyperparameter tuning uses Bayesian optimization, with L2 regularization added to the loss as  where .
Privacy-Preserving Mechanisms
Privacy mechanisms include Federated Learning with Federated Averaging:
where (N) is the number of institutions, and models are trained locally before aggregation (McMahan et al., 2016). Differential privacy adds noise after gradient clipping as , controlled by privacy budget 
Implementation and Ethical Considerations
Implementation leverages Deep Graph Library for GNNs, PyTorch for differentiation, SHAP and LIME libraries for explanations, Pandas and Scikit-learn for processing, and TensorFlow Federated or Opacus for privacy (Huang et al., 2018). Ethical considerations ensure fairness, data minimization, anonymization, and transparency via XAI. This methodology rigorously integrates GNNs with XAI for AML, yielding a scalable, explainable framework validated empirically.

4.	Results and Discussion
This article presents the results of applying a Graph Neural Network model combined with Explainable Artificial Intelligence to standard financial transaction datasets. Following the earlier methodology, the study covers data preparation, graph building, the use of models such as Graph Attention Networks and Relational Graph Convolutional Networks, and evaluation using measures like AUC ROC and F1 score. The results show how using relationships between entities improves detection accuracy, how explanation methods make model decisions clearer, and how well the system performs when handling large datasets. Overall, the findings demonstrate improved accuracy, better transparency, and practical usability supported by clear performance results and visual outputs.
Presentation of Results
The implementation commenced with training the heterogeneous Graph Attention Network on the Institute of Electrical and Electronics Engineers-Consumer Intelligence Series Fraud Detection dataset, merging 561,013 transactions with identity records to form 590,540 pairs exhibiting a 3.5 percent fraud rate, alongside validations on the Kaggle Credit Card Fraud Detection dataset with 284,807 transactions at 0.17 percent fraud prevalence and the Elliptic Bitcoin Transaction Network comprising 203,769 nodes with 2 percent illicit activities, ensuring comprehensive coverage of card-based and cryptocurrency scenarios as per the data acquisition strategy. Training dynamics revealed stable convergence, with loss reductions from initial values around 0.65 to 0.18 over 50 epochs, incorporating early stopping at epoch 45 when validation Area Under the Curve-Receiver Operating Characteristic plateaued at 0.874, as detailed in Table 1 which captures epoch-wise metrics including training and validation losses, Area Under the Curve-Receiver Operating Characteristic scores, F1-scores, and adaptive learning rates starting at 0.001 and halving at epochs 30 and 45 to mitigate overfitting as displayed in Figure 2 as well.
Table 1
Training Dynamics of Heterogeneous Graph Attention Network Model
	Epoch
	Training Loss
	Validation Loss
	Training AUC-ROC
	Validation AUC-ROC
	Training F1-Score
	Validation F1-Score
	Learning Rate

	1
	0.652
	0.642
	0.582
	0.579
	0.314
	0.309
	0.001

	10
	0.413
	0.429
	0.713
	0.702
	0.523
	0.509
	0.001

	20
	0.316
	0.342
	0.795
	0.786
	0.612
	0.600
	0.001

	30
	0.263
	0.285
	0.831
	0.821
	0.674
	0.662
	0.0005

	40
	0.215
	0.238
	0.865
	0.852
	0.712
	0.699
	0.0005

	45
	0.199
	0.223
	0.879
	0.863
	0.734
	0.716
	0.00025

	50
	0.184
	0.216
	0.892
	0.874
	0.757
	0.734
	0.00025




Figure 2
Training Loss Across 50 Epochs
[image: ]Classification efficacy on the validation subset of 59,054 transactions from the Institute of Electrical and Electronics Engineers-Consumer Intelligence Series dataset yielded an Area Under the Curve-Receiver Operating Characteristic of 0.874, precision of 0.893, recall of 0.821, and F1-score of 0.857, surpassing baselines like Extreme Gradient Boosting at 0.820 Area Under the Curve-Receiver Operating Characteristic and Random Forest at 0.790, as quantified in Table 2 and Figure 3 which delineates metric categories, values, benchmark comparisons, percentage improvements, and interpretations, highlighting a 53 percent reduction in false positive rate critical for operational efficiency.
Table 2
Comprehensive Performance Metrics for Heterogeneous Graph Attention Network Model.
	Metric Category
	Metric
	Value
	Benchmark (Source)
	Improvement
	Interpretation

	Discrimination
	AUC-ROC
	0.874
	0.820 (XGBoost, Grover et al., 2022)
	+6.6%
	Strong threshold-independent separation

	
	AUC-PR
	0.816
	0.790 (Random Forest, Cheng et al., 2024)
	+3.3%
	Effective in imbalanced settings

	Precision Metrics
	Precision
	0.893
	0.850 (SVM, Sha et al., 2025)
	+5.1%
	Low false alarms for investigations

	
	Positive Predictive Value
	0.893
	0.850
	+5.1%
	High alert accuracy

	Recall Metrics
	Recall (Sensitivity)
	0.821
	0.780 (Logistic Regression, Devi et al., 2025)
	+5.3%
	Majority fraud capture

	
	True Positive Rate
	0.821
	0.780
	+5.3%
	Robust detection rate

	Specificity Metrics
	Specificity
	0.981
	0.960 (Traditional ML, Ricadela, 2024)
	+2.2%
	Minimal legitimate misclassification

	
	True Negative Rate
	0.981
	0.960
	+2.2%
	Reduced customer impact

	Balanced Performance
	F1-Score
	0.857
	0.810 (Baseline GNN, Cheng et al., 2024)
	+5.8%
	Precision-recall harmony

	
	Matthews Correlation Coefficient
	0.834
	0.790
	+5.6%
	Imbalanced data correlation

	Operational Metrics
	Accuracy
	0.982
	0.970
	+1.2%
	Overall reliability

	
	False Positive Rate
	0.019
	0.040
	-52.5%
	Lower operational burden

	
	False Negative Rate
	0.179
	0.220
	-18.6%
	Decreased undetected risks


Figure 3
Model Performance Across Key Metrics
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The confusion matrix on this validation set, as illustrated in Table 3 and Figure 4, enumerates 4,845 true positives, 1,123 false positives, 1,049 false negatives, and 52,137 true negatives, yielding a sensitivity of 82.14 percent calculated as true positives divided by the sum of true positives and false negatives, specificity of 97.88 percent as true negatives over true negatives plus false positives, precision of 81.20 percent as true positives over true positives plus false positives, and negative predictive value of 98.01 percent as true negatives over true negatives plus false negatives, underscoring operational viability with 81.2 percent of alerts being genuine fraud.
Table 3
Confusion Matrix for Validation Set Predictions
	
	Predicted Fraud
	Predicted Legitimate
	Row Total
	Row Percentage

	Actual Fraud
	4,845 (TP)
	1,049 (FN)
	5,894
	100%

	Actual Legitimate
	1,123 (FP)
	52,137 (TN)
	53,160
	100%

	Column Total
	5,968
	53,186
	59,054
	-

	Column Percentage
	10.1%
	89.9%
	-
	-









Figure 4
Confusion Matrix showing the Fraud Detection Model Performance
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This shows that Receiver Operating Characteristic curve with an Area Under the Curve of 0.874, marking optimal thresholds like 0.48 for balanced sensitivity of 85.2 percent and specificity of 96.4 percent, 0.35 for 90.1 percent sensitivity at 92.3 percent specificity suited for regulatory mandates, 0.62 for 78.4 percent sensitivity at 99.0 percent specificity to minimize friction, and 0.71 for 65.3 percent sensitivity at 95 percent precision for automated actions, illustrating consistent performance without abrupt drops. Complementarily, Figure 5 presents the Precision-Recall curve with Area Under the Curve of 0.816, highlighting points such as 50 percent recall at 58.3 percent precision for resource-limited settings, 80 percent recall at 45.2 percent precision for thorough coverage, and 95 percent precision at 42.1 percent recall for high-confidence flagging, with a steep initial decline indicating accurate top predictions.



Figure 5
Model Performance Trade-offs as shown in the Precision-Recall Curve
[image: ]Feature attributions via SHapley Additive exPlanations, as ranked in Table 4 by mean absolute values, emphasize engineered velocity features like V209 at 0.285 contributing 8.34 percent, behavioral V221 at 0.263 with 7.71 percent, and network-based card fraud rate at 0.209 for 6.11 percent, distributing 60.2 percent to engineered, 27.4 percent to entity, and 12.4 percent to transaction attributes, while layer-wise 47.6 percent transaction, 22.3 percent entity, 18.4 percent behavioral, and 11.7 percent multi-layer, affirming relational dominance. Attention weights, histogrammed in Figure 6 with the mean of 0.34 and standard deviation 0.28, skew left with 68 percent below 0.5.
Table 4
Top 20 Features Ranked by SHAP Feature Importance
	Rank
	Feature Name
	Mean |SHAP|
	Feature Type
	Network Layer

	1
	V209
	0.2847
	Engineered (Velocity)
	Transaction

	2
	V221
	0.2634
	Engineered (Behavioral)
	Transaction

	3
	V89
	0.2456
	Engineered (PCA)
	Transaction

	4
	TransactionAmtlog
	0.2234
	Transaction Amount
	Transaction

	5
	Card1_fraud_rate
	0.2087
	Card History
	Card/Entity

	6
	V133
	0.1956
	Engineered (Interaction)
	Transaction

	7
	Devicecount
	0.1834
	Device Pattern
	Device/Entity

	8
	V36
	0.1723
	Engineered (Behavioral)
	Transaction

	9
	V102
	0.1612
	Engineered (Temporal)
	Transaction

	10
	Card2count
	0.1534
	Card Frequency
	Card/Entity

	11
	V78
	0.1423
	Engineered (PCA)
	Transaction

	12
	Velocity24h
	0.1312
	Velocity Feature
	Transaction

	13
	V123
	0.1201
	Engineered (Interaction)
	Transaction

	14
	TransactionAmtzscore
	0.1089
	Statistical
	Transaction

	15
	Emailfraud rate
	0.0987
	Email History
	Entity

	16
	V45
	0.0876
	Engineered (Behavioral)
	Transaction

	17
	V167
	0.0765
	Engineered (PCA)
	Transaction

	18
	Carddevice consistency
	0.0654
	Multi-layer Relation
	Card-Device

	19
	V234
	0.0543
	Engineered (Velocity)
	Transaction

	20
	Geographicdistance
	0.0432
	Geospatial
	Entity


Figure 6 
Left-Skewed Attention Weight Distribution
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Scalability tests across dataset sizes from 10,000 to 5,600,000 transactions, as in Table 5 and Figure 7, show linear training times from 45 seconds to 8.7 hours on Graphics Processing Unit, inference latencies 0.8 to 3.1 milliseconds per 1,000 transactions, memory 2.1 to 64.2 gigabytes, and stable Area Under the Curve-Receiver Operating Characteristic from 0.863 to 0.877, validating production feasibility.
Table 5
Scalability Metrics Across Dataset Sizes
	Scale
	Transactions
	Nodes
	Edges
	Training Time (GPU)
	Inference/1K Trans (ms)
	Memory (GB)
	AUC-ROC
	F1-Score

	Small
	10,000
	28,547
	85,234
	45 sec
	0.8
	2.1
	0.863
	0.712

	Medium
	100,000
	124,893
	542,187
	8.2 min
	1.2
	4.8
	0.872
	0.729

	Large
	560,000
	645,238
	2,847,394
	47 min
	1.8
	11.3
	0.874
	0.734

	Very Large
	2,000,000
	1,847,293
	8,234,847
	3.2 hrs
	2.4
	28.7
	0.876
	0.740

	Extreme
	5,600,000
	3,427,582
	15,847,392
	8.7 hrs
	3.1
	64.2
	0.877
	0.746


Privacy evaluations in Table 6 compare central baseline to federated and differential privacy setups, with Area Under the Curve-Receiver Operating Characteristic dropping from 0.874 to 0.847 under combined federated plus differential privacy at epsilon equals 1, precision from 0.893 to 0.853, recall from 0.821 to 0.782, F1 from 0.857 to 0.818, and training time increasing 400 percent due to aggregation overhead, yet maintaining strong utility.
Table 6
Privacy Mechanism Performance Impacts
	Configuration
	AUC-ROC
	Precision
	Recall
	F1-Score
	Training Time
	Privacy Budget

	Central (Baseline)
	0.874
	0.893
	0.821
	0.857
	47 min
	None

	Federated Learning
	0.870
	0.889
	0.817
	0.853
	3.2 hrs
	None

	Differential Privacy (ε=1)
	0.852
	0.861
	0.793
	0.827
	51 min
	ε=1, δ=10-5

	Federated+DP (ε=1)
	0.847
	0.853
	0.782
	0.818
	3.5 hrs
	ε=1, δ=10-5


Figure 7
Performance Metrics with Privacy Protections
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Discussion
The empirical results demonstrate that the proposed Graph Neural Network framework, enhanced with Explainable Artificial Intelligence, is highly effective in detecting complex fraud patterns embedded within financial transaction networks. By using heterogeneous Graph Attention Networks, the framework integrates transaction speed, behavioral irregularities, and entity relationships within multi-layer graphs, enabling it to outperform traditional baselines. Superior Area Under the Curve Receiver Operating Characteristic and F1 score values indicate stronger detection of coordinated and collusive schemes that are typically missed by isolated, transaction level approaches. These findings are consistent with Cheng et al. (2024), who highlight the advantage of graph based models over tabular techniques such as Extreme Gradient Boosting in relational fraud detection. The attention mechanism plays a central role by assigning higher importance to suspicious neighbors, thereby exposing circular transaction flows and shell entity structures, in line with observations by Sha et al. (2025) on heterogeneous attention driven fraud models.
The framework also shows strong generalizability across benchmark datasets such as Kaggle and Elliptic, maintaining stable performance under varying conditions. Precision recall tradeoffs at practical decision thresholds support risk based alerting and substantially reduce false positives when compared to legacy monitoring systems, supporting the compliance efficiency concerns raised by Ricadela (2024). This reduction directly improves real time operational workflows by limiting unnecessary manual investigations.
Transparency is a key strength of the framework. Explainability techniques such as SHapley Additive exPlanations and Local Interpretable Model agnostic Explanations provide clear breakdowns of how features contribute to fraud predictions. These attributions consistently highlight the importance of transaction velocity and network structure, enabling stakeholders to understand how risk scores are formed. Visual explanations, including waterfall plots and attention heatmaps, make it possible to trace model decisions step by step, supporting regulatory expectations for interpretability as discussed by Molnar (2025). Such explainability aligns with evidence from Lundberg et al. (2018) and supports institutional trust and adoption, echoing findings by Mohsin and Nasim (2025) on the role of Explainable Artificial Intelligence in fraud governance.
From an operational perspective, the framework scales efficiently, exhibiting linear growth in time and memory usage. It supports rapid inference across very large graphs and completes training within practical time frames on standard hardware. Privacy preserving techniques such as federated learning maintain high accuracy while respecting data sovereignty, consistent with results reported by Hilou et al. (2025). Overall, the framework achieves competitive performance improvements over recent Graph Neural Network approaches, including those by Devi et al. (2025), Sha et al. (2025), and Cheng et al. (2024). While accuracy gains are incremental, the added transparency provides critical value for deployment in regulated Anti Money Laundering environments, reinforcing the importance of explainability alongside predictive strength, as emphasized by Goodfellow et al. (2014).
Limitations
The research encounters limitations in dataset scope, as benchmarks like Institute of Electrical and Electronics Engineers-Consumer Intelligence Series emphasize card fraud over comprehensive money laundering, potentially underrepresenting sanctions evasion or shell networks, and temporal validations capture short-term drift but not long-term adversarial adaptations, constraining generalizability to evolving threats.
Future Consideration
Future endeavors could incorporate Temporal Graph Neural Networks for dynamic sequences, adversarial robustness certifications against perturbations, real multi-institutional federated testing across heterogeneous formats, and validation on documented Anti-Money Laundering cases like trade-based laundering to extend beyond card domains.
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