


Embedding Responsible AI into MLOps Pipelines: Ensuring Fairness, Explainability, and Governance in KYC and FinTech Decisioning
Abstract
Artificial intelligence (AI) has enhanced efficiency, scalability, and personalization in FinTech applications such as Know-Your-Customer (KYC) and credit decisioning. However, reliance on complex models introduces risks related to bias, opacity, and regulatory gaps. This paper presents an integrative review of 25 academic articles published between 2015 and 2025, synthesizing current knowledge on fairness, explainability, and governance (FEG) in MLOps pipelines. The review’s main contribution is a conceptual framework that highlights persistent implementation gaps and the limited operational integration of FEG principles in practice. While fairness interventions, explainability mechanisms, and governance structures can be embedded throughout the MLOps lifecycle, empirical evidence from production-grade deployments remains sparse. Key recommendations include monitoring bias across multiple stages, applying XAI tools such as SHAP, LIME, and counterfactuals, and strengthening governance through automated dashboards and audit trails. Overall, the findings emphasize that responsible AI must function not only as an ethical aspiration but as an operational imperative that fosters transparency and trust among stakeholders.
Keywords: Responsible AI, MLOps, Fairness, Explainability, Governance, FinTech, KYC, AI ethics
1. Introduction
1.1 Background
With the modern financial-technology environment being extraordinarily high stakes, integrating responsible artificial intelligence (AI) into machine-learning pipelines (MLOps) has emerged as a strategic necessity that is especially urgent in applications like know-your-customer (KYC) and decisioning in the FinTech sector. The combination of AI-based systems in the context of customer onboarding, credit underwriting, fraud detection, and risk assessment has delivered immense gains, both in the speed and scalability and in personalisation and cost-efficiency in operations (Hadji Misheva & Papenbrock, 2022; Xu, 2022; Adenuga et al., 2023; Somu, 2022). Nonetheless, with the emergence of AI as the key to the digital financial ecosystem, researchers have pointed out these benefits as fraught with substantial ethical, regulatory, and operational issues, primarily on the matters of algorithmic opacities and unintended discrimination (Rizinski et al., 2022; Anang et al., 2024; Skouloudis & Venkatraman, 2025). The regulatory bodies are becoming increasingly more viewed as having a greater degree of scrutiny; the reputational and economic impact of unjust or poorly regulated decision-making is becoming more and more significant (Lee et al., 2021; Pasha, 2025).
Under these conditions, it will be unacceptable to fail to incorporate the three elements of fairness, explainability, and governance into MLOps pipelines. Fairness implies that models should not systematically harm protected populations or feed structural biases, a reasonably important demand in KYC and FinTech decisions, where the outcome of models can affect access to financial services and socioeconomic mobility (Yang & Lee, 2024; Gonzalez Torres & Sawhney, 2023). Explainability: This aspect guarantees that automated decisions can be interpreted by stakeholders, regulators, affected individuals, and internal governance bodies, in particular, since many models are black-box (Barnes & Hutson, 2024; Abi, 2025). As an example, explainable AI (XAI) techniques like SHAP have been implemented in peer-to-peer lending credit scoring in FinTech risk-management environments to improve a transparent environment (Bussmann et al., 2020). Governance can be defined as the set of processes, roles, tools, and audits that provide accountability, traceability, and compliance during the lifecycle of the ML, including the process of data ingestion and feature engineering, model deployment and monitoring, as well as the process of decommissioning (Pisoni & Moloney, 2024; Lin, 2024; Duggireddy, 2025). Since, according to Avuthu (2021) and Dhaenens (2024), governance at scale is effectively embedded in the MLOps workflow, ethical, transparent, and compliant AI systems at scale rely directly on this approach.
In the case of KYC and FinTech decisioning systems in particular, where the complexity of operations, regulatory demands (including AML/KYC frameworks), and social effects are convergent, the need to integrate responsible AI, in particular, is particularly pressing. In the case of a KYC pipeline with AI components, proper onboarding of new customers is the key to financial inclusion, however, when a model provides proxies which correlate with the protected characteristics or fail to provide a rationale of the reason why a particular application is declined, the regulatory and reputational risks increase (Bello et al., 2025; Sunday et al., 2025). The recent works have revealed that AI responsible integration in financial infrastructures must go beyond algorithmic auditing and include so-called AI governance as code methods that incorporate policies, rules of compliance and fairness checks into the process of continuous integration and deployment (Duggireddy, 2025; Olawore et al., 2025). Besides, FinTechs' service in the multi-jurisdictional ecosystems is also more prone to these challenges of matching their AI-enabled compliance with the various regulatory expectations (Eyinade et al., 2025).
In practice, MLOps pipelines tailored for KYC and FinTech decisioning must systematically integrate several critical capabilities to ensure fairness, explainability, and governance. These are data ingestion and processing, model training and evaluation, deployment and monitoring mechanisms, government and lifecycle management. Data ingestion and preprocessing is foundational, requiring assurance of representative sampling, careful annotation of sensitive or protected attributes (where available), data provenance tracking, and meticulous recording of all transformations to enable bias auditing and traceability (Cernviciene & Kabasinskas, 2024; Lin, 2024; Pahune et al., 2025; Suresh & Guttag, 2019). Model training and evaluation should prioritize fairness-oriented objectives, including re-weighting or debiasing methods, subsampling of underserved groups, and evaluation using subgroup-specific performance metrics, rather than relying exclusively on aggregate or absolutist scores (Abhishek et al., 2025; Rajkomar et al., 2018). Explainability design is critical to bridge technical and non-technical stakeholders. This involves either inherently interpretable models or post-hoc explanation systems (SHAP, LIME) that facilitate understanding, support audit processes, and satisfy regulatory requirements (Bussmann et al., 2020; Abi, 2025; Anang et al., 2024; Barredo Arrieta et al., 2019).
Deployment and monitoring mechanisms ensure operational accountability, including comprehensive logging, decision traceability, model versioning, threshold monitoring for fairness drift, user-facing explanations or appeal mechanisms, and human-in-the-loop interventions for decisions that may adversely affect individuals (Breck et al., 2017; Immaneni, 2020; Brahmandam, 2025; Ramamoorthy, 2025).
Governance and lifecycle management underpins responsible AI adoption, encompassing role specification (such as Data Scientists, Data Stewards, AI Governance Officers, Ethics Committees), maintenance of model registries, detailed documentation of model decisions, periodic bias and fairness audits, and management of model degradation, drift, retirement, or retraining (Lin, 2024; Pasha, 2025; Avuthu, 2021).
By systematically embedding these capabilities within MLOps pipelines, FinTech and KYC organizations can deploy AI-driven decisioning systems that are robust, compliant, and trustworthy, thereby promoting equitable financial practices and enhancing user confidence (Rizinski et al., 2022; Pasha, 2025; Ahi, 2025). This work underscores the strategic importance of operationalizing fairness, explainability, and governance across end-to-end pipelines, while identifying the architectures, tools, and process-governance frameworks most effective in FinTech decisioning contexts (Ramamoorthy, 2025; Lin, 2024; Dhaenens, 2024).
1.2 Statement of the Problem
The use of artificial intelligence (AI) in FinTech and Know-Your-Customer (KYC) is a fast-evolving trend in financial services that has transformed its efficiency, scalability, and customisation. Automation has also become a key aspect of financial operations by AI, including customer onboarding and credit scoring, detecting fraud, and greatly enhancing the accuracy and cost-efficiency of operations (Xu, 2022; Somu, 2022; Adenuga et al., 2023). Nonetheless, the shift has equally brought significant threats in the form of algorithmic bias, lack of transparency, and poor governance (Dzreke & Dzreke, 2025; Hadji Misheva & Papenbrock, 2022; Rizinski et al., 2022; Skouloudis & Venkatraman, 2025). As AI models start to become servers of machine-learning pipelines (MLOps), the choices they make directly influence the areas of financial access, compliance success, and customer experience, all of which are operationally sensitive and highly regulated (Immaneni, 2020; Lin, 2024; Pasha, 2025).
Although there have been recent advances in the responsible AI paradigms and digital ethics, most FinTech organisations do not have a broad-based approach to integration of the principles of fairness, explainability, or governance throughout the MLOps lifecycle (Pisoni & Moloney, 2024; Avuthu, 2021; Dhaenens, 2024). The existing AI governance efforts tend to focus on top-tier ethics principles but not on applying them to ongoing integration and deployment processes, where decisions are made automatically and on a massive scale (Duggireddy, 2025; Lin, 2024).  Scholarly review finds that explainable AI (XAI) methods are still rarely operationalised in live financial services, even though they are a key mechanism for transparency and fairness (Deck et al., 2024). The resulting breach of policy-practice connection leaves loopholes in accountability and traceability, especially noteworthy in the framework of KYC and anti-money-laundering (AML) framework, where regulatory compliance is critically important as well as customer trust (Bello et al., 2025; Sunday et al., 2025). Empirical work in the UAE and Qatar found that perceptions of fairness fully mediated the impact of algorithmic bias on AI adoption in banking risk systems (Yaseen & Al-Amarneh, 2025).
Discrimination in information and algorithms is one of the most widespread and devastating forms. Unrepresentative or history-biased data may cause discriminatory model outcomes that overrepresent or underrepresent marginalised or vulnerable populations, which may hamper the objectives of financial inclusion and equity (Abhishek et al., 2025). These biases, as Rizinski et al. (2022) and Gonzalez Torres and Sawhney (2023) claim, not only go against the rules of ethics but also enhance an exclusionary system, limiting access to credit and other vital financial services. Moreover, black-box AI systems are not transparent and interpretable, which means that it is hard to comprehend or dispute automated decisions, and regulators, auditors, and customers are not able to do so due to the opaqueness of the system (Cernviciene & Kabasinskas, 2024; Barnes and Hutson, 2024; Abi, 2025). A broader perspective asserts that structural algorithmic unfairness undermines trust, especially in African markets where inclusive growth is the goal (Pasipamire & Muroyiwa, 2024). It becomes a source of mistrust at the core of digital finance because it negates regulatory goals of interpretable and auditable AI (Anang et al., 2024).
No strong governance and lifecycle management is also of concern. In the absence of formal bodies or model registries, version control, bias audit, and an ethical review board, organisations are at risk of breaching compliance requirements and partaking in reputational harm (Yang & Lee, 2024; Lin, 2024; Pasha, 2025). As Olawore et al. (2025) and Adaji et al. (2025) mention, the non-existence of AI-driven cybersecurity governance and ethical audit frameworks in financial systems may result in their release of the domino effect of failures in compliance, security, and stakeholder trust. In addition, there is fragmented regulation expectation in FinTech organisations involving multi-jurisdictional settings, which complicate the issue of governance consistency further (Eyinade et al., 2025; Kazeem et al., 2025).
This has led to the urgent requirement to create practical models and operational guidelines that can entrench the responsibility of AI concepts into all stages of MLOps pipelines, including data ingestion and feature engineering, model deployment and decommissioning (Ramamoorthy, 2025; Duggireddy, 2025). This gap as a concept is crucial not solely to developing trustworthy and ethical AI systems when making decisions in FinTech but also to sustainable regulatory compliance, risk reduction, and consumer trust in AI-driven financial ecosystems (Pasha, 2025; Ahi, 2025; Lee et al., 2021). Through operationalising the principles of fairness, explainability, and governance as first-class design parameters, FinTech can finish with checklists and attain truly responsible and transparent AI-enpowered financial innovation.
1.3 Research Objectives
The primary goal of the research is to create and discuss a cohesive framework of integrating the idea of responsible AI, namely fairness, explainability, and governance, to MLOps pipelines in KYC and FinTech decision pollution systems. The specific objectives are to:
i. Conceptualise and investigate the current FinTech industry position on the use of responsible AI in MLOps pipelines and determine the most prominent limitations to fairness, explainability, and governance; 
ii. Examine the characteristics and causes of algorithmic bias in AI-based KYC and financial decisioning systems and determine their effect on equity and inclusion.
iii. Identify the methods of explainability and understand how to integrate them into the workflows of MLOps in a systematic way to enhance the interpretability of models and transform them into more palatable forms to stakeholders.
iv. Assess the governance systems and suggest the mechanisms to maintain traceability, accountability, and compliance at all stages of the MLOps lifecycle.
2. Methodology
2.1 Research Design
This paper employs a qualitative research methodology known as the integrative review, an approach to qualitative research that helps to synthesise theoretical and empirical literature to produce new conceptual knowledge on the responsible AI practices in machine-learning (MLOps) pipelines in FinTech and Know-Your-Customer (KYC) systems. In comparison with systematic reviews, which are mostly summaries of empirical evidence, integrative reviews involve theoretical debate, conceptual articles, and empirical studies to reflect the breadth and interdisciplinarity of emerging research topics, including AI ethics, fairness, and governance. The integrative review design was chosen as it facilitates the discussion of dynamic, multifaceted issues that straddle technical, ethical and organisational aspects- a critical factor to investigate the responsible AI implementation in financial decisioning systems. This method allows the holistic realisation of the ways in which explainability, fairness, and governance can be realised throughout the AI lifecycle in FinTech applications.
2.2 Review Framework and Protocol
To ensure that the review process has been conducted rigorously and in a transparent way, it was informed by the five-phase model of integrative reviews. The stages were: identification of the problem; literature search and data gathering; data evaluation; data analysis and synthesis; and presentation of the findings. The steps of the research were logically implemented so as to increase replication and reduce researcher bias. This systematic guideline made a rational progression between the conceptualisation of the research issue and the synthesis of the findings that will support the suggested conceptual model for accountable AI in FinTech MLOps pipelines.
2.3 Problem Identification
The main issue that emerged during this review is the lack of systematic incorporation of the principles of responsible AI, including fairness, explainability, and governance, in MLOps pipelines of FinTech decisioning systems. Despite an increasing body of academic and regulatory interest in responsible AI, current studies focus on fairness, explainability, and governance as independent concepts instead of interconnected processes that happen throughout the AI lifecycle (Hadji Misheva & Papenbrock, 2022; Pisoni & Moloney, 2024). This disaggregation leads to the existence of conceptual and practical loopholes which impede the introduction of credible and open AI systems to the financial services. The current work attempts to fill this gap by integrating interdisciplinary knowledge to suggest a single model of integrating the principles of responsible AI into the workflow of FinTech MLOps.
2.4 Literature Search Strategy
A rigorous and thorough search methodology was used in order to find peer-reviewed articles applicable to responsible AI and MLOps in FinTech settings. It was searched in large academic databases, such as Scopus, Web of Science, IEEE Xplore, ScienceDirect, and SpringerLink. The inclusion period was limited to the 2015-2025 period (to capture the latest developments on responsible AI and MLOps automation, as well as ethical financial decisioning systems).
The search strings were created based on the Boolean operators to combine the key terms, including responsible AI" OR ethical AI, MLOps" OR operations machine learning, fairness" OR bias reduction, exposable AI" OR model interpretability, and AI governance" OR algorithmic accountability, and Fintech" OR know your customer (KYC).
Articles included need to satisfy the following criteria: (a) it had to be published in peer-reviewed journals; (b) it had to be written in English; (c) it had to be published no earlier than 2015 and no later than 2025; and (d) it had to be about fairness, explainability, or governance of AI systems in the context of finance, banking, or MLOps. Filtered out materials included conference papers, white papers, non-peer-reviewed reports and studies that only had technical optimisation, not involving ethical or governance implications.
The initial search in the database presented 146 articles. Relevance screening was done on titles and abstracts, and duplication was eliminated. Following the full-text review, 48 articles were reviewed as relevant, with 25 articles being of adequate quality and conceptual depth incorporated into the final synthesis. 
2.5 Data Evaluation
To guarantee methodological rigour and theoretical strength, the quality and relevance of the sampled studies were critically assessed with some modifications to the Critical Appraisal Skills Programme (CASP) criteria. All papers were rated with respect to four dimensions: (1) research purpose and methodology are clear, (2) the study contributes to responsible AI theoretically or empirically, (3) the study is relevant to MLOps or FinTech and decision systems, and (4) the findings of the study are transparent and reproducible. The ratings on each of the criteria were made on a three-point scale high, moderate, or low quality. Only high or moderate rated studies were kept in order to make synthesis, thus making sure that the end dataset was a credible and balanced base to make a conceptual integration.
2.6 Data Analysis and Synthesis
The data from the reviewed studies were analysed and synthesised using a thematic synthesis approach. The induction of the data was coded into recurring concepts, themes, and relationships pertinent to responsible AI in MLOps. The objectives of the study were used to derive three broad categories of analysis, namely: (1) Fairness in AI Systems, which focuses on the sources of bias, methods of learning that consider fairness, and evaluation metrics (Yang & Lee, 2024); (2) Explainability and Transparency, which discusses methods of interpretability, communication to stakeholders, and accountability of the models in FinTech settings (Bussmann et al., 2020; Cerneviciene & Kabasinskas, 2024); and (3) Governance
The results of synthesis were subsequently utilised to create an integrative conceptual framework representing the interdependence and mutual reinforcement of the dimensions of fairness, explainability, and governance as responsible AI in FinTech MLOps environments. This framework is the basis of the analysis, as it will be discussed and recommended in the later sections.
3. Findings and Discussion
3.1 Summary of Reviewed Studies
This section presents the summary of the key studies included in the final analysis. Key objective, method, main result and gap of the journals used in the final synthesis are highlighted in Table 1 below. 
Table 1: Summary of Reviewed Studies
	Author / Year
	Key Objective
	Method
	Key Result
	Key Gap

	Arrieta et al., 2020
	To review concepts and methods in explainable AI (XAI)
	Literature review and taxonomy development
	Provided a comprehensive taxonomy of XAI methods and challenges for practical use
	Lacks integration with operational MLOps workflows in financial contexts

	Bellamy et al., 2018
	To detect, understand, and mitigate algorithmic bias
	Developed the AI Fairness 360 toolkit
	Demonstrated fairness metrics and bias mitigation techniques
	Mostly theoretical; limited evaluation in real-world FinTech pipelines

	Bussmann et al., 2020
	To explore explainable AI in banking
	Conceptual and case-based analysis
	Identified key XAI techniques for financial scoring and KYC
	Integration of XAI in MLOps pipelines remains inconsistent

	Caruana et al., 2015
	To develop intelligible predictive models in healthcare
	Model development and empirical validation
	Showed interpretable models can achieve high predictive performance
	Domain-specific; limited transferability to financial decisioning

	Celis et al., 2020
	To implement classification under fairness constraints
	Algorithmic modelling and simulation
	Framework for fair and accurate predictions across datasets
	Applied mainly in offline experiments; lacks continuous MLOps deployment evaluation

	Černevičienė & Kabašinskas, 2024
	To analyse ethical AI governance in financial services
	Literature review and conceptual analysis
	Emphasised the role of governance structures and compliance mechanisms
	Limited operationalisation guidance for real-time MLOps pipelines

	Floridi et al., 2018
	To propose an ethical framework for an AI society
	Normative analysis and conceptual model
	Provided principles for ethical AI adoption and societal impact
	High-level; not linked to pipeline implementation or measurable metrics

	Hadji Misheva & Papenbrock, 2022
	To explore challenges and strategies for responsible AI in finance
	Integrative review
	Highlighted the fragmented adoption of responsible AI principles
	Lack of empirical studies evaluating end-to-end pipeline implementation

	Holstein et al., 2019
	To investigate practitioner needs for fairness in ML systems
	Qualitative interviews with industry professionals
	Identified practical challenges and requirements for fairness tools
	Limited focus on automated CI/CD integration in MLOps

	Jobin et al., 2019
	To survey global AI ethics guidelines
	Systematic review of 84 guidelines
	Provided a comparative analysis of ethical frameworks
	Mostly theoretical; lacks technical operationalisation in MLOps

	Mehrabi et al., 2021
	To survey bias and fairness in machine learning
	Systematic literature review
	Highlighted sources of bias and mitigation strategies
	Limited discussion on continuous deployment and monitoring in MLOps pipelines

	Pisoni & Moloney, 2024
	To explore operationalising AI governance in financial institutions
	Case studies and literature synthesis
	Proposed governance structures linking policy, roles, and technical controls
	Limited real-world evaluation of governance loops in CI/CD pipelines

	Raji et al., 2020
	To define an end-to-end framework for internal algorithmic auditing
	Framework development and case study
	Proposed internal audit processes for accountability
	Implementation in dynamic MLOps environments has not been fully tested

	Yang & Lee, 2024
	To mitigate algorithmic bias in credit scoring
	Algorithm development and evaluation
	Demonstrated effectiveness of fairness-aware learning techniques
	Mostly offline experiments; CI/CD integration not addressed

	Lin, 2024
	To embed responsible AI governance within the MLOps lifecycle
	Conceptual and technical framework development
	Proposed end-to-end governance integration for fairness, explainability, and compliance
	Empirical validation and cross-institutional deployment have not yet been studied.

	Dhaenens, 2024
	To link ethical AI design with operational accountability
	Theoretical synthesis and case-based illustration
	Connected responsible AI principles with lifecycle management practices
	Limited quantitative metrics for governance maturity assessment

	Avuthu, 2021
	To propose an MLOps governance maturity model for AI ethics
	Conceptual framework
	Introduced maturity stages for ethical AI adoption within DevOps workflows
	Model lacks validation in financial sector case studies

	Duggireddy, 2025
	To integrate responsible AI controls in continuous deployment
	Applied design framework and prototype
	Demonstrated governance automation for bias and explainability monitoring
	Real-world adoption and cross-platform interoperability remain untested

	Pasha, 2025
	To establish responsible AI compliance for FinTech
	Regulatory synthesis and implementation guideline
	Outlined operational standards aligning with fairness, transparency, and auditability
	Absence of standardised metrics for ongoing monitoring

	Ahi, 2025
	To develop fairness-aware monitoring systems in financial AI
	Framework design and prototype evaluation
	Demonstrated continuous bias detection and alerting within MLOps
	Scalability and multi-jurisdictional regulatory integration were not fully assessed

	Ramamoorthy, 2025
	To propose a lifecycle-based responsible AI architecture
	Conceptual modelling and applied synthesis
	Introduced an integrated ethical governance loop for AI pipelines
	Limited evidence from live FinTech deployment environments

	Eyinade, Ezeilo & Ogundeji, 2025
	To assess AI compliance across cross-border FinTech systems
	Regulatory analysis
	Highlighted challenges in harmonising AI ethics across jurisdictions
	Fragmented governance standards hinder operational consistency

	Olawore et al., 2025
	To explore AI-driven cybersecurity and governance in digital finance
	Empirical study and framework development
	Linked AI ethics with cybersecurity compliance mechanisms
	Lacks a detailed discussion on fairness and explainability integration

	Adaji et al., 2025
	To strengthen AI auditability and governance in banking systems
	Mixed-methods study
	Proposed integrated model audit and review protocols
	Limited evidence of continuous governance feedback loops

	Kazeem et al., 2025
	To evaluate regulatory readiness for AI-enabled FinTech
	Comparative policy analysis
	Mapped emerging AI governance policies across developing markets
	Empirical research on real-world implementation is still minimal


3.2 Fairness in AI Systems
Algorithm bias is one of the most insolvable and influential issues in FinTech MLOps piping. It stems from the non-representative training data, past injustices in the financial records, and proxy variables that are linked to the shielded variables like gender, ethnicity, or postal codes (Abhishek et al., 2025). According to scholars, such biases may systematically deprive access to credit or services in financial contexts and recreate structural inequalities to this end (Rizinski et al., 2022; Gonzalez Torres & Sawhney, 2023).
The best way to implement fairness interventions is when several stages of MLOps are combined, such as preprocessing and training, and post-deployment monitoring (Yang & Lee, 2024; Lin, 2024). Nonetheless, the literature shows one significant gap: most of the approaches that include fairness, including reweighting, adversarial debiasing, or constraint-based optimisation, are isolated systems that are not integrated into continuous deployment and CI/CD pipelines (Bellamy et al., 2019; Celis et al., 2019; Duggireddy, 2025).
Moreover, technical debiasing is not enough. Fairness should be contextualised, i.e. model design should be harmonised with the agenda of financial inclusion, anti-discrimination policy and AI ethics guidelines (Pasha, 2025; Eyinade et al., 2025). Recent developments suggest automated fairness dashboards, iterative bias detection, adaptive retraining loops directly embedded into the working pipelines, but they are not implemented in real practice (Ahi, 2025; OLawore et al., 2025). This continuation of bias proves that the operationalisation of fairness is not an engineering process but a socio-technical issue that should involve a concerted regulatory, technical, and organisational effort (Skouloudis & Venkatraman, 2025).
3.3 Explainability and Transparency
Explainability was the second prevalent theme, which was also caused by ethical necessity and regulatory necessities to have transparency in automated decisions (Bussmann et al., 2020; Cerneviciene and Kabasinskas, 2024; Barnes and Hutson, 2024). Model-agnostic interpretability tools like SHAP, LIME, and counterfactual explanations have become more frequently used by FinTech companies to explain the output of models in credit scoring, KYC verification, and fraud detection (Anang et al., 2024; Abi, 2025).
Nevertheless, there are still integration problems. The majority of MLOps pipelines do not provide standardised explainability infrastructure, that is, systems that generate, version and store interpretability artefacts, to support post hoc explanation practices as opposed to explainability-by-design (Caruana et al., 2015; Lin, 2024). This compromises compliance and user trust, particularly in developing regulations like the EU AI Act and AI regulation of financial institutions (Lee et al., 2021; Pasha, 2025).
Explainability should also be sensitive to the stakeholders. As much as quantitative measures and feature importance scores are sufficient for the developer, regulators, and customers need human-readable stories that put automated decisions in context (Arrieta et al., 2020; Barnes and Hutson, 2024). Quantitative attributions paired with qualitative narratives, with the help of governance dashboards, are also being implemented as promising solutions (Abi, 2025; Ramamoorthy, 2025).
3.4 Governance and Lifecycle Management
Proper AI governance is used to create accountability, traceability and regulatory compliance throughout the MLOps lifecycle (Pisoni & Moloney, 2024; Cerneviciene & Kabasinskas, 2024; Lin, 2024). Nevertheless, operationization is still uneven among financial institutions, and governance is typically something added as a compliance feature, instead of being an architectural layer (Dhaenens, 2024; Duggireddy, 2025). According to the literature, three dimensions of governance are interlocking:
· Technical controls model registries, audit trails, versioning, governance-conscious CI or CD pipelines (Avuthu, 2021; Duggireddy, 2025).
· Organisation structure- formal positions to provide checks and balances, such as AI Governance Officers, Data Stewards, and Ethics Committees (Lin, 2024; Pasha, 2025).
· Policies- conformance to GDPR and AML/KYC regulations, as well as new AI-related regulations like algorithmic audit practices (Raji et al., 2020; Eyinade et al., 2025).
Governance should not be intermittent. In dynamic FinTech ecosystems, adaptive oversight, that is, automated tracking of model drift, fairness deviation and interpretability decay, has now become mandatory (Holstein et al., 2019; Ramamoorthy, 2025). Researchers, including Olawore et al. (2025) and Adaji et al. (2025), note the overlap between AI governance and cybersecurity auditing and indicate that a convergence of compliance and ethical responsibility across all phases of the MLOps could be promoted through the use of governance-as-code.
3.5 Integrating Fairness, Explainability, and Governance
The synthesis brings to the fore the reinforcing and interdependent operation of fairness, explainability and governance. Transparency-free mechanisms of fairness, explainability-free mechanisms of governance, and governance-free mechanisms of fairness are accountable, explainable, and interpretable, respectively (Floridi et al., 2018; Jobin et al., 2019; Pasha, 2025).
Current studies are narrowed down to the perspective that responsible AI should be embedded as an ecosystem of controls in all parts of the MLOps pipeline (Lin, 2024; Duggireddy, 2025; Dhaenens, 2024). Some of the new architectural strategies are:
· Unbiased preprocessing pipelines with bias measures;
· Explainability artefacts in model registries in regulatory audit;
· Fairness drift, model decay and interpretability thresholds constant monitoring;
· Auditability, human-in-the-loop reviews, and ethical alerts (Ahi, 2025; Ramamoorthy, 2025).
This integration will turn responsible AI not just into a theoretical vision, but into a quantifiable, repeatable and auditable procedure, the basis of reliable and open FinTech decisioning.
FEG Integration in MLOps
Figure 1 presents the embedding Fairness, Explainability, and Governance (FEG) across the MLOps Lifecycle. This figure shows that the principles of FEG can be smoothly integrated into the MLOps lifecycle, and the responsible artificial intelligence is continuously refined and deployed operationally into the financial technology pipeline.
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Figure 1: Stages of FEG Integration in MLOps
· [bookmark: _Hlk214996192]Data Collection & Preprocessing: Bias detection, data quality checks, privacy considerations
· [bookmark: _Hlk214996226]Model Development & Training: Fairness evaluation, explainable AI techniques, performance monitoring
· [bookmark: _Hlk214996302]Deployment & Monitoring: Continuous governance, audit trails, performance and bias monitoring
3.6 Operational MLOps Pipeline
In the article by Sculley et al. (2015), the authors of the book attempt to define the presence of largely overlooked long-term maintenance risks in machine-learning systems in the article titled Hidden Technical Debt in Machine Learning Systems.  They explain that technical debt is created by such phenomena as entanglement, hidden feedback mechanisms, and unstable dependencies on data, contributing to complex pipelines and the spread of so-called glue code, hard to maintain and scale.  In their analysis, they explain how robust monitoring, systematic data versioning and sound organizational practices are critical in the proper mitigation of these risks.
Additionally, In the article by Polyzotis et al. (2018), the authors talk about the critical part of data quality in production-scale machine-learning pipelines in Data Lifecycle Challenges in Production Machine Learning.  The authors examine the challenges associated with data understanding, validation, cleansing, and preparation particularly in circumstances where the data drift or schema change occurs.  They show that, despite a carefully designed model, the data modeling can still fail in cases of poor supporting data infrastructure and data quality assurance mechanisms, and thus point to the need to have a systematic approach to data governance in the end-to-end operational MLOps processes.
Within the context of a practical FinTech or KYC application, the FEG framework can be implemented through a machine-learning pipeline, which combines versioning of data and dependency tracking to reduce instability and the glue code of technical debt (Sculley et al., 2015). Equity is achieved by using bias-reduction strategies, and ongoing monitoring at the demographic levels, and explainability is achieved by using local-interpretable models or the feature-attribution procedures, and as a result, stakeholders are allowed to understand the underlying decisions. The processes of governance are operationalised by use of change-review boards, systematic logging and rollback protocols. Validation gates (ischema verification mechanism and anomaly-detection mechanism) and drift detectors constantly check the input distributions to preserve data integrity (Polyzotis et al., 2018). Furthermore, the institutionalisation of transparency, auditability, and maintainability of responsible AI systems is made easier with the help of building on the trustworthy ML technologies (Toreini et al., 2020) and the utilisation of governance design patterns (Lu et al., 2022).
3.7 Summary of Reviewed Journals and Key Gaps
The analysed journals confirm the overall tendency of the increasing scholarly and industrial interest in incorporating the principles of responsible AI, explainable, and governed into machine learning pipelines. The works of Floridi et al. (2018), Jobin et al. (2019), and Arrieta et al. (2020) provide both the ethical and conceptual foundations of responsible AI, taxonomies, normative frameworks, and interpretability methods. Equally, fairness toolkits and algorithmic constraints proposed by Bellamy et al. (2018) and Celis et al. (2020) identify and reduce bias. Nevertheless, most of these studies are mostly theoretical and seldom touch upon operationalisation in MLOps scenarios, especially in regulated areas like FinTech and Know Your Customer (KYC) systems.
In practice, Bussmann et al. (2020), Hadji Misheva and Papenbrock (2022), Yang and Lee (2024), and Rizinski et al. (2022) are examples of studies discussing practical applications of responsible AI in financial decision-making in the context of fairness in credit scoring and explainability in banking systems. Even more recent sources, like Lin (2024), Dhaenens (2024), Pasha (2025), and Ramamoorthy (2025), go a step further and suggest governance models that would reconcile the technical, ethical and regulatory aspects of AI-enabled FinTech activity. Although this has been in place, the majority of models are still conceptual or simulation-only and have minimal empirical validation of production-scale MLOps settings. Fairness, explainability and governance are frequently seen as separate domains, but not as interdependent components of the lifecycle, and therefore, they cannot affect end-to-end workflows in decision making.
An increasingly large body of research is focusing on governance and lifecycle management. Pisoni and Moloney (2024) and Cerneviciene and Kabasinskas (2024) emphasise that the form of governance, compliance functions and audit tools are crucial in the development of AI. Duggireddy (2025) presents the concept of Governance as Code, which entails the integration of ethical and compliance controls into continuous deployment pipelines, whereas Avuthu (2021) and Gonzalez Torres and Sawhney (2023) discuss the usefulness of regulatory sandboxes and maturity models to operational trust. However, it is still not technologically automated governance, but still mostly manual and policy-based. This is because most studies do not provide frameworks of real-time auditing, adaptive monitoring and role-based accountability that are critical toward ongoing compliance in dynamic MLOps settings.
Cross-domain research, such as Ahi (2025), Abi (2025), John et al. (2025), Umakor et al. (2025), and Bello et al. (2025), transfers the principles of responsible AI to related domains such as cybersecurity, blockchain-based KYC, and federated learning. These writings reveal how there is an increasing overlap between ethical AI, privacy and security governance. Nevertheless, their perspectives are largely disjointed, and not many have tried to integrate these aspects into a logical FinTech MLOps setup. The presence of a paucity of empirical research that fact-checks such integrations in a real-life financial ecosystem is still persistent.
3.8 Critical Discussion and Implications
The results show that responsible AI implementation is not only a technical issue but also a socio-technical change that needs a change in organisational culture and norms of practice, as well as the design of technologies (Lin, 2024; Lee et al., 2021). Ethical guidelines need to be implemented via MLOps tools, governance-by-design frameworks, and responsibility frameworks based on roles instead of being implemented shallowly to comply with legal obligations (Pasha, 2025; Duggireddy, 2025).
In theory, this synthesis adds to the literature on AI operating ethics by transforming the concepts of fairness, explainability, and governance into ambitions in engineering design instead of abstract concepts. In practice, it offers a roadmap to help the FinTechs strike the right balance between innovation and regulation by applying integrated fairness auditing, explainability-as-a-service, and loops of continuous governance (Holstein et al., 2019; Raji et al., 2020; Olawore et al., 2025).
Most importantly, gaps in empirical research that have persisted are revealed in the review. The majority of the studies are not yet operational, or rather simulation-based studies, which do not provide much information on how MLOps can be implemented on a production scale (Ramamoorthy, 2025). Future research ought to investigate patterns of implementation in practice, regulatory audits, and longitudinal performance, particularly in the FinTech space with varying regulatory and infrastructural limits (Eyinade et al., 2025; Kazeem et al., 2025).


3.9 Conceptual Implications
The gaps outlined above highlight the fact that the responsible AI needs to be reconceptualised as something not imposed upon the model, but a part of the working functionality of the MLOps lifecycle. The existing literature shows solid ethical principles and technological advancements, but does not provide an integrated operational model that allows coherent incorporation of fairness, explainability, and regulation into FinTech decision pipelines. Such fragmentation restrains the reliability, accountability, and regulatory preparedness of AI-driven systems within vital operations like KYC verification, credit scoring and fraud detection. Therefore, the research contributes to the discussion by introducing a unified framework of integrating responsible AI into MLOps pipelines to make fairness audits, explainability artefacts, and governance mechanisms components of an ongoing and quantifiable engineering process instead of a post hoc check. Such a combined solution not only connects the gap between ethical purpose and business reality but also reinforces adherence, expands the level of transparency of models, and maintains confidence in using AI in financial ecosystems in society. Eventually, the actualisation of these concepts into MLOps processes will make responsible AI more than an ideal, but a repeatable, scalable and auditable process that has the potential to support ethical innovation in FinTech.
3.10 Framework Comparison
To contextualize our proposed approach, we compare it with two influential frameworks:
Google Responsible AI Principles focus on fairness, accountability, safety, and privacy (Google, 2018). Google demands non-unfair bias, where it gives an explanation and appeals, and human supervision (Google, 2018). These principles conform to our fairness, explainability, and governance dimensions but the Google principles are more at the model level. In contrast, our framework suggests making these principles integrated in the pipeline of MLOps, and they can be operationalized during the development, deployment, and monitoring.  
EU Artificial Intelligence Act (AI Act): The AI Act governs high-risk AI systems and requires a document with detailed technical specifications and risk consideration and transparency (European Commission,2024). Here is an example, Article 11 has a requirement of maintaining technical documentation, which should contain aspects that enable regulators to determine adherence. In addition, the Act focuses on human controller, record keeping and transparency requirements. Although the AI Act offers legal and regulatory base, our conceptual framework provides guidance to it, namely operational, that is, specifically to FinTech MLOps, to bring fairness, explainability, and governance to life.
In addition to the Google Responsible AI Principles and EU AI Act, NIST AI Risk Management Framework (RMF, 2023) offers specific recommendations of how to identify, analyze, and reduce AI-related risks throughout the lifecycle of the system. Such method of risk governance, transparency and accountability is in line with the dimensions of the Fairness-Explainability-Governance (FEG) framework, and thus provides practical steps to instil fairness, explainability and governance into operational MLOps pipelines in FinTech contexts. The integration of NIST-based knowledge supports the current and existing regulatory and ethical frameworks with predictive measures of quantifiable controls and ongoing monitoring.
4.0 Conclusion
This integrative review demonstrates that embedding Responsible AI (RAI) within FinTech environments is fundamentally a socio-technical endeavor, requiring coordinated efforts across fairness, explainability, and governance (FEG). The literature consistently highlights that isolated interventions, such as bias mitigation, model interpretability, or compliance measures, are insufficient on their own. Sustainable and trustworthy AI deployment necessitates the operationalization of FEG principles throughout the entire MLOps lifecycle.
Specifically, incorporating fairness, explainability, and governance into data preprocessing, model training and validation, deployment, and continuous monitoring ensures that AI systems are not only technically robust but also transparent, accountable, and aligned with both regulatory and societal expectations. Such integration transforms AI from a black-box tool into a responsible decision-support system capable of enhancing equity, trust, and compliance in financial decisioning processes.
Despite these advancements, there remains a notable gap in empirical evidence regarding the deployment of production-scale MLOps pipelines that systematically integrate FEG principles. Future research should prioritize practical implementation studies that evaluate the real-world effectiveness of these mechanisms, including their impact on regulatory adherence, customer trust, and organizational decision quality.
Ultimately, Responsible AI should be understood not only as a strategic goal but also as an operational standard, a measurable, continuously monitored, and progressively improved framework. By adopting this perspective, FinTech organizations can build resilient AI-driven systems that are ethically aligned, operationally accountable, and socially responsible, thereby shaping the next generation of trustworthy financial services.
Future studies can involve the empirical validation of the given FEG framework through pilot applications in FinTech settings that can assess its effectiveness in improving fairness, explainability, and control over all MLOps pipelines.
5.0 Limitations
The current integrative review is limited by the scope and the nature of literature that has been published. Whereas it summarizes salient understanding with regards to fairness, explainability, and governance (FEG) in MLOps pipelines, there is a significant lack of empirical evidence stemming out of real-world, production-grade deployments. As a result, the review mainly draws on conceptual and nascent implementation research, which might be inadequate in capturing the operational issues that face FinTech and KYC systems in real-world situations. Future research studies would benefit with longitudinal case studies and empirical assessments that would prove the effectiveness of FEG interventions in diverse deployment settings.
6.0 Recommendations
Based on the findings and analysis, we propose the following evidence-based recommendations for embedding Responsible AI into MLOps pipelines within FinTech and KYC environments:
1. Operationalize Fairness Across MLOps Stages: Fairness should be systematically integrated across all stages of the MLOps pipeline. This includes implementing multi-stage bias detection, fairness-aware preprocessing, and continuous monitoring to proactively mitigate discrimination in financial decisioning processes. Empirical studies suggest that multi-stage interventions are more effective than isolated measures (Abhishek et al., 2025; Lin, 2024).
2. Enhance Explainability for Stakeholders: To ensure transparency, XAI tools such as SHAP, LIME, and counterfactual explanations should be embedded into continuous integration (CI) or continuous deployment (CD) pipelines. These approaches facilitate both technically rigorous analysis and human-understandable outputs, thereby supporting auditability and stakeholder trust (Barredo Arrieta et al., 2019; Bussmann et al., 2020).
3. Strengthen Governance Mechanisms: Governance should be reinforced through automated dashboards, role-based oversight, and comprehensive audit trails. Such mechanisms enhance traceability, support regulatory compliance, and enable proactive identification of risks across AI lifecycle stages (Lin, 2024; Pasha, 2025).
4. Integrate Fairness, Explainability, and Governance (FEG) Holistically: Fairness, explainability, and governance are interdependent dimensions. Embedding them holistically into each stage of the MLOps pipeline ensures a resilient, ethically-aligned infrastructure that mitigates risks and enhances system reliability (Ramamoorthy, 2025; Dhaenens, 2024).
5. Prioritize Empirical Validation: Recommendations should be grounded in production-grade evaluation. Systematic assessment of FEG mechanisms in real-world FinTech environments—including their impact on customer trust, regulatory adherence, and decision quality—will provide actionable evidence for refining pipeline designs (Rizinski et al., 2022; Pasha, 2025).
6. Foster a Responsible AI Culture: Organizational practices should reinforce technical measures. This includes ethics committees, cross-functional collaboration, and targeted training programs to align technical solutions with broader ethical and societal objectives, thereby strengthening the organizational commitment to responsible AI (Abi, 2025; Avuthu, 2021).
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