 Review Article

Object Detection: Comparing Convolutional Neural Networks (CNNs) and Vision Transformers (ViTs) Performance 


.     
.
              . 
                     
	.
..


.



ABSTRACT
	This review studies the evolution of object detection methodologies, from traditional to modern deep learning techniques, including CNNs (Convolutional Neural Networks), YOLO (You Only Look Once) variants (v1–v8), and ViTs (Vision Transformers). A systematic analysis of 49 studies shows that CNNs are robust on small datasets and in real-time applications. In contrast, ViTs excel at handling complex relationships and adversarial conditions due to their self-attention mechanisms. Hybrid models combining CNNs and ViTs show promise for improved accuracy and efficiency but usually require further validation. Key challenges include computational demands, dataset diversity, and generalisation across domains. Despite significant progress, there is limited consolidated analysis comparing CNNs, YOLO, and ViTs across diverse datasets and real-world constraints. The comparison in this study may level the ground for researchers to explore new gaps in the future, and results not only in reinforcing the potential of object detection techniques but also provide useful insights for researchers and practitioners aiming to balance performance with computational cost in real-world detection scenarios. Future research should prioritise hybrid architectures, edge deployment, and standardised benchmarking to advance object detection in different domains such as surveillance, healthcare, quality control, inventory management, and autonomous systems.



Keywords: Computer Vision; CNNs (Convolutional Neural Networks); YOLO (You Only Look Once) YOLOv1–v8; Vision Transformers (ViTs)

1. INTRODUCTION
Object detection is a crucial area in computer vision, which is widely used in domains such as healthcare, finance, industries, driverless vehicles, control systems, and surveillance [1] [2]. Numerous techniques and methodologies have been developed over the years to deal with the particular difficulties presented by object detection in crowded environments, e.g, high object density, viewpoint variation, deformation, illumination condition, textured background, variety, occlusion, and different object scales [3]. The main objectives of this research are to evaluate and examine the development of object detection methodologies, with a particular emphasis on the benefits and drawbacks of some important strategies like CNNs, YOLO, and ViTs [3] [4]. Object detection has been impacted by the emergence of CNNs [45]. CNN-based models, such as R-CNN (regions with convolutional neural networks), Fast-R-CNN (fast regions with convolutional neural networks), and Faster R-CNN (faster regions with convolutional neural networks), have shown remarkable performance in object segmentation, object localisation, object detection, object identification, and feature extraction [49]. However, some of these models have some difficulties in processing images in real-time [5] [46]. In addition, their performance is greatly affected by occlusion and textured backgrounds [4]. As a result, a pattern shift toward real-time object detection has been observed with the development of the YOLOv1 to YOLOv8 models and ViTs. [3]  [47]. YOLO  models, such as the most recent version released in 2023, YOLOv8, place an in height priority on speed without sacrificing accuracy [47]. They divide the image into a grid, making them quite effective in forecasting bounding boxes and class probabilities at the same time. [4]. However, YOLO models have some limitations in identifying small objects and detecting sharp differences in object sizes in busy settings, which makes the YOLO family less sophisticated compared to ViTs in detecting an object in a close environment [4] [47].
Using the self-attention tool to detect feature interdependence and global context, ViTs break an image into patches of equal size to classify and predict the class of an object within it [3]. This mechanism allows ViTs to capture complex relationships in images or video frames in dense environments [4] [6]. Despite its apparent benefits, the technique used to detect subtle differences in seemingly similar objects presents problems for realistic deployment because it is computationally demanding and needs a large amount of  datasets for efficient training  [7]. The strengths and weaknesses of these methods (CNNs and ViTs), as highlighted in the literature, will be systematically examined in this review. Through a critical analysis of the current literature, the research seeks to find gaps and put forward a strategy that combines the advantages of CNNs and ViTs to improve objectiveness.  By resolving the existing issues in the object detection mechanism in the real world and pushing the boundaries of this discipline, the incorporation of these techniques aims to develop the precision, efficiency, and resilience of object detection. We aim to present up-to-date research on object detection, highlighting the development of approaches and their implications for applied uses. The review aims to ease the creation of an innovative mix model, leading to more effective methods of detection of objects of interest in congested areas contained in an image or video.
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Figure 1: Classification diagram of Deep Learning Methods [48]
2. TRADITIONAL METHOD
The early objection techniques relied on handcrafted features for object detection, which are ineffective in detecting smaller objects and differentiating among objects with a high degree of similarity. One of the first effective frameworks for real-time face identification and detection was the Viola-Jones detector.  The proposed method employed an AdaBoost classifier to detect faces in photos and videos using  Haar-like characteristics [9]. Despite its effectiveness, this technique is limited in its ability to detect objects in the presence of occlusions and complex backgrounds, which are frequent in dynamic environments. The histogram of oriented gradients (HOG) was developed for identifying humans in digital photos as an improvement over some of the earliest face detection techniques [9]. To determine the magnitude and direction of gradients, the method applies horizontal and vertical gradient filters to the input images. The images are then filtered and divided into 8 × 8-pixel cells, which are further grouped into 2 × 2 cell blocks with 50% overlay. For each cell, orientation histograms are generated by quantising gradient directions into nine bins ranging from 0° to 180°, with the corresponding gradient sizes serving as votes. A feature vector representing the HOG is then formed by concatenating the histograms of all cells within a block. To account for variations in lighting and contrast, these vectors are normalised. The final HOG descriptor, comprising all normalised blocks, is input into a support vector machine (SVM) to detect the presence of humans in an image. Although the HOG algorithm's dense grid approach increases computational cost and performs less efficiently in the presence of occluded objects, it effectively reduces false positives compared to Haar wavelets.
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[bookmark: _Toc183258547][bookmark: _Toc187062030]Figure 2 : Traditional Object Detection Method [9]
[bookmark: _Toc182898057][bookmark: _Toc190876338]2.1 CHALLENGES FOR THE TRADITIONAL METHOD
Trade-offs are difficult to avoid when using traditional computer vision and deep learning-based methods. The early algorithms, despite being widely recognised, clear, and fine-tuned for efficiency in both performance and power, have several challenges, which make them inefficient in dealing with variability in object appearance, occlusion and have limited robustness against noise and difficulty in handling complex scenes, which necessitated the need to develop more advanced object detection techniques. While deep learning models provide enhanced accuracy and flexibility, they require high computing resources for effective training and deployment. Hybrid methods that combine traditional and deep learning offer the benefits and traits of both methodologies. These techniques can provide high accuracy at the expense of more computational complexity. For example, these two approaches can be combined to create a surveillance system where a feature of an object extracted by one model is fed into another model within the same framework for classification. This brings the benefit of reducing the time it may require for a single model to perform the entire operation [9]. 
The fusion of machine learning and deep neural network frameworks has become very popular because ensemble models introduce a performance advantage and can deliver 130X-1,000X reduction in multiply-accumulate operations and about 10X improvement in frame rates, in tasks where videos are used, compared to a pure deep learning solution. Furthermore, hybrid implementations generally use about half of the memory bandwidth and require significantly lower CPU resources [9].
3. CONVOLUTIONAL NEURAL NETWORKS (CNNS)
The introduction of CNNs, which have proven to be particularly effective for image and video processing tasks, led to a significant shift in object detection techniques [9]. In various computer vision applications, CNNs have outperformed traditional techniques due to their ability to learn hierarchical feature representations [9]. CNNs, however, struggle with object localisation because pooling layers lose precise spatial information, which is a hindrance in tasks that need object location or size. Consequently, R-CNN, which uses CNNs as the feature extraction backbone for object detection, was introduced. The emergence of R-CNN revolutionised object detection by paving the way for more advanced versions such as Fast R-CNN and Faster R-CNN. In addition to setting the foundation for future work, R-CNN has also proven to be fast, robust in handling objects of varying sizes and shapes, and flexible due to its ability to adapt to other tasks. Notwithstanding, R-CNN, despite its advantages, faced the challenge of slow inference speed, which makes it unsuitable for real-time applications [10]. 
Subsequent advancements of R-CNN, Fast R-CNN and Faster R-CNN addressed its computational inefficiencies. The training time was greatly shortened by Fast R-CNN compared to plain CNN by introducing a single-stage training procedure and the use of Region of Interest (RoI) pooling [11]. By incorporating a region proposal network (RPN) that shared convolutional features with the detection network (DN), Faster R-CNN enabled near real-time object identification, hence improving efficiency even further compared to the Fast-R-CNN method [11].
[image: ]
Figure 3 : Convolutional Neural Networks (CNNs) Architecture [9]
[bookmark: _Toc182898063][bookmark: _Toc190876344]4. ONE-STAGE METHODS
The main characteristics of one-stage anchor-based detectors are their efficiency during computation and runtime [3]. Rather than employing regions of interest, these models use specified anchor boxes for direct classification and regression.  The SSD was the first well-known object detector in this category. However, the imbalance between positive and negative samples is the primary limitation of one-stage techniques.  To address this issue, several strategies were proposed, including multi-layer context information fusion, training from scratch, feature enrichment and alignment, and anchor refinement and matching [12]. Additional efforts have been focused on creating new architectures and loss functions; these methods of object detection involve the use of YOLO and Single Stage Methods (SSD)  [3].
[bookmark: _Toc182898064][bookmark: _Toc190876345] 4.1 YOLO – YOU ONLY LOOK ONCE
YOLO was introduced to the computer vision community via a paper release in 2015 by Joseph Redmon [13] titled 'You Only Look Once: Unified, Real-Time Object Detection'. The research paper redefined object detection, framing it as a straightforward regression task that begins with image pixels and progresses to determining bounding box coordinates and class probabilities [13].
The proposed approach, based on the ‘unified’ concept, enabled the simultaneous prediction of multiple bounding boxes and class probabilities, improving both speed and accuracy compared to traditional object detection and convolutional neural networks [13]. The YOLO series has experienced rapid advancements since its launch in 2016 up to 2023. Although the original creator, Joseph Redmon, ceased further contributions to computer vision with YOLO-v3, multiple authors have expanded on the effectiveness and potential of the fundamental ‘unified’ concept; the most recent version to join the YOLO series is YOLO-v8. Figure 4 presents the YOLO evolution timeline [13].
[bookmark: _Toc183258555][bookmark: _Toc187062038][image: ]
Figure 4: YOLO Evaluation  [16]
It is a state-of-the-art, real-time object detection system that offers extreme levels of speed and accuracy [13]. YOLO, as the name suggests, looks at the image only once, i.e., there is only a single network evaluation, unlike the approach of previous systems like the R-CNN and its family, which require thousands of evaluations for a single image (2000). This is the secret to the extreme speed of a YOLO model (almost 1000x faster than R-CNN, 100x faster than the Fast R-CNN, and 10x faster than the Faster R-CNN model) [13]. In this approach, the model uses a predefined set of boxes (bounding boxes) that look for objects in their regions. For the SxS grid cells drawn for each image, YOLO predicts X boundary boxes, each with its confidence score, and each box can predict only one object. [13]. YOLO also generates Y conditional class probabilities for the likelihood of each object class [6], [14] and [15].

From the review in this work, it is clear that the YOLOv1 to YOLOv4 variations have progressed; later versions, in particular, YOLOv5 to YOLOv7, have focused on constrained edge deployment, a key requirement for many manufacturing and industrial applications. Because there are no copyright and patent restrictions on these techniques, research anchored around the YOLO architecture, i.e., real-time detection, lightweight, accurate detection, can be conducted by any individual or research organisation in computer vision, which has also contributed to the popularity of this variant [16]. As research groups such as  Ultralytics and Meituan Technical Team focus on the evolution of YOLO architectures designed for edge-friendly deployment, further advancements in YOLO’s architectural footprint can be expected. To accommodate the exigencies of energy-constrained environments, these innovations will need to prioritise energy efficiency while ensuring high inference speeds [17].
Furthermore, we envision the proliferation of YOLO architectures into production facilities to help with quality inspection pipelines, as well as providing stimulus for innovative products, as demonstrated by [16] with an automated pallet racking inspection solution. With the ability to integrate into various hardware and IoT devices, YOLO has the potential to explore new fields where computer vision can enhance existing images, ultimately boosting the performance of a single-shot detector [16].
5. SSD – SINGLE SHOT DETECTION
Similar to YOLO, SSDs take only a single shot to detect all the classes in a scene that the model was trained on [2] and therefore, like YOLO, they are much faster than the traditional two-stage methods that require two shots (one for generating region proposals and another for detecting objects in each proposal). SSDs implement techniques such as multi-scale features and default boxes, which allow them to obtain similar levels of accuracy as that of a Faster R-CNN model using lower resolution Images and enhance the processing speed of a single-shot detector [2]. SSD uses VGG16 to extract feature maps from a scene and then uses a Conv43 layer to detect objects from the extracted features [2].
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Figure 5: SSD Architecture [6]
[bookmark: _Toc182898072][bookmark: _Toc190876353]5.1 VISION TRANSFORMERS (ViTs)
ViTs splits the image into a form of patches by providing the sequence of linear embedding of these patches as an input to a transformer [18]. The model processes the patches as a sequence of words, like tokens of the same size, processed in natural language processing. [18]. A constant latent vector was used to flatten and map the patches into a vector of size with a trainable projection in all the transformer layers. A multilayer perceptron (MLP) with one hidden layer was used during the classification and pre-training time, and a single layer at the fine-tuning stage [19]. 
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[bookmark: _Toc183258563][bookmark: _Toc187062046][bookmark: _GoBack]Figure 6: Vision Transformer Architecture [20]
[bookmark: _Toc182898075][bookmark: _Toc190876356]6. CHALLENGES IN OBJECT DETECTION
Despite the benefits, implementing object detection algorithms in different domains, from self-driving cars, healthcare, industries, etc comes with challenges. Viewpoint variation and speed are some of the critical issues, as highlighted below.
1. Viewpoint variation: one of the greatest difficulties of object detection is that an object viewed from different angles may look completely different [39].
1. Deformation: look at the images of football players in different poses. If the object detector is trained to find a person only in a standing or running position, it may not be able to detect a player who is lying on the field or preparing to make a manoeuvre by bending down [40].
1. Occlusion: sometimes objects can be obscured by other things, which makes it difficult to read the signs and identify these objects [41].
1. Illumination conditions: lighting significantly affects how objects are defined. The same objects will look different depending on the lighting conditions [42].
1. Cluttered or textured background: objects that need to be identified may blend into the background, making it difficult to identify them [43].
1. Variety: the same object can appear in entirely different forms and dimensions. Computer vision needs to do a lot of research to read an object and understand what it means [44].
1. Speed: for video analysis, detectors must be trained to operate effectively in a continuously changing setting. This implies that object detection algorithms need to not only successfully classify significant objects but also maintain a high speed during predictions to detect objects that are in motion [44].
7. REVIEW OF RELATED STUDIES
A summary of the research studies selected from the research papers is shown in Table 1. However, this evidence summarises the authors' approach after the review has been done, and the findings, datasets, techniques, and other architectures that were used to build a comparative study between CNNs and ViTs have been identified. 
Therefore, this section offers an overview of the data found, the methodology used, as well as results found in the collected papers. 
In a study presented in [21], the authors aimed to compare the two object detection architecture approaches (i.e., CNNs and ViTs), as well as the creation of a hybrid model that corresponded to the combination of these methods. The experiment for this research was conducted using the ImageNet dataset, and perturbations were applied to the dataset image. Based on the findings, it was established that ViTs can outperform and exhibit greater robustness in image classification under both natural and adverse conditions compared to CNNs. The results also showed that merging these two object detection models can cause the model to perform better, resulting in a 10% percent improvement in accuracy.
The work done in  [10] compared ViTs with CNNs to reconstruct amplitude in digital holography. Additionally, the phase involved measuring the distance of the object from the hologram. In this research work, ViT-B/16, ViT-B32, DenseNet201, DenseNet169, EfficientNetB4, EfficientNetB7, and ViT-L/16 architectures were used to experiment on  3,400 images. The authors separated these images into four datasets: original images without filters, original images with filters, negative images with filters, and negative images without filters. It was concluded that ViTs, despite having the same accuracy as CNNs, were more robust as a result of their self-attention mechanism of the technique, which enables them to learn the entire hologram instead of a specific area. 
A study to compare ViTs with state-of-the-art CNNs to classify UAV images that could be used to monitor weeds and crops in a farmland was conducted in [22]. The researchers compared the influence of the training dataset size on the performance of the architectures. ViTs performed well with fewer images than CNNs in terms of F1-Score. The result also showed that ViT-B/16 was the best model for weed and crop monitoring. In comparison with CNNs, ViTs could learn the patterns of images in small datasets, making a better choice than CNNs.
Similarly, in the research work in [23], a comparison between CNNs and ViTs models for breast ultrasound image classification was carried out. The investigation utilised two distinct datasets, the first comprised 780 images and the second included 163  images for the training and evaluation of the models. The following architectures were selected for the study: VGG-16, ResNet50, NASNET, Inception, ViT-S/32, ViT-B/32, R + ViT-Ti/16 , ViT-Ti/16, and R26 + ViT-S/16. From the results, ViTs models performed better than CNNs for image classification. The researcher also highlighted that ViTs models perform better when trained with small datasets because of the attention mechanism, which enables them to extract more information from different patches of the same size instead of collecting features or information directly from the image.
A similar study in [11] compared ViTs models with the MLP-Mixer layer architecture and CNNs. The authors sought to evaluate which architecture among the three is more robust in the classification of adversarial images.  The result showed that ViTs were more robust than CNNs to adversarial attacks. Similarly, the researchers also described that the shift variance property of CL (convolutional layers) is perhaps the main cause of the lack of robustness of the architecture in the image classification task that involves adversarial images.
The authors of [24] analysed ViTs and CNNs models to detect deep fake images. The experiment was conducted using the forgery net dataset, which consisted of about 2.9 million images and 220 thousand video clips, together with three different image manipulation techniques. The authors trained the models with real and manipulated images. By training EfficientNetV2 and ViT-B model networks, the researchers demonstrated that the CNNs generalised better and produced higher training accuracy. 
Another study was implemented in [25] to compare ViTs with CNNs models in image classification for the detection of skin cancer in the human body. The experiment was conducted using a publicly available dataset, HAM10000, which contains clinical images of skin cancer collected through dermoscopy. A multi-scale image approach and an overlapping sliding window technique were implemented to serialise the images, and a contrastive learning was employed to boost the inter-class similarity among various labels while reducing the intra-class similarity. Thus, the proposed ViTs model proved to be superior for skin cancer classification. 
In a research carried out in [26], the authors tried to find in ViTs an alternate solution to CNNs for concrete crack and asphalt detection. The researchers concluded that ViTs, due to the self-attention mechanism, had better performance in crack detection images with strong noise compared to convolutional neural networks. In contrast, CNNs suffered from a high number of FN rates (false negative rates) in classifying the images. 
The work done in [27] compared CNNs with ViTs models for the classification of diabetic foot ulcer images from diabetes datasets. The authors decided to use architectures like EfficientNet, Big Image Transfer (BiT), ViT-base and Data-efficient Image Transformers (DeIT) on a dataset comprising about 15,683 images. The study also aimed to compare the performance of deep learning  models using stochastic gradient descent (SGD) with sharpness-aware optimisation (SAM) [28].  SAM minimises the value of the sharpness loss and the loss function, looking for parameters in the neighbourhood with a low loss. Consequently, this study found that the SAM optimiser led to improvements in AUC, F1-Score, Precision and Recall across all architectures utilised. However, the researchers did not provide the training and testing metrics necessary to assess the models' generalisation enhancement. Notwithstanding, the BiT-ResNetX50 model paired with the SAM optimiser achieved the highest performance in classifying Diabetic Foot Ulcer images, with an AUC of 87.68%, F1-score of 57.71% and a Precision = 57.74% and Recall = 61.88%. 
In a related study, some authors in [29] and [30] went deeper into object detection with the aim of understanding how the learning process of vision transformers takes place. The authors in [30] intended to analyse the internal representations of ViTs and CNNs structures in image classification benchmarks and establish the differences between them. A key distinction emerged wherein ViTs exhibit a greater resemblance between high and low layers compared to CNNs, which require additional lower layers to generate the same representations in smaller datasets. This is due to the self-attention layers implemented in ViTs, which allow it to combine information from other spatial locations within an image or video, vastly different from the fixed field sizes in CNNs. It was also noted that in the lower layers of self-attention, ViTs can access information from both local heads (small distances) and global heads (large distances), whereas CNNs primarily obtain local information in their lower layers. 
On the other hand, the authors in [31] systematically analysed the transfer learning techniques' capacity in the two architectures. The research involved comparing the efficacy of ViTs and CNNs for both single and multi-task learning challenges using the ImageNet dataset. The authors concluded that the transformer-based ViTs architecture contained more transferable representations compared to CNNs for fine-tuning, which makes it present better performance and robustness in multi-task learning problems. 
Another study carried out in [29], attempt to verify whether ViTs were more robust than CNNs, as shown by some recent studies. The authors compared the robustness of the two architectures, the ViTs and CNNs, using two types of approaches: argumentative samples, which consist of evaluating the robustness of CNNs architectures in images with artificial perturbations and out-of-distribution samples, which consist of evaluating the robustness of the architectures in classification image benchmarks. Through this experiment, it was demonstrated that by replacing the activation function, such as ReLU, with the activation function of transformer-based architecture, GELU, the CNNs network performed better than ViTs in classifying adversarial samples. In this study, it was also demonstrated that CNNs networks were more robust than ViTs in patch-based attacks. Ultimately, the authors argued that the self-attention mechanism was critical to the robustness of transformer-based architectures in the experiments.
In [32], the authors aimed to detect early illness to enable medical experts to deliver the best care to patients and increase the likelihood of a full recovery. In this work, the author showed that the proposed system is based on explainable artificial intelligence to detect COVID-19 from CXR images using several cutting-edge models, including both CNNs models and ViT models. This gives doctors and other medical professionals a second option to support their decisions. The proposed approach incorporated certain image preprocessing techniques, such as employing a UNet model for the segmentation of the area of interest and the utilisation of rotation augmentation. CNNs processed pixel arrays, while ViTs break down images into visual tokens. For the experiments, a publicly accessible dataset (COVID-QU-Ex) was utilised. The outcomes of the experiments indicated that CNN-based and ViT-based models performed on a comparable level. The highest accuracy achieved was 99.82% by the EfficientNetB7 model, followed closely by the SegFormer. 
In [33], the authors systematically analysed the comparison between CNNs and ViTs in an object detection task. The research was conducted by comparing the performance of the architectures in handling complex medical datasets using the ImageNet X-Ray dataset. The authors concluded that the proposed CNNs architecture outperformed the transformer-based architecture in terms of robustness. 
The work done in [34] compared CNNs with ViTs models in a racing competition. This research investigates CNNs and ViTs models for action recognition and assesses the balance between accuracy and complexity in the performance of the two architectures. In addition, the authors also investigated the commonality of relevant studies that highlight the advantages of each of the two approaches and their associated results. 
The work done in [35] aimed at the adversarial robustness of vision transformers versus convolutional neural networks. This work introduced a novel and systematic method to assess and compare the adversarial robustness of ViTs against CNNs, specifically focusing on the image classification task. The covered broad experiments using state-of-the-art adversarial attacks such as the fast gradient sign method (FGSM), projected gradient descent (PGD), and deepfool attack (DFA). The results suggested that CNNs are more robust against more straightforward attacks such as FGSM. Nonetheless, ViTs displayed remarkable resilience against more sophisticated attacks such as the PGD and DFA methods
Another study carried out in [36] attempted to find an alternative solution to the computational cost between the ViTs and the CNNs. The authors aimed to address this issue and develop a network that can outperform not only the canonical transformers but also the high-performance convolutional models. The authors propose a new transformer-based hybrid network by taking advantage of transformers to capture long-range dependencies and CNNs’ ability to extract local information. The combination gave birth to an architecture called CMTs, obtaining a much better trade-off for accuracy and efficiency than previous CNN-based and ViT-based models. Specifically, the CMT-S achieved a top-1 accuracy of 83.5% on ImageNet while being 14 times and 2 times smaller in terms of FLOPs than the current DeiT and EfficientNet, respectively. 
In a related study, [37] aimed at comparing the ViTs model with CNNs to perform image classification for the detection of glaucoma disease. The experiment used a public HAM10000 dataset. A multi-scale image approach and overlapping sliding windows were utilised to serialise the images. The authors also implemented contrastive learning to enhance the distinction of different labels while reducing the similarity among the same labels. Consequently, it was concluded that the ViT model developed performed better for glaucoma disease detection. However, the authors did not specify the size of the dataset used in the experiment. 
[bookmark: _Toc187672544]Table 1. Overview of Selected Studies
	Reference
	Datasets
	Images Size
	Number of
Classes
	Hardware
	Evaluated 
Archectures
	Best Architecture
	Best Results

	[10]
	ImageNet-C benchmark
	224 × 224
	2
	NVIDIA Quadro A6000
	ViT-L/16, CNN, hybrid model (BiT-M + ResNet152 × 4
	Hybrid model
	99.20% Acc

	[11]
	ImageNet-C benchmark 
	Not Available
	1000
	Not Available
	Mixer  and ViT Architecture
	ViTs and MLP-Mixer
	Not Available

	[38]
	10,265 images collected by Pilgrim technologies UAV with Sony ILCE-7R-36 megapixels
	64 × 64
	5
	Intel Xeon E5-1620 V4 3.50
GHz with 8 processors, 16
GB RAM; NVIDIA Quadro M2000
	EfficientNetB ,  EfficientNetB1 , ViT-B/16, ViT-B/32,  and ResNet50
	ViT-B/16
	99.8% Acc

	[21]
	Public dataset 1 with 780 images; Public dataset 2 [26] with 163 images
	224 × 224
	3
	Not Available
	ViT-S/32, ViT-B/32, ViT-Ti/16,  R + Ti/16, R26 + S/16,  VGG, Inception and NASNET
	ViT-B/32
	86.7% Acc and 95% AUC

	[22]
	ImageNet-1K (more than 1.431 M images) for training and ImageNet-C for validation
	224  ×  224
	2
	Not Available
	Mixer-B/16, , ViT-B/16, ViT-L/16,  RN18 and RN50 and RN18 (SWSL), RN50 (SWSL),
	ViT-L/16
	82.89% of Acc

	[23]
	943 images of breast ultrasound collected from the hospital
	Not Available
	2
	Not Available
	NASNET, ViT-S/32, ResNet50, VGG-16, Inception, ViT-B/32, ViT-Ti/16, R + ViT-Ti/16 and R26 + ViT-S/16
	ViTs
	Not Available

	[24]
	2.9 million images and 220 thousand video clips
	Not Available
	3
	Not Available
	EfficientNetV2
	CNNS
	Not Available

	[25]
	HAM10000 dataset (10,015 images); 1016 images collected by dermoscopy
	224 × 224
	3
	Intel i7; 2x NVIDIA RTX 3060, 12 GB
	InceptionV2, MobileNetV2, ResNet50, , ViT and Proposed ViT model
	Proposed ViT model
	94.10% Acc, 94.10% precision, and
94.10% F1-Score

	[26]
	CrackTree260 (260 images); Ozegenel (458 images); Lab’s on dataset (80,000 images)
	256 × 256; 448 × 448
	2
	Not Available
	TransUNet, U-Net, DeepLabv3+ and CNN + ViT
	CNN 
+ ViT
	99.55% Acc and 99.57% precision

	[27]
	Dataset provided in the DFUC 2021 challenge
(15,683 images)
	224 × 224
	4
	NVIDIA GeForce RTX 3080, 10 GB memory
	EfficientNetB3, BiT-ResNeXt50, ViT-B/16 and DeiT-S/16
	BiT-ResNeXt50
	88.49% AUC, 61.53%
F1-Score, 65.59% recall, and
60.53% precision

	[29]
	ImageNet-A, ImageNet-C, and Stylised ImageNet
	224 x 224
	Not Available
	Not Available
	DeiT-S  and ResNet50 
	
ViT
	Not Available

	[30]
	ImageNet-A, ImageNet-C, and Stylised ImageNet
	224 x 224
	Not Available
	Not Available
	ResNet50 and DeiT-S
	ViT
	Not Available

	[31]
	A total of 1130 cataract and non-cataract fundus images were collected and augmented to 4746 images
	Not Available
	4746
	Not Available
	, Inception-v3, and ResNet-50, MobileNet, VGG-16, VGG-19
	ViTs-CataractNet
	Accuracy (99.13%), precision (99.08%), recall (99.07%), specificity (99.17%), MCC (98.23%), and f1-score (99.07%).

	[32]
	21,165 CXR medical images 
	256 × 256
	21,165
	CPU E5-2640v3 3.00-GHz processor, 2 TB of hard disk space, 16 GB of RAM, and a CUDA-enabled NVIDIA GTX 1080 Ti 11-GB graphical processing unit. 
	MiT-B5 and VGG16 
	CNN-based  model
	99.82%, obtained by the EfficientNetB7 (CNN-based) model

	[33]
	Medical images
	Not Available
	Not Available
	Not Available
	Not Available
	CNN-based  model
	Not Available

	[34]
	Action Recognition Dataset
	Not Available
	Not Available
	Not Available
	Not Available
	Hybrid Model
	Not Available

	[35]
	CIFAR10
60,000 images
	224 x 224
	60,000
	Not Available
	MobileNet, DenseNet, ViT-b16, ViT-b32, ViT-L16, ViT-L32, ResNet50, VGG19, 
	CNNS
	90.00%, obtained by the DenseNet (CNN-based) model

	[36]
	ImageNet, dataset
	224 x 224x3 and 16×16×3 per patch
	Not Available
	Not Available
	DeiT-S (ViT-S)  and ResNet-50, and CMT-S
	CNNS perform better
	CIFAR10 (99.2%)

	[37]
	HAM10000 
	224 x 224
	Not Available
	Not Available
	ConViT and VGG19 
	ViT-based
	Not Available


* Overview of Selected Studies
From the table shown above, after the reviewed of the related studies, the results can be summarised as follows: ViTs have shown higher performance and greater resilience when dealing with images that have natural or artificial perturbations in comparison to CNNs. The authors [38], [21],[29], [30], [31] concluded that ViTs are more robust because of their ability to scan the images rather than just a specific area. Additionally, ViTs have been shown to exceed CNNs in the detection of pneumonia from chest X-ray images, as well as in the classification of UAV images used for monitoring crops and weeds with limited datasets [22]. Similarly, these architectures outperformed CNNs in breast ultrasound image classification, especially with small datasets. [23]. Another study [11] found that ViTs are more robust to adversarial attacks and that CNNs are more sensitive to high-frequency features in detecting non-helmeted personnel. The authors of [24] found that CNNs have higher training accuracy and better generalisation, but ViTs showed potential to reduce bias in anomaly detection of deepfake images. In [25], the authors claimed that the ViTs model showed better performance for skin cancer classification

In [26], the authors investigated the use of ViTs for asphalt and concrete crack detection and found that ViTs performed better due to the self-attention mechanism, especially in images with intense noise and biases. In [27], the authors used several models for diabetic foot ulcer image classification and compared SGD and SAM optimisers, concluding that a CNNs architecture in combination with the SAM optimiser can outperform a ViT model in some image classification tasks. This clearly shows that the ViTs models are more efficient and robust compared to the CNNs architecture in image classification and object detection tasks owing to their attention mechanism, which allows them to break images into patches, study them and extract meaningful features that are key to identifying the object of interest in an image.
8. FUTURE RESEARCH DIRECTIONS/CONCLUSION
Future research work should focus on addressing the limitations and gaps of current object detection models established from this review and exploring new algorithms that can further enhance detection accuracy and interpretability. Furthermore, there is also a need for more studies that validate these models across different contexts and datasets to ensure their generalisability and robustness.
After the review, the following gaps were found:
i. Performance on Small Datasets: ViTs are known to require large datasets for effective training due to their self-attention mechanism, while CNNs are generally more effective with smaller datasets. However, there is limited research comparing their accuracy and efficiency on small datasets, especially in specialised domains like medical imaging, home appliances or satellite imagery.
ii. Dataset Diversity and Generalisation: many studies compare CNNs and ViTs on standard datasets like ImageNet or COCO, but there is limited research on their performance on diverse and specialised datasets, such as those from medical imaging, agriculture, and industrial applications.
iii. Efficiency in Low Computational Power Environments: CNNs are generally more computationally efficient than ViTs, but there is limited research comparing their efficiency on low computational power systems such as edge devices or IoT systems. ViTs are computationally demanding and may not be suitable for resource-constrained environments.
iv. Consistency Across Different Datasets: while CNNs and ViTs have been shown to perform well on specific datasets, there is limited research on their consistency across different datasets, especially in terms of accuracy and robustness. For example, a model that performs well on ImageNet may not generalise well on a medical imaging dataset.
v. Training Efficiency on Small Datasets: ViTs typically require large datasets for effective training, but there is limited research on their training efficiency on small datasets. CNNs, on the other hand, are known to perform well with smaller datasets, but their training efficiency in such scenarios has not been thoroughly compared with ViTs.
vi. Accuracy in Low-Resource Scenarios: there is limited research comparing the accuracy of CNNs and ViTs in low-resource scenarios, where both computational power and dataset size are limited. This is particularly relevant for applications in developing regions or resource-constrained environments.
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