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ABSTRACT 

	Neuro-symbolic AI is changing how database systems work by combining neural networks' ability to recognize patterns in data with the logical reasoning of symbolic AI. This review looks at how these two approaches work together to improve database systems in areas like query processing, knowledge graph reasoning, and data representation. We also examine how studies from 2020 to 2025 measure performance, report improvements, and discuss limitations. Several studies show that neuro-symbolic methods can boost accuracy by 10–20% and cut costs by up to 80% compared to older methods. These systems are also better at handling unstructured data, dealing with incomplete information, and working without fixed schemas. Still, scalability is a significant challenge, with most studies noting problems as systems grow larger. Integrating these technologies can also be complex and often requires advanced engineering. In summary, while neuro-symbolic AI has great promise for database technology, more research and development are needed before it can be widely used in large organizations.
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1. INTRODUCTION 

[bookmark: _GoBack]The contemporary data environment is becoming more complex and diverse and it is now difficult to handle unstructured data, incomplete information and sophisticated reasoning using traditional database systems. Neuro-symbolic artificial intelligence (NSAI) is neural networks with the learning power of neural networks and symbolic logic with the logical power of symbolic logic. This is a combination that provides new solutions to current problems in the database systems [25,27-30].
Neural and symbolic integration of database systems deals with a number of limitations vital in conventional approaches (Thorne et al. 2021). Discover difficulties with pre-programmed reliance on schema, the combination of the different modalities, dealing with various linguistic forms in case of unstructured documents. Equally, (Ren et al. 2023) points out the problem of incompleteness of real-world graphs, costly join operations, impossibility to make inferences about missing links, and inefficiency of addressing complex queries in knowledge graph systems. These difficulties are indicative of larger deficiencies in the manner in which more traditional database systems address the complexity and ambiguity of real-world data [23,24,26].
Neuro-symbolic address these obstacles with varying architectural inventions. Other systems make use of neural elements in perception and learning, but make use of symbolic elements in logical consistency and reasoning. As an illustration, (Huang et al. 2021) combines with “Data log logic programming language to represent logic programs,” as well as (Huang et al. 2021) and “perception model using pre-trained vision models.” Meanwhile, (Princis, David, and Mycroft 2025)  combines “Neural Query Checker (neural network based error detection)” with “Symbolic Query Checker (vocabulary, scope, and type).” The other methods are hybrid storage and query processing like (Madden et al. 2024) that integrates “Large Language Models (LLMs) and vision models to extract semantic understanding” with “declarative interface based on relational languages such as SQL.” 
The applications cover a wide range of database applications, including both the conventional relational database systems to knowledge graphs and unstructured data management. Some of the other studies are concerned with basic database operations such as query processing (Princis, David, and Mycroft 2025; Thorne et al. 2021) knowledge graph completion (Herron et al. 2025; Purohit, Chudasama, and Vidal 2025) link prediction (Rivas et al. 2024) and query answering using ontology (Gerasimova, Severin, and Makarov 2023). This breadth reflects neuro-symbolic flexibility in the variety of data models and computing needs.
In this review, the authors study applying neuro-symbolic AI to database systems to determine the benefits and limitations of this application compared to conventional AI and symbolic reasoning. An organized research of the recent events points to the trends in architecture, performance properties and usefulness of these hybrid systems, and provides the evidence of how they can resolve the problems of the old database technology.
1.1 Overview of Neuro-Symbolic AI
Neuro-symbolic AI is a paradigm which links the learning abilities of neural networks to the rigor and interpretability of symbolic logical frameworks. This mixed methodology aims at capitalizing on the complementary advantages of both systems: neural networks are better at recognizing patterns, learning based on data, and dealing with uncertainty, whereas symbolic systems are better at having logical consistency, interpretability and structured reasoning. The basic structure of neuro-symbolic systems entails the combination of neural and symbolic components by means of different mechanisms. According to the research under analysis, neural elements usually consist of transformers (Thorne et al. 2021), Graph Neural Networks (Gerasimova, Severin, and Makarov 2023; Taltech et al. 2023) Knowledge Graph Embeddings (Purohit, Chudasama, and Vidal 2025; Rivas et al. 2024) and Large Language Models (Herron et al. 2025; Madden et al. 2024). They are the neural components that take care of the following tasks: encoding graph information into a latent space (Ren et al. 2023), extracting features and classifying objects (Huang et al. 2021), and error detection (Princis, David, and Mycroft 2025).
The symbolic elements include systems of logical reasoning, such as Data log programs (Huang et al. 2021; Rivas et al. 2024) declarative interfaces (Madden et al. 2024), OWL-based knowledge graphs (Herron et al. 2025) and constraint validation systems (Purohit, Chudasama, and Vidal 2025). These symbolic components offer logical consistency and expressiveness (Ren et al. 2023) accurate query response (Gerasimova, Severin, and Makarov 2023) and semantic consistency and validation (Purohit, Chudasama, and Vidal 2025).
Implementations have a variety of integration mechanisms, including pipeline architectures, where NNs and symbolic modules are used to solve complementary problems and communicate with each other (DeLong, Mir, and Fleuriot 2025); hybrid; using probabilistic database as an interface between neural and symbolic components (Huang et al. 2021); and unified models which can exploit cross-over synergies (Herron et al. 2025).
1.2. Significance of Neuro-Symbolic AI in Database Systems
The role played by neuro-symbolic AI in database systems is inherently important in the sense that it is capable of overcoming major constraints that have kept the traditional database technologies at bay over the decades. The current data environment is becoming more and more heterogeneous, unstructured and lacking in complete information, which traditional database systems cannot effectively handle. As (Thorne et al. 2021) illustrate, neuro-symbolic methods support flexibility in data storage and querying, not having a fixed schema, and high accuracy in answering select-project-join-aggregate queries, a feature that traditional systems are restricted by their rigid schema. How such methods offer flexible and combined modeling of features over the various modalities is demonstrated (as well as a sound ability to deal with incomplete graphs) which are needed in real-world applications where the data can be partial or uncertain. This is a paradigm shift on the conventional database systems which are necessitated by total well structured data to work well.
The practical importance is seen in significant gain of performance and cost-efficiency leading to neuro-symbolic styles of implementation that are commercially viable (Huang et al. 2021) report of 10.9% execution accuracy and 6.0% exact-match accuracy and of finding the right query in a fraction (28) of the time of a traditional approach and purely neural approach. (Madden et al. 2024) even greater dramatic performance, producing plans at 20 percent the cost of GPT4 with higher F1 scores and lower run-times, a demonstration that neuro-symbolic systems can be able to perform at a relatively high level at a much lower computational cost. Can exhibit improved time/space/accuracy trade-offs with, in particular cases, a reduction in error by 50 percent or more, showing that it is possible to simultaneously optimize value on many dimensions of performance instead of needing to trade performance (e.g. speed, accuracy, and resource usage).
Among the theoretical implications of neuro-symbolic AI in database systems are the basic developments in the way databases can reason and work with the information. (Huang et al. 2021) add in their turn: "correctness guarantees" and "tunable reasoning granularity" which allow systems to trade computational efficiency against logical accuracy providing a theoretical basis of credible automated reasoning in the database systems. (Herron et al. 2025) prove the existence of a reliable reasoning based on formal DLs and improves the interpretability and flexible approach to the issues of transparency and trust in the context of the critical need to explain database operations in the applications. Emphasize the idea of exploiting the complementary advantages of symbolic thinking and deep learning and ground theoretical models of hybrid systems using neural network pattern-recognition and logical consistency of symbolic logic. According to these theoretical contributions, neuro-symbolic approaches are not just incremental enhancements, but radical ones in terms of database system architecture, allowing new types of applications and reasoning unavailable with older methods.
1.3 Purpose of the Systematic Review
The purpose of the Systematic Review is to review the current literature regarding the issue under consideration and to develop an appropriate solution to the problem addressed. This is a systematic literature review of neuro-symbolic AI-based use in database systems, which structurally analyzes the available literature. The research provides answers to the crucial areas of knowledge gaps related to the combination of neural and symbolic in database settings, their efficiency over the established ones, and the challenges and prospects of the new domain. The research questions to be used in the analysis are the following:

Research Questions
1. what are the applications of Neuro-Symbolic AI in database systems and in what ways have they been reported to be superior or inferior compared to traditional AI or symbolic reasoning methods?
2. Which particular database operations, e.g., query optimization, semantic search, knowledge graph reasoning, and data integration, have been solved with the help of Neuro-Symbolic AI?
3. What are the most commonly used methods and architectures, e.g. neural-symbolic integration, logic-based neural networks, and graph neural-symbolic models?
4. What is the reported performance outcome, scalability improvement, or interpretability benefit and what are the main challenges that are still left?
















2. methodOLOGY

The systematic literature review is based on the existing principles of conducting and reporting systematic reviews and uses the Preferred Reporting Items of Systematic Reviews and meta-analyses (PRISMA) model. The objective was to find, analyze, and integrate peer-reviewed scholarship on the topic of the use of Neuro-Symbolic Artificial Intelligence (AI) in database systems published in 2020-2025. The PRISMA framework necessitates the process of identifying literature and the process of screening, eligibility, final selection of the relevant studies, and visualizing the process. Though the search gave an initial 580 results, 22 studies were eligible to inclusion criteria of being peer-reviewed, methodologically complete studies.
2.1 Search Strategy
The search strategy combined automated and manual searching processes to get a complete sample of the relevant studies. The procedure involved Semantic Scholar AI-based search engine in automated literature discovery and ranking. Also, a manuscript search through Scopus used specific key-wording terms, IEEE Xplore, ACM Library, Springer link, PVLDB, AAAI, ACL, EMNLP and others as indicated in Table 1, to sort the results and sample out peer-reviewed articles that automated filters would not have detected. This two-pronged strategy made sure there was coverage of literature and precision.

Table 1: Search query formation
	Group A
	“Neuro-symbolic” OR “neurosymbolic” OR “neural-symbolic” OR "neuro symbolic"

	Group B
	“database” OR “query optimization” OR “semantic search” OR “knowledge graph” OR “data integration” OR “information retrieval”

	Query
	(Group A) AND (Group B)



The inclusion and exclusion criteria were used to filter all the retrieved studies. Out of 580 records, 189 records were found to be duplicates and irrelevant to the research and thus 59 records were left to screen the titles and abstracts. After the evaluation of full-text and assessment of eligibility, 22 articles that were published between 2020 and 2025 were included in the final systematic review.
2.2 Screening and Eligibility
The screening and eligibility procedure was done manually in order to ascertain accuracy and relevance. All the identified records in the selected databases were described as having gone through two stages of review process: title and abstract screening and then full-text assessment. It was done to find research which specifically concerns the use of neuro-symbolic methods of AI in a database system. All the studies were evaluated in a systematic way in relation to the inclusion and exclusion criteria as follows and summed in Table 2.
1.	Inclusion Criteria 
The studies were considered provided that they fulfilled the following conditions:
1. Database System Relevance: The paper covered task related to databases such as query optimization, schema design, data integration, building knowledge graph, and database management.
2. Neuro-Symbolic AI Focus: The research article clearly reported or assessed Neuro-Symbolic AI techniques that are implemented in database systems.
3. Publication Completeness: Only full-length publications were considering as only those that contained sufficient information on methodology, implementation, and results to aid in thorough analysis.
4. Screening Decision: The paper satisfied the initial four eligibility conditions, hence, it was considered to be relevant to the topic of the review and was not found to be a duplicate record.
2. Exclusion Criteria
Articles were not included in case of any of the following reasons:
1. Published since 2020, to be able to include recent and relevant developments.
2. The duplication of the records was found in several databases.
3. Irrelevance to database systems or neuro-symbolic emphasis on AI.
4. Particularly abstracts, posters or position papers, which lack sufficient methodological or experimental description.

Table 2: Inclusion and Exclusion Criteria
	Inclusion Criteria
	Exclusion Criteria

	Screening decision
	Duplicate articles

	Published between 2020 and 2025
	Older than 2020

	Publication Completeness
	Preprints and non-peer-reviewed preprints

	Neuro-Symbolic AI Focus
	No Neuro-Symbolic AI Focus

	Database System Relevance
	No relevance in Database system



With the above criteria, 22 studies were considered eligible and included in the final synthesis of this systematic review. The PRISMA screen flow of the screening process is shown in figure 1 below.
Scopus, IEEE Xplore, SAGE Journals, AAA1 Digital Library, VLDB Journal, ACM Digital Library, NeurIPS Proceedings, Others
(n = 580)
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(n = 59)



Screening


Exclusion Criteria

Before 2020, Duplicate articles, No relevance in Database system, No Neuro-Symbolic AI Focus, Incomplete publication, Non-peer-reviewed preprints
(n = 18)


Records remaining after title and abstract screening
(n = 40)





Inclusion Criteria

Neuro-Symbolic Al Focus, Publication Completeness, Database System Relevance,
Screening decision. 

Eligibility
Records remaining after reading results, discussion, and conclusion 
(n = 22)
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Figure 1: PRISMA diagram


Following the intensive screening, Table 3 and Figure 2 below provide a summary of the 22 studies selected. Their sources of publication, database applications, and type of study are described using Table 3, whereas Figure 2 shows the distribution of the type of publication-journal articles, conference papers, and survey/review papers based on the studies that are included in the research.


Table 3: Summary of studies considered
	S/N
	Study
	Years
	Type
	Database
	Application

	1
	Neuro-symbolic AI for Reasoning Over Knowledge Graphs: A Survey
	2024
	Survey/Review
	Knowledge Graphs
	Reasoning

	2
	On the Potential of Logic and Reasoning in Neuro-symbolic Systems Using OWL-Based Knowledge Graphs
	2025
	Journal Article
	Knowledge Graphs (OWL-based)
	Reasoning

	3
	Databases Unbound: Querying All of the World's Bytes with AI
	2024
	Journal Article
	General Databases
	Query Answering

	4
	From Natural Language Processing to Neural Databases
	2021
	Journal Article
	Neural Databases
	Query Answering

	5
	A neuro-symbolic system over knowledge graphs for link prediction
	2023
	Journal Article
	Knowledge Graphs
	Link Prediction

	6
	Comparative Analysis of Logic Reasoning and Graph Neural Networks for Ontology-Mediated Query Answering With a Covering Axiom (Ontologies)
	2023
	Journal Article
	Knowledge Graphs
	Query Answering

	7
	Enhancing SQL Query Generation with Neuro-symbolic Reasoning
	2025
	Conference Paper
	Relational Databases
	SQL Query Generation

	8
	Scallop: From Probabilistic Deductive Databases to Scalable Differentiable Reasoning
	2023
	Conference Paper
	Deductive Databases
	Differentiable Reasoning

	9
	A Comparative Analysis of Symbolic and Deep Learning Based RDFS Materialization (First instance)
	2023
	Conference Paper
	Knowledge Graphs (RDFS)
	Materialization

	10
	NeuroDB: Efficient, Privacy-Preserving and Robust Query Answering with Neural Networks
	2023
	Conference Paper
	Neural Databases
	Query Answering

	11
	VANILLA: Validated knowledge graph completion—A Normalization-based framework for Integrity, Link prediction, and Logical Accuracy
	2025
	Journal Article
	Knowledge Graphs
	Knowledge Graph Completion

	12
	Neural Graph Reasoning: Complex Logical Query Answering Meets Graph Databases
	2024
	Journal Article
	Graph Databases
	Query Answering

	13
	nsDB: Architecting the Next Generation Database by Integrating Neural and Symbolic Systems
	2024
	Journal Article
	Relational + Neural Databases
	Query Processing

	14
	Leveraging Abstract Meaning Representation for Knowledge Base Question Answering
	2021
	Conference Paper
	Knowledge Bases
	Question Answering

	15
	Integrating Knowledge Graphs with Symbolic AI: The Path to Interpretable Hybrid AI Systems in Medicine
	2021
	Journal Article
	Knowledge Graphs
	Cross-KG Reasoning

	16
	Semantic-aware query answering with Large Language Models
	2025
	Journal Article
	Knowledge Graphs
	Query Answering

	17
	Case-based Reasoning for Natural Language Queries over Knowledge Bases

	2021
	Conference Paper
	Knowledge Bases
	Query Answering

	18
	LNN-EL: A Neuro-Symbolic Approach to Short-text Entity Linking
	2021
	Conference Paper
	Knowledge Graphs
	Entity Linking

	19
	Contrastive Learning in Neural Tensor Networks using Asymmetric Examples
	2021
	Conference Paper
	Knowledge Graphs
	Reasoning

	20
	Scallop: A Language for Neurosymbolic Programming
	2023
	Journal Article
	Probabilistic Deductive Databases
	Neuro-symbolic Programming

	21
	Neurosymbolic Reasoning: Building Neural Networks Using Datalog
	2022
	Workshop Paper
	Logical Databases

	Neural Network Construction

	22
	Neuro-Symbolic Deductive Reasoning for Cross-Knowledge Graph Entailment
	2021
	Symposium Paper
	Knowledge Graphs
	Cross-KG Reasoning
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Figure 2: Journal Articles vs papers (Conference, Symposium and Workshop) vs Survey/Review of included studies


2.3 Data Extraction 
All 22 eligible studies were subjected to a structured data extraction process in order to be uniform, accurate, and complete. Manual extraction was done in terms of pre-determined categories based on the objectives of the reviews. The studies were looked at in a way that they recorded the pertinent information about the context, methodology, architecture, and findings.
The data obtained were extracted with respect to six central dimensions:

1. Database Application: The task of particular database or knowledge system being solved (e.g., query answering, data integration, knowledge graph completion, schema design, query optimization), as well as the nature of the data or database system (e.g., relational databases, heterogeneous data, unstructured documents).
2. Neuro-Symbolic Architecture: The mode of integration between neural and symbolic components, the neural models to be used (e.g., deep learning, LLMs), the symbolic models to be used (e.g., ontologies, logic rules, knowledge graphs) and the design pattern or hybrid model taken.
3. Type of study: The research design and methodologic orientation of the article (e.g., empirical experiment, comparative analysis, case study, methodological framework).
4. Evaluation and Comparisons: A description of datasets used, evaluation metrics, baseline models, and significant performance results, including any reported improvements in accuracy, scalability or interpretability compared to traditional AI or symbolic reasoning systems.
5. Benefits: The proposed neuro-symbolic approach has been shown to have certain documented advantages including improved semantic understanding, robustness, interpretability, less pre-processing of data, or better performance.
6. Limitations: The authors list limitations, such as problems with scalability, cost of computation, implementation complexity, data dependency, or domain generalization.

2.4 Threats to Validity

Several threats could have an impact on the validity of this systematic review. In order to improve reliability and transparency of the findings, certain efforts were made to lessen these risks in various dimensions of validity.

The sample was minimized by searching several reliable databases, such as the IEEE Xplore, SAGE Journals, VLDB Journal, IOS Press Content Library, AAAI Digital Library, NeurIPS Proceedings, ACM Digital Library, ScienceDirect, ACL, EMNLP and TMLR, and using transparent inclusion and exclusion criteria to filter the manual search. The publication bias was reduced to the degree to which the peer-reviewed researches were considered only to ensure the reliability and high-quality of sources used.

The risk of data extraction bias was managed by using a systematic framework that was used in all the papers so that all aspects of the paper, including architectures, evaluation procedures, and reported results, would be interpreted in a consistent manner. The conceptual bias was addressed by cutting off to studies that only implicitly used neural and symbolic methodologies in the context of databases. The reviewed studies were not identical in the extent to which they described their methodology and findings but still, similar screening and data extraction processes were implemented in order to be sure that comparisons could be valid and the general conclusions would be valid.

















3. results and discussion

3.1 RQ1. What is the application of Neuro-Symbolic AI to database systems and what have been recent reported benefits and limitations than conventional AI or symbolic reasoning methods?

It is clear that neuro-symbolic AI is implemented in various areas of databases, and its advantages over conventional methods are considerable, yet there are serious limitations. The study proves three key areas of applicability, including query processing and generation, data storage and representation, and knowledge graph reasoning.

In query processing, (Thorne et al. 2021) demonstrates NLP transformers to be used with symbolic aggregation gives high accuracy on select-project-join queries and offers data flexibility in their storage and querying without any pre-determined schema. This is a significant improvement to the small scale database systems which demand stringent schema definitions. Likewise, (Princis, David, and Mycroft 2025) indicates that neural-symbolic query checker leads to faster and more accurate SQL generation and decreases the execution accuracy by 10.9% and the exact-match accuracy by 6.0% indicating that there are pronounced performance benefits over the all-neural approaches.

Its advantages are not limited to better performance, but also to inherent capabilities that are not available to traditional systems. (Ren et al. 2023). Characterizes systems which permit the modeling of features in the many modalities flexibly and collectively with strong support of incomplete graphs, which is a key weakness of traditional database systems. Their report (Madden et al. 2024) states that their declarative symbolic interface, paired with neural models, produces 20% cheaper than GPT4 plans with higher F1 scores and lower run times, which makes them both cost-effective and better performing. These systems offer schema-less flexibility and also have good ability to deal with incomplete information which could not be achieved in traditional approaches but also preserve the logical consistency that could not be achieved in purely neural approaches.

Nonetheless, several studies have major limitations that appear. Transformers are reported to have difficulty with scaling and aggregation, whereas (Ren et al. 2023) reports difficulties with incompleteness of graphs, scaling, and the inability to pose tree queries. The study always indicates that although there are significant improvements in efficiency and flexibility in neuro-symbolic methods they have a constant problem of scaling and component integration which hinder their widespread use.

3.2 RQ2. Which particular database tasks, e.g. query optimization, semantic search, knowledge graph reasoning, and data integration, have been solved using Neuro-Symbolic AI?

Neuro-symbolic AI has implemented a wide spectrum of database operations, which have shown that it is applicable to a wide variety of data models and computation needs. Application areas major include query optimization and generation, as (Thorne et al. 2021) discusses query answering on natural language facts on unstructured documents, and (Princis, David, and Mycroft 2025) discusses SQL query generation on natural language descriptions. Multiple query scenarios are addressed by (Zeighami and Shahabi n.d.), such as; approximate query processing, privacy-preserving query answering, and querying incomplete datasets, indicating the extent of query-related applications. 

The field that has experienced the most widespread research is the knowledge graph reasoning, which has been explored on four or more studies on different facets of this field. (Huang et al. 2021) Concentrate on "Visual Question Answering with Reasoning (VQAR) based on probabilistic deductive databases, whereas (Rivas et al. 2024) deals with link prediction on top of knowledge graphs to predict treatment efficacy. (Purohit, Chudasama, and Vidal 2025) address symbolic constraints in Knowledge Graph Completion (KGC), and (Gerasimova, Severin, and Makarov 2023) ontology-mediated query answering. 

The variety in knowledge graph applications indicates the versatility of neuro-symbolic methods in addressing the various reasoning tasks. Much attention is also paid to data integration and storage activities. (Madden et al. 2024) I address the extension of database systems to unstructured data, which contains text, images, video, documents, and (Taltech et al. 2023) is concerned with the materialization of knowledge graphs using the RDF and RDFS semantics. These applications illustrate how neuro-symbolic systems allow database systems to work with data types and integration issues that conventional systems have difficulty with, especially in semantics relationships between heterogeneous data sources.

And query processing applications demonstrate a steady trend of accuracy gains with the use of neuro-symbolic integration, but a basic scalability paradox. Although all four works (Madden et al. 2024; Princis, David, and Mycroft 2025; Thorne et al. 2021; Zeighami and Shahabi n.d.) show improved query performance, the direct result of all studies is that symbolic components invariably turn out to be bottlenecks in scale. This implies that the existing neuro-symbolic architectures are good in terms of precision but still demand architectural breakthroughs to hit enterprise scale implementation.

3.3 RQ3. Which approaches and structures (e.g. neural-symbolic integration, logic-based neural networks, graph neural-symbolic models) do you tend to use most often?

The analysis shows that neuro-symbolic structures are characterized by unique patterns in the most common approaches in the use of neural networks via 6 studies and second comes Graph Neural Networks via 3 studies and Knowledge Graph Embeddings via 2 studies. The modes of integration are very different as they are characterized by the versatility of the need of the applications. (Huang et al. 2021) represent with a probabilistic database as an interface between neural and symbolic components, with a single tunable parameter, k, to control the granularity of reasoning. This structure enables a careful balance between neural learning and symbolic reasoning to be controlled.

Another common pattern is the form of pipeline architecture, with (DeLong, Mir, and Fleuriot 2025) stating that a neural-symbolic pipeline is a scenario in which NNs and symbolic modules are complementary in their tasks and communicate to coordinate each other. (Princis, David, and Mycroft 2025) Uses a symbolic pipeline with symbolic pruning and neural error detection. This shows how to combine the parts to make the most of their individual capabilities. The pipeline methods allow a modular design, where the neural components process pattern recognition and learning and the symbolic components provide the logical consistency and interpretability.

Complex applications have a chance of being achieved through hybrid integration mechanisms. (Purohit, Chudasama, and Vidal 2025) Apply a hybrid methodology based on inductive predictions and normalized, ontology-aware KG representations. Meanwhile, (Madden et al. 2024) uses a "declarative interface which does not depend upon particular models and prompts, admitting logical and physical optimizations and so forth. Explain "hybrid reasoning on the basis of OWL-based KGs during NN training and/or inference: how symbolic knowledge may be incorporated during the entire neural learning process, not only at the interface level.

Roles distribution between components displays similar patterns across researches. Neural components can generally process information of an encoding graph into a latent space (Ren et al. 2023), extract features and classify objects (Huang et al. 2021), detect errors (Princis, David, and Mycroft 2025). The symbolic components give the logical consistency and expressiveness (Ren et al. 2023), the accurate query answering (Gerasimova, Severin, and Makarov 2023), and the semantic consistency and validation (Purohit, Chudasama, and Vidal 2025). The division of labor permits every segment to work in its competence and add to the entire system competencies.

There were three different knowledge graph reasoning approaches, all of which presented the trade-off between interpretability and performance. The use of data logs (Gerasimova, Severin, and Makarov 2023; Taltech et al. 2023) continued to obtain greater accuracy but was slow due to violations of speed constraints, and logic-based approaches were also found to be accurate but slow. Instead, Graph Neural Network approaches (Gerasimova, Severin, and Makarov 2023; Taltech et al. 2023) have shown to be faster and less accurate, which is indicative of an inherent compromise between speed and accuracy. Hybrid methods (Huang et al. 2021) tried to fill this gap, with Huang finding it using symbolic enhancement of embeddings, and Rivas finding it using improved accuracy, suggesting a combination of strategies is likely to be the best solution, not pure neural or symbolic ones.

3.4 RQ4. What are the reported performance results, scalability results, interpretability results and what are the main challenges?

The results of performance show that there are considerable improvements in various metrics, but scalability is a major issue. According to (Huang et al. 2021), their system scales much more without accuracy compromises than DeepProbLog and attains 84.22% test accuracy, which is much higher than published baselines. (Princis, David, and Mycroft 2025) demonstrate that their method is 28% faster than a purely neural method in finding the right query and offers an accuracy gain, so it has demonstrated both a speed and a quality advantage. (Zeighami and Shahabi n.d.) attain worse time/space/accuracy tradeoffs with error up to 50% improvement in particular cases.

The interpretability benefits are another major benefit of neuro-symbolic approaches as compared to neural-only methods. (DeLong, Mir, and Fleuriot 2025). List high inherent interpretability, flexibility, and robustness as advantages. Meanwhile, (Herron et al. 2025) shows that OWL-based KGs are symbolic deduction engines, which enhance interpretability and flexibility. As it has been demonstrated by (Purohit, Chudasama, and Vidal 2025), their method yields a stronger robustness and readability without impacting the performance competitiveness. These interpretability benefits are important in cases of database application where interpretation of system decisions is necessary to induce trust and debugging.

Nevertheless, the most enduring limitation is scalability issues that arise across researches. Eight studies note general scalability or scaling constraints (such as out of memory, timeouts, and complexity), which suggests that, this is a systemic problem and not a limited number of isolated problems. (Gerasimova, Severin, and Makarov 2023) determine that logic-based slow, Graph Neural Networks (GNNs) fail large networks, and (Taltech et al. 2023) give results of GNN inference slow, bottlenecks, even though it appears to be accurate. (Purohit, Chudasama, and Vidal 2025) experience large-scale applications with out-of-memory, timeouts implying that the existing architectures are not suitable to support enterprise-scale applications.

Another important challenge is the complexity of integration, 5 studies mentioned integration, combination or semantic challenges. (Thorne et al. 2021) detects problems with support set generation, semantics, integration, whereas (Herron et al. 2025) reports that combinability of OWL/Data log complex is problematic to implement. Such difficulties in integration imply that, despite the theoretical advantages of neuro-symbolic approaches, to make hybrid systems work in practice, complex engineering is needed to handle the complexity of hybrid systems.

The study shows that the work of the future should focus on scalability, optimization, or parallel processing as seven articles define this aspect as the key to the wider adoption. Also, five studies need to focus on semantics, integration or interpretability improvements, indicating that as much as current systems promise, there is still a significant engineering and research-based problem to overcome before the neuro-symbolic database systems can be deployed in large scale into production environments. Notwithstanding the mentioned difficulties, the steady growth in the performance and always-new abilities proved in various applications show that neuro-symbolic AI is a fundamental breakthrough in database technology that may overcome the long-range shortcomings of earlier models.

The recurrent appearance of the scalability problem across 8 out of 22 studies points to the pivotal point of neuro-symbolic database systems. This trend is indicative of the fact that existing architectures have hit the bounds of additive complexity, i.e. merely the mixture of neural and symbolic units without rethinking the underlying architectural design. The field now needs to shift out of demonstrations of proof-of-concepts, and into scalable system architectures, which may need new paradigms to approach neural-symbolic integration as a single computational model, not as independent cooperating systems.

As it has been shown in Table 4 below, neuro-symbolic solutions provide a quantifiable increase in performance, but the main obstacle to their adoption is scalability.

Table 4 : Performance Improvements and Limitations Summary
	S/N
	Study
	Task
	Evaluation Metric
	Reported Improvement
	Key Limitation

	1
	(Thorne et al. 2021) 
From Natural Language Processing to Neural Databases 
	Query answering over natural language
	Exact match accuracy.
	High accuracy for SPJ queries
	Struggles with scaling and aggregation

	2
	(Huang et al. 2021) 
Scallop: From Probabilistic Deductive Databases to Scalable Differentiable Reasoning
	Visual Question Answering
	Recall@5 accuracy
	84.22% (outperforms baselines by 12.42–21.66%)
	WMC complexity limits scalability

	3
	(Princis, David, and Mycroft 2025) Enhancing SQL Query Generation with Neurosymbolic Reasoning
	SQL query generation
	Execution accuracy / Exact-match accuracy
	10.9%, 6.0%
	Wasteful correctness checking

	4
	(Zeighami and Shahabi n.d.) NeuroDB: Efficient, Privacy-Preserving and Robust Query Answering with Neural Networks
	Approximate, privacy-preserving, and incomplete data queries
	Error reduction / Accuracy improvement
	Up to 50%, up to 4× improvement
	Only provides approximate answers

	5
	(Madden et al. 2024) Databases Unbound: Querying All of the World’s Bytes with AI
	Unstructured data querying
	Cost reduction / F1 score / Runtime
	80% cost reduction; higher F1; lower runtime
	Optimization complexity at scale

	6
	(Purohit, Chudasama, and Vidal 2025) VANILLA: Validated knowledge graph completion—A Normalization-based framework for Integrity, Link prediction, and Logical Accuracy

	Knowledge graph completion
	Hits@1, MRR
	Significant improvements for TransE, TransH, ComplEx
	Out-of-memory failures with large KGs

	7
	(Rivas et al. 2024) A Neuro-Symbolic System over Knowledge Graphs for Link Prediction
	Link prediction in knowledge graphs
	Precision, Recall, F1
	Improved accuracy with deduced relationships
	Limited symbolic scope exploitation

	8
	(Gerasimova, Severin, and Makarov 2023) Comparative Analysis of Logic Reasoning and Graph Neural Networks for Ontology-Mediated Query Answering With a Covering Axiom (Ontologies)
	 Ontology-mediated query answering
	Query time
	Clingo significantly faster than DLV
	GNNs fail on large networks

	9
	(Taltech et al. 2023) A Comparative Analysis of Symbolic and Deep Learning Based RDFS Materialization
	RDFS materialization
	Inference time / Memory usage
	Data log more efficient and scalable
	GNN inference slow with bottlenecks

	10
	(Herron et al. 2025) On the Potential of Logic and Reasoning in Neurosymbolic Systems Using OWL-Based Knowledge Graphs
	Knowledge graph annotation
	Annotation density
	2.5× increase in visual relationships
	Symbolic reasoning scales poorly

	11
	(Ren et al. 2023)  Neural Graph Reasoning: Complex Logical Query Answering Meets Graph Databases
	Complex logical query answering
	ROC-AUC, MRR, Hits@K
	Not quantified
	Limited to tree-like queries

	12
	(DeLong, Mir, and Fleuriot 2025) Neurosymbolic AI for Reasoning Over Knowledge Graphs: A Survey
	Knowledge graph reasoning (survey)
	Various (review synthesis)
	Comparable to deep learning methods
	Rule-based methods less scalable

	13
	(Islam, Sarkhel, and Venugopal 2021)
Contrastive Learning in Neural Tensor Networks using Asymmetric Examples
	Reasoning with neural tensor networks via contrastive learning
	Precision, Recall, F1 (link prediction)
	Improved accuracy on FB15k-237 and WN18RR vs. baselines like NTN (e.g., +5-10% Hits@10)
	Limited to asymmetric examples; scalability on very large KGs not tested

	14
	(Yuan et al. 2024)
nsDB: Architecting the Next Generation Database by Integrating Neural and Symbolic Systems
	Hybrid neural-symbolic database architecture for multi-modal queries
	Query latency; Result accuracy
	Supports in-DB training (unlike baselines); co-optimizes latency/accuracy for 80%+ cost reduction
	Early-stage vision; no full implementation or empirical eval yet


	15
	(Das et al. 2021)
Case-based Reasoning for Natural Language Queries over Knowledge Bases
	Natural language query answering over KBs using case-based reasoning
	Exact-match accuracy; P/R/F1
	+11% accuracy on CWQ; +6% on WebQSP; generalizes to unseen relations
	Requires supervised logical forms; no end-to-end training; struggles with novel relation combos

	16
	(Li, Huang, and Naik 2023)
Scallop: A Language for Neurosymbolic Programming
	Neurosymbolic programming integrating neural and logical reasoning
	Accuracy; Runtime efficiency; Data efficiency
	1000× fewer episodes on PacMan; +25% on CLUTRR; better data/runtime efficiency
	Runtime blowup with complex provenance; no GPU support; limited to certain ML paradigms

	17
	(Kapanipathi et al. 2021)
Leveraging Abstract Meaning Representation for Knowledge Base Question Answering
	Knowledge Base Question Answering (KBQA) via neuro-symbolic methods
	Precision, Recall, F-score; Smatch (for AMR); F1 (for linking)
	+11.45 F1 on LC-QuAD vs. baselines; +6.27 F1 on QALD-9
	Error propagation from AMR parsing; domain-specific mismatches in granularity

	18
	(Atzeni et al. 2025) Semantic-aware query answering with Large Language Models
	Semantic-aware query answering over heterogeneous data
	Precision, Recall, F1, Hallucination Rate
	Higher recall than standard QA; balanced precision/recall (e.g., + recall due to semantic unification)
	LLM latency as bottleneck; scalability issues in data-intensive scenarios

	19
	(Vidal et al. 2024) Integrating Knowledge Graphs with Symbolic AI: The Path to Interpretable Hybrid AI Systems in Medicine
	Semantic-aware query answering using LLMs
	N/A (position paper)
	Shows improved interpretability, constraint validation, and causal reasoning benefits through TrustKG
	No empirical evaluation; identifies key challenges such as evolving knowledge, interoperability, scalability, and incomplete coverage

	20
	(Jiang et al. 2021)
LNN-EL: A Neuro-Symbolic Approach to Short-text Entity Linking
	Short-text entity linking to knowledge graphs
	F1 score
	+4% F1 on LC-QuAD vs. SOTA; ensemble +4 more
	Manual rule templates needed; depends on dataset similarity for transfer

	21
	(Scaccia, Stocchi, and Bellomarini 2022) Neurosymbolic Reasoning: Building Neural Networks Using Datalog
	Enriching knowledge graphs with symbolic + neural for link prediction 
	Precision, Recall, F-score
	Recall from 51% to 96%; adjusted F-score to 96%
	Small dataset limits; scalability issues with entity descriptions

	22
	(Ebrahimi et al. 2021)
Neuro-Symbolic Deductive Reasoning for Cross-Knowledge Graph Entailment

	Deductive reasoning over KGs for entailment
	P/R/F-measure; Specificity; Accuracy

	+20% accuracy vs. baselines; 40× faster training
	Poor on long reasoning chains; low specificity on tricky negatives



There are three basic integration patterns that provide an explanation of performance differences across studies, which are known as Sequential Integration (symbolic reasoning after neural processing), Parallel Integration (neural-symbolic processing at the same time), and Embedded Integration (symbolic constraints on neural architectures). Sequential strategies (Princis, David, and Mycroft 2025; Thorne et al. 2021) are always characterized by increased accuracy and scalability bottlenecks, implying that symbolic post-processing causes computational chokepoints. Embedded schemes (Huang et al. 2021; Purohit, Chudasama, and Vidal 2025) are more scalable since they use symbolic constraints as part of neural training as opposed to processing steps. This trend implies a Constraint Integration Principle: symbolic reasoning incorporated in neural training scales than symbolic reasoning used on neural outputs.
These results are consistent with the existence of a Computational Symbiosis Model where optimum neuro-symbolic performance cannot be achieved by component mixing, but instead by architectural co-evolution and hence the result of smaller neuro-symbolic models outperforming larger purely neural models (Purohit, Chudasama, and Vidal 2025)efficiency is not a result of component size, but of integration depth






















4. Conclusion
This systematic review was a synthesis of 22 peer-reviewed articles published in 2020-2025 on the topic of Neuro-Symbolic Artificial Intelligence (NSAI) in database systems. The review identified the design and application of hybrid neural-symbolic models in query answering, knowledge graph reasoning, SQL generation and database optimization through structured screening and data extraction.
The literature indicates that there is a steady transition of the traditional theoretical models to practical applications merging Large Language Models, Graph Neural Networks and symbolic reasoning systems like Data log and First-Order Logic. The reported results emphasize the evident advantages in the interpretability, semantic consistency and flexibility of the reasoning, which confirms that NSAI could fill in the gap between data-driven learning and structured inference in databases with complex settings.
However, challenges persist. Recurring constraints include scalability, computational efficiency, and integration complexity. It is highlighted in many studies that the symbolic reasoning layers are not able to sustain the performance as the datasets increase without causing the runtime costs to be extremely high. Moreover, the lack of uniform standards and standard assessment indicators remains a de facto restriction of comparability and repeatability in the results of research.
All in all, neuro-symbolic AI promises a good direction of database intelligence. It introduces more comprehensible, more flexible and semantically conscious reasoning in the databases. Nevertheless, to achieve its potential, future studies should aim at developing scalable systems, standard benchmarks as well as methods that could accommodate the complexity of real world data in various fields.
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