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ABSTRACT 

	Aims: This study aims to investigate how Generative Artificial Intelligence for Content (AIGC) is transforming 3D modelling from a specialised and labour-intensive process into a semantically driven, collaborative, and accessible paradigm. The objective is to systematically outline its technological evolution, key methods and platforms, and propose an integrated “AI-first, DCC-refined” framework for education and production.
Study design:  This work adopts a comprehensive analytical and comparative study design, combining a systematic review of current AIGC technologies with practical workflow demonstrations and pedagogical integration models. Three major technological pathways—Text-to-3D, Image-to-3D, and Sketch/Language-to-Edit—form the structural backbone of the analysis.
Place and Duration of Study: The study was conducted as part of an ongoing interdisciplinary research project in digital content creation and game technology, spanning from 2023 to 2025 across multiple academic and industrial collaborations in digital media and computational design.
Methodology: The research integrates literature synthesis, workflow mapping, and benchmarking using standard quantitative metrics (CD/EMD/F-score, PSNR/SSIM/LPIPS, and normal consistency). It also designs and validates teachable end-to-end AIGC workflows, course structures, prompt engineering guidelines, industrial implementation manuals, and compliance verification protocols to bridge research, education, and production.
Results: Findings indicate that AIGC-based 3D modelling substantially improves iteration speed, multimodal expressivity, accessibility, and scalability compared with traditional manual workflows. Nevertheless, technical and ethical challenges persist, notably in topological control, semantic alignment, editability, and compliance assurance.
Conclusion: The study concludes that the integration of multi-view diffusion models, large reconstruction models (LRM), and hybrid neural field–to–mesh pipelines—coupled with open standards like OpenUSD and glTF—will be crucial to achieving industrial-grade applications. The proposed “AI-first, DCC-refined” paradigm and evaluation framework provide a scalable and compliant pathway for embedding AIGC into animation, gaming, XR, and digital twin production ecosystems.
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1. INTRODUCTION 

Over the past two decades, the 3D content creation pipeline has undergone significant advancements across all major stages—including modeling, texturing, rigging, animation, lighting, and rendering. These developments have elevated the quality and realism achievable in digital content. However, the process has traditionally remained labour-intensive and highly dependent on skilled specialists, often requiring hours or days of manual work for even a single asset. The complexity of tools and the steep learning curve for professional-grade software further reinforce this dependency[1].

The emergence of generative AI, particularly in the realm of vision-language models and diffusion techniques, is catalyzing a fundamental shift in 3D asset generation. This new paradigm centers around creating geometry and materials directly from semantic intent—that is, turning textual descriptions, 2D images, multi-view photos, sketches, or even language-based editing commands into usable 3D models[2]. This dramatically reduces the iteration time from concept to output, making the pipeline more efficient and accessible.

One of the earliest breakthroughs in this domain was DreamFusion, which introduced the concept of Score Distillation Sampling (SDS) to transfer knowledge from powerful 2D diffusion models into the 3D domain. This method laid the foundation for the Text-to-3D generation field, transforming it from an academic curiosity into a practical research direction [3].

Following DreamFusion, various approaches emerged to improve speed, quality, and usability:

Point-E introduced a fast two-stage method that first generates multi-view images or point clouds from text and then reconstructs them into 3D shapes [4].

GET3D pushed the frontier further by generating explicit textured 3D meshes directly from text prompts, striking a balance between geometric fidelity and detailed textures [5].

Magic3D adopted a coarse-to-fine optimization strategy to produce high-resolution 3D content with improved detail and rendering speed.

Parallel advances in neural rendering representations, especially Neural Radiance Fields (NeRFs) and 3D Gaussian Splatting, have laid a strong foundation for high-quality rendering of generated 3D content. These representations allow for realistic lighting, material, and view-dependent effects, forming the bedrock of next-generation neural 3D graphics.

Collectively, these milestones signify a paradigm shift from traditional pipeline-based workflows to AI-driven "semantics-to-geometry" generation, opening up new levels of productivity, creativity, and automation. The progress has been well-documented in peer-reviewed publications, widely reproduced through open-source implementations, and validated across diverse application scenarios.

Industrial Adoption and Ecosystem Evolution
While academia propelled the foundational breakthroughs, industry adoption has rapidly accelerated, transforming experimental methods into production-grade capabilities.

Notable developments include:

Multi-view diffusion-based systems such as MVDream and SyncDreamer, which improve geometric consistency and view alignment, critical for generating high-fidelity assets from text or single images  [6].

Zero- or single-view-to-3D methods like Zero-1-to-3, One-2-3-45, Wonder3D, TripoSR, and InstantMesh, which can now produce reasonably accurate 3D reconstructions from minimal visual input.

Commercial platforms have also embraced these techniques:

Tools like Luma Genie, Meshy, Kaedim, and Masterpiece X have developed user-friendly interfaces and automation pipelines, targeting professional creators and studios.

These systems are increasingly being integrated into established creative software ecosystems, such as Blender, Autodesk Maya, Adobe Substance, Unreal Engine, and Unity, making AI-generated assets compatible with existing workflows.

From a standards and interoperability perspective, formats like glTF 2.0 and OpenUSD (Universal Scene Description) are gaining traction. These open standards facilitate seamless interchange of complex 3D scenes and assets across software, engines, and platforms, which is essential for scaling AI-generated content pipelines.


Domestic Innovations and Global Competitiveness
In the domestic landscape, platforms like Tencent’s Hunyuan 3D represent a significant step forward in integrating industrial-grade AI models for text/image-to-3D generation. Hunyuan’s suite includes multiple sub-models optimized for different asset types and production goals, and its performance in terms of speed, fidelity, and scalability continues to push the boundaries.

Overall, these trends point to a larger transformation: 3D AI-generated content (3D AIGC) is moving beyond research prototypes and demonstrations, entering a new era where it can be reliably used in film production, game development, virtual commerce, architectural visualization, education, simulation, and more. The convergence of AI, cloud infrastructure, open standards, and creative tools is rapidly shifting 3D AIGC from a "demo-grade" novelty to a "production-grade" powerhouse—poised to redefine the future of digital creation [7].

2. Methods and technical background: representation, priors and alignment 

2.1 Generative Model Lineage and Cross-Modal Alignment  

CLIP-style text-image alignment models provide semantic supervision, enabling the ‘text to image/view to 3D’ paradigm (as exemplified by variants such as SDS and VSD.

2.2 3D Representation and Rendering  

Meshes facilitate industrial workflows (UV mapping, materials, rigging, physics, LOD). point clouds suit rapid coarse-grained representation and intermediate characterisation. volumetric rendering/Neural Radiance Fields (NeRF) excel in novel view synthesis. tri-plane and SDF-like representations are frequently employed for rapid reconstruction and implicit representation conversion. 3D Gaussian Splatting achieves ultra-fast rendering and high-quality reconstruction via Gaussian points, emerging as a bridge between neural fields and explicit meshes. Reversible/nearly reversible conversions between these representations (e.g., NeRF/GS ↔ Mesh) determine the editability and deployability of AIGC assets.


2.3 From SDS to Multi-view Diffusion and Large Reconstruction Models  

SDS (DreamFusion) optimises 3D representations using pre-trained 2D diffusion priors [3]. subsequently, Magic3D employs a two-stage/high-resolution supervision approach to enhance quality and speed. ProlificDreamer proposes Variational Score Distillation (VSD) to mitigate SDS's oversaturation/low diversity issues [8]. MVDream/SyncDreamer employs multi-view joint distribution modelling to ensure geometric consistency in generated multi-view images, enhancing single/zero-view reconstruction quality. This evolutionary trajectory constitutes the critical path for Text/Image-to-3D techniques, transitioning from ‘optimisation-based iteration’ towards ‘feedforward near-real-time’ processing.


Result & Discussion



3. Primary Pathways and Tool Workflows for AIGC

3.1 Text-to-3D: From Semantics to Geometry and Materials  

Typical technological lineage: DreamFusion (SDS) to Magic3D (two-stage with high resolution) to Fantasia3D (geometry/appearance decoupling) to ProlificDreamer (VSD) etc.. the objective is to directly obtain renderable/exportable assets under prompt-driven conditions.
Representative platforms: Luma Genie (text-to-quad mesh + materials, emphasising multi-format export and speed). Masterpiece X's text-to-3D prototype generation. Meshy supports text-to-3D/text-to-texture, online cleaning and export, tailored for education and team collaboration. Domestically, Hunyuan 3D integrates text/image-to-3D within a unified framework, emphasising sub-second multi-view generation and industrial applicability.

3.2 Image-to-3D: From Single/Multiple Views to Full Mesh 

Technical Lineage:

Zero-1-to-3 and One-2-3-45 (++): Multi-view synthesis and reconstruction from a single image, emphasising consistency and speed.

Wonder3D: Generates multi-view normal maps and colour maps first, then fuses them for reconstruction, yielding detailed texture meshes within 2–3 minutes.

TripoSR/InstantMesh: Feedforward rapid reconstruction based on LRM/multi-view diffusion (0.5–10 seconds), better suited for interactive and batch production.

Luma/NeRF-like applications: Capture neural fields from mobile video/images, followed by meshing/texturing for integration into standard DCC workflows.
Platforms: TripoSR (Tripo AI & Stability AI open-source), InstantMesh (Tencent ARC), Luma AI mobile capture with cloud processing.

Applicable scenarios: Rapidly generating editable assets from concept art/product sketches/promotional visuals. 3D conversion of existing visual assets and asset reuse.
Practical Considerations:

Input cleanliness (image masking, multi-angle supplementation) significantly impacts reconstruction integrity.
Post-generation standardisation is recommended for feedforward models (proportional adjustments, normal mapping, texture stitching).
Complex irregular/perforated structures require retopology and UV reconstruction within DCC software.


3.3 Sketch-to-3D and Natural Language Editing  

Methods such as Sketch2Mesh enable sketch-to-mesh reconstruction/editing. SKED integrates multi-view sketches with textual prompts into NeRF editing for locally controllable modifications [9]. Text2Mesh employs CLIP alignment to stylise and enhance details in existing meshes. In practical production, hybrid interactions combining ‘sketch/mask/geometric handles + language prompts’ are rapidly emerging as a structural editing paradigm accessible to non-specialist users.

3.4 Integration with DCC/engine  

Export/exchange formats primarily utilise FBX/OBJ/glTF 2.0/USD (OpenUSD). glTF 2.0 focuses on efficient runtime transmission and PBR material standardisation, while OpenUSD emphasises scene-level compositing, versioning, and cross-software consistency. The recommended pipeline is:

AI generation to DCC refinement to engine deployment.

The generation stage outputs OBJ/FBX/GLB.

DCC focuses on topology (QuadriFlow/Instant Meshes), UV unwrapping, baking, and material standardisation.

Engine handles LOD/collision bodies/lightmaps/instancing.

The pipeline utilises OpenUSD for scene composition and differential management, with glTF handling runtime distribution..

4. Dataset and Evaluation: From “Looks Like” to 'Production-Ready'

ShapeNet pioneered semantic annotation and alignment for large-scale three-dimensional objects. Objaverse/Objaverse-XL provides a 3D object universe ranging from 800,000 to over 10 million instances, supporting multi-task training and evaluation [10]. OmniObject3D emphasises real-world scans and extensive vocabulary coverage. These datasets have driven the generalisation of multi-view diffusion and LRM.
Note: Data licensing is complex. verify sources and authorisation terms before training/commercial use (see Section 7 Compliance Checklist).

Geometry and Point Sets:

Chamfer Distance (CD)/Earth Mover’s Distance (EMD): Measures point set dissimilarity, widely employed in reconstruction and generation evaluation.

F-score (threshold commonly 0.01–0.05): Comprehensive precision/recall metric for surface matching quality.

Normal Consistency/Curvature Consistency: Assesses stability of detail and lighting response.
Image Consistency: PSNR/SSIM/LPIPS and multi-view consistency.
Producibility: Mesh manifoldness, holes/self-intersections, quad ratio, UV coverage, material channel specifications, triangle count/vertex count, LOD levels, engine frame times, etc.
Subjective evaluation: Double-blind A/B preference testing, semantic consistency scoring, stylistic coherence, editability (re-topology/UV/rigging friendliness).
Benchmarking: It is recommended to construct an open-set evaluation using Objaverse-XL multi-category sampling + a subset of OmniObject3D real-world objects, supplemented by task-oriented metrics (e.g., assembly/animation feasibility).

Phase A: AI Prototype (Minute-Level)

Define purpose/style/proportions/three-view sketches/reference library.

Select workflow: Text-to-3D (conceptual prototype), Image-to-3D (reconstruction from concept art), Sketch/Mask-to-3D (structural control).

Generate ≥3 variants, grouping by ‘configuration/proportions/posture’ and ‘material style’ to form a 2×2 multidimensional exploration.

Rapid cleanup: Remove floating fragments, merge shells, perform preliminary normal corrections and material channel refilling.

Phase B: DCC Refinement (Hour-Level)

Retopology: QuadriFlow/Instant Meshes, target quad ratio >85%, manifold/self-intersection-free.

UV: UDIM/non-overlapping, fill rate >75%, shells categorised by material domain.

Bake: High poly to low poly (normals, AO, curvature, bent normals, thickness, etc.).

Materials: Unified PBR workflow (Metal/Rough or Spec/Gloss), separate decals/replaceable layers.

Rig/Animation: Reserve topology flow and joint loops for soft/hard bodies and cloth.

Engine Deployment: LOD0/1/2, collision bodies, batch-rendered instantiation, lightmaps/real-time GI configuration.

Phase C: Evaluation and Archiving

Generate asset health reports against Section 4 metrics.

Manage version differences and variants using OpenUSD.

Export runtime assets and previews via glTF..



5.1 Geometric and Semantic Risks  

Topology/UV: Non-manifold surfaces, stretching, overlapping shells, and UV fragmentation may cause binding failures, lighting artefacts, and performance degradation [11].

Semantic drift: Ambiguous prompts or multi-entity compositions may lead to mismatched forms.

Batch consistency: Proportional/stylistic deviations in series assets may compromise overall artistic direction.

5.2 Copyright and Compliance Framework 

Copyright Entity: Most jurisdictions require ‘human authorship’ for copyright protection. works entirely generated by AI lacking substantial human creative contribution face difficulties in obtaining protection (US Copyright Office 2023 Policy Statement).

AI-Assisted Works: May qualify for protection if incorporating significant human creativity and decision-making, but AI involvement must be disclosed.

Training Data Compliance: Data sources, licensing terms, applicability of fair use/exceptions, and mechanisms for traceability and opt-out must be clearly defined.

Regional Regulations: The EU AI Act establishes transparency and risk classification obligations. China's Interim Measures for the Administration of Generative AI Services specify requirements for lawful training data, copyright respect, and content labelling.

Practical Checklist:

Register training/fine-tuning data sources and archive licences.

“Generation chain” documentation for each asset (prompts/parameters/model versions/human modifications).

Copyright conflict screening and stylistic similarity review prior to external delivery.

Retention of traceability information and necessary AI-generated identifiers within asset metadata.
The foregoing conclusions are corroborated by official and authoritative reports/regulatory texts. Cross-jurisdictional projects are advised to undergo concurrent legal review.

5.3 Development Trends and Research Directions  

Multi-view diffusion/large reconstruction models (LRM) + feedforward generation: Transitioning from optimisation-based SDS to near-real-time feedforward pipelines, supporting interactive generation and large-scale asset pipelines.

Seamless Transition Between Neural Fields and Explicit Meshes: Efficient representations like DreamGaussian/GS coupled with differentiable meshing/UV reconstruction will become pivotal in bridging creative and engineering workflows.

Controllability and Structural Editing: Progressing from holistic textual control towards localised manipulation (sketches/masks/skeletons/constraints), alongside parametric structural handles and shape rule libraries.

Standards and Ecosystem: A three-tier asset-scene-runtime standard centred on OpenUSD+glTF will become the consensus.

Data and Compliance: Large-scale data-driven models like Objaverse-XL will generalise, while transparency and copyright governance lower commercial barriers.

Industry Integration: Collaboration between tool providers (Luma, Meshy, Masterpiece, Hunyuan 3D), platform operators (Roblox, Autodesk), and chip/cloud manufacturers will establish an integrated workflow from creation to distribution.

6. Conclusions

AIGC is advancing 3D modelling from manual construction towards a collaborative paradigm of intelligent generation coupled with professional refinement. The most robust short-term workflow remains: ‘AI-generated base models (minutes) to DCC refinement (hours) to engine deployment (days)’. To achieve industrial-scale adoption, ‘red lines and safeguards’ must be established across standardised topology and UV mapping, localised control with stylistic consistency, traceability, and copyright compliance. Educational institutions should prioritise prompt engineering alongside traditional techniques, establishing a comprehensive mindset and operational stack spanning data to models to assets to scenes to engines. With advancements in multi-view diffusion/LRM, efficient neural field-to-mesh conversion, and ongoing progress in OpenUSD+glTF standards and compliance governance, AIGC holds promise for achieving rapid ‘concept-to-asset’ closed-loop workflows across animation, gaming, XR, and digital twins.

In the short term, the most viable and robust production strategy follows a hybrid workflow, structured as:AI-generated base models (within minutes): Using advanced text-to-3D, image-to-3D, or multi-view generative techniques, creators can rapidly produce foundational assets that capture overall shape, structure, and material attributes.Digital Content Creation (DCC) software refinement (within hours): Artists and designers then use professional tools such as Blender, Maya, ZBrush, or Substance Painter to refine topology, enhance details, adjust materials, and ensure animation-readiness.

Deployment to game engines or rendering platforms (within days): Finally, the polished assets are imported into real-time engines like Unreal Engine, Unity, or Omniverse, where they are integrated into scenes, enriched with lighting, physics, and interactivity, and prepared for deployment.This tri-stage approach ensures rapid prototyping without compromising on downstream usability, visual fidelity, or pipeline compatibility.
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