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Abstract
U.S. supply chains face escalating third-party risks across cyber, financial, operational, and ESG domains as multi-tier networks, data heterogeneity, and regulatory scrutiny expand. This study aims to synthesize how AI/ML models and data pipelines produce decision-useful vendor risk scores and to link analytics with governance for resilience and compliance. A structured review was conducted from 2015 to 2025, encompassing peer-reviewed, U.S.-focused studies retrieved from Scopus, Web of Science, IEEE Xplore, ACM Digital Library, PubMed, and ScienceDirect. The review employed a combination of backward and forward snowballing, with a standardized extraction template utilized for models, data sources, metrics, and governance artifacts. Across the evidence base, text-centric models on 10-K/earnings improved financial distress prediction; cyber disclosures and ratings predicted incidents; gradient-boosted and ensemble regressors reduced ETA error; macro-augmented time-series enabled earlier delay warnings; recall-risk classifiers offered early alerts; yet evaluation and calibration were inconsistent, multi-tier visibility limited, and drift monitoring uneven. However, reporting is heterogeneous: calibration is often absent, multi-tier visibility remains sparse, and drift monitoring/explainability are inconsistently implemented, with coverage bias risks for small vendors. Future research should establish open, U.S.-anchored benchmarks; standardize reporting and calibration; adopt causal and survival designs for cost-of-error and hazard; operationalize human-in-the-loop controls, provenance scoring, and drift-aware MLOps for ERP/IoT and OSINT pipelines at production scale.
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1.0 Introduction
1.1 Problem and context/Background
In the United States, supply chains are increasingly characterized by multi-tier networks, wherein first-tier suppliers serve as intermediaries, facilitating the exchange of information and incentives between focal firms and upstream partners. This configuration introduces opacity and double-agency risks, which complicate the oversight of vendors and sub-vendors (Wilhelm et al., 2016). In circumstances where inputs are highly specific, idiosyncratic disruptions at even a minor supplier have the potential to propagate throughout production networks, thereby amplifying shocks and exposing concentration risks that traditional assessments tend to underestimate (Barrot & Sauvagnat, 2016). The ongoing global pandemic has demonstrated the limitations of traditional risk management frameworks in addressing the complex and simultaneous supply and demand perturbations that characterize the contemporary business landscape. This has led to a growing interest in analytics that can effectively capture the dynamics, interdependencies, and rapid reconfiguration options present in such environments (Craighead et al., 2020). The prevalence of cyberattacks underscores this interdependence. For instance, operational outages and price dislocations following the Colonial Pipeline incident illustrate financial and logistics spillovers from a single compromised node (Corbet et al., 2022). 
Concurrently, enterprises accumulate an unprecedented amount of data related to logistics and procurement, yet analytical sophistication and integration demonstrate variability across sectors and hierarchical levels (Wang et al., 2016). The Internet of Things (IoT) telemetry has been demonstrated to enhance in-transit visibility and exception detection. However, interoperability challenges, data quality issues, and ownership barriers impede its comprehensive implementation for enterprise risk scoring (Ahmed et al., 2021). The concept of traceability is further complicated by temporality, the pervasive nature of supply chains, and the ambiguity of product information, which collectively impede efforts to attribute defects or delays to specific third parties (Wowak et al., 2016). The implementation of artificial intelligence (AI) and machine learning (ML) across heterogeneous data sources necessitates meticulous documentation of datasets. This is crucial for elucidating the provenance, scope, and permissible usage of these data. This is particularly salient when establishing links between operational telemetry and vendor outcomes (Gebru et al., 2021).
Comparable transparency at the model level is necessary for effective communication of assumptions, intended use, limitations, and monitored risks to stakeholders involved in procurement, security, and compliance (Mitchell et al., 2019). Concerns regarding bias and fairness emerge when training data underrepresents small or new suppliers, potentially resulting in disparate impacts on factors such as onboarding, pricing, or audit prioritization (Mehrabi et al., 2021). Nonstationarity is endemic; seasonality, regime shifts, and adversarial behavior induce concept drift, requiring continuous monitoring, adaptive thresholds, and retraining policies for third-party risk models (Hinder et al., 2024). Research within the financial sector indicates that explainable, robust, and stress-tested AI—supported by documentation, validation, and incident processes—is necessary for regulatory acceptance and operational reliability (Fritz-Morgenthal et al., 2022). In light of these challenges, the primary issue is not the absence of data, but rather the presence of well-regulated, governable analytics that integrate disclosures, ERP/IoT, and OSINT to produce timely, interpretable, and auditable third-party risk insights capable of withstanding cascading shocks and regulatory scrutiny.
1.2 Definitions & scope boundaries
Third-party (vendor) risk is defined as the potential vulnerabilities stemming from external suppliers across the first and higher tiers, which can be transmitted through interdependence, information asymmetry, and contractual obligations (Ho et al., 2015). The analytic scope encompasses artificial intelligence (AI)/machine learning (ML) methods, including supervised and unsupervised learning, natural language processing (NLP) over disclosures and contracts, time-series forecasting, and ensembles. These methods are applied to measurable outcomes in U.S. supply chains. Data foundations include textual disclosures such as SEC 10-K/10-Q, which contain forward-looking risk language relevant for modeling (Loughran & McDonald, 2016). The integration of operational telemetry from Internet of Things (IoT) and logistics systems has been demonstrated to enhance visibility, thereby facilitating the identification of process states, exceptions, and asset conditions (Rejeb et al., 2020). The credibility of open-source intelligence and adverse-media streams, which contribute external signals, necessitates assessment and the implementation of provenance controls (Browne et al., 2024). The evaluation process places significant emphasis on the identification of discriminatory patterns among classifiers and the utilization of error metrics to assess the performance of regression models. These evaluations are complemented by statistical testing, which facilitates a comparative analysis of model performance (Rainio et al., 2024). Given the necessity of risk scores to support thresholds and oversight, probability calibration is regarded as a primary criterion (Guo et al., 2017). Scope also presumes nonstationary, implying that the detection and adaptation of concept drift are essential components of monitoring and lifecycle management (Hinder et al., 2024). Finally, governance boundaries necessitate end-to-end algorithmic auditing, comprising documentation, validation, drift surveillance, and incident response to ensure accountable use (Raji et al., 2020).
1.3 Scope of review
This review examines the application of artificial intelligence and machine learning in the analysis of third-party/vendor risk within U.S. supply chains across sectors, including but not limited to healthcare, manufacturing, finance, and adjacent sectors. It synthesizes evidence on model classes (supervised, unsupervised, natural language processing/language model, time-series/forecasting, ensembles), risk domains (cyber, financial, operational, environmental, social, and governance/quality), and data foundations (SEC 10-K/10-Q, enterprise resource planning/procurement, the Internet of Things/logistics telemetry, open-source intelligence/adverse media, health and human services/food and drug administration registries, macro indicators). The evaluation process is centered on the identification of discrimination, calibration, timeliness/lead-time, robustness, and cost-of-error, with particular attention directed towards addressing concept drift. The review is structured around a framework that encompasses people, processes, technology, and governance. It places particular emphasis on model documentation, validation, monitoring, and human-in-the-loop controls. Additionally, it highlights U.S. regulatory alignment and organizational resilience. 
1.4 Aim and Specific objectives of research
Aim
This study aims to critically synthesize and systematize artificial intelligence (AI) and machine learning (ML) approaches for third-party risk analytics in U.S. supply chains. The study will link model choice, data foundations, and governance mechanisms to regulatory compliance and enterprise resilience.
Specific Objectives
i. Model landscape & performance: Catalogue AI/ML models and tasks; compare effectiveness using discrimination, calibration, timeliness/lead-time, robustness under drift, and cost-of-error; note deployment maturity.
ii. Risk coverage & data foundations: Map risk domains (cyber, financial, operational, ESG/quality) to data sources (SEC filings, ERP/IoT, OSINT, registries, macro); assess availability, latency, quality, privacy, and bias contributions; recommend fusion patterns.
iii. Trust, governance & adoption: Evaluate transparency, explainability, fairness, model-risk management, and MLOps integration into procurement/security/compliance workflows; propose a governance blueprint with monitoring and human-in-the-loop overrides.
2. Methodology
This review systematically investigated the model landscape, risk coverage, data foundations, and governance of AI/ML for third-party (vendor) risk analytics in U.S. supply chains. A structured, reproducible process was employed to identify, screen, and synthesize peer-reviewed primary studies and high-quality practice evidence that map to the manuscript's sections and research objectives.  Furthermore, an effort was made to identify deficiencies in calibration, drift monitoring, interpretability, and multi-tier visibility that impede reliable deployment.
2.1 Search Strategy
A comprehensive search was conducted across multiple databases, including Scopus, Web of Science, IEEE Xplore, ACM Digital Library, PubMed, and ScienceDirect. This approach was complemented by Google Scholar to ensure comprehensive coverage. A query was constructed to combine controlled terms and free-text synonyms to maximize recall. The query was formulated as follows: ("third-party risk" OR "vendor risk" OR "supplier risk" OR "supply chain risk analytics") AND ("United States" OR "U.S." OR "SEC" OR "FDA" OR "HHS"). The query was then expanded to include the following terms: ("machine learning" OR "AI" OR "NLP" OR "topic modeling" OR "graph" OR "time-series") AND ("cyber" OR "financial distress" OR "operational" OR "ESG" OR "quality") AND ("ERP" OR "IoT" OR "OSINT/adverse media" OR "10-K/10-Q"). Limits: English; 2015–2025. Additionally, a comprehensive review of the reference lists of the included papers was conducted. The industry and policy reports on model-risk governance were reviewed solely to contextualize the findings from the peer-reviewed studies. For each record, the following variables were extracted: risk domain, sector, U.S. anchoring, data sources (SEC filings; ERP/IoT/logistics; HHS/FDA; OSINT), model family, target/labels, evaluation (AUC/PR/F1; MAE/MAPE/RMSE; calibration/timeliness), interpretability, drift handling, deployment maturity, and governance artifacts.
2.2 Inclusion Criteria
Studies were eligible if they:
i. Examined AI/ML methods (supervised/unsupervised, NLP/LLM, time-series/forecasting, ensembles) applied to third-party/vendor risk in U.S. supply chains;
ii. Addressed ≥1 risk domain (cyber, financial, operational, ESG/quality);
iii.  Used relevant data foundations (SEC 10-K/10-Q, ERP/procurement, IoT/logistics, OSINT/adverse media, HHS/FDA);
iv. Reported evaluation with discrimination/error metrics and, where available, calibration and/or timeliness/lead-time;
v. Provided methodological detail sufficient for data extraction and thematic synthesis.
2.3 Exclusion Criteria
Records were excluded if they:
i.  Were non-U.S., non-English, or outside 2015–2025;
ii.  Were purely rules-based (e.g., checklists/thresholds) without analytical/learning components;
iii. Lacked empirical or substantive conceptual relevance (e.g., promotional material) or insufficient methodological transparency;
iv. Duplicated the same dataset/case without new analysis (the most comprehensive, methodologically robust version was retained).
2.4 Case Study Selection and Thematic Categorisation
The application of these criteria resulted in the identification of 15 U.S. studies/cases. For each case, we systematically documented the sector, risk category, data sources, model class, target/outcome, metrics (AUC/PR/F1; MAE/MAPE/RMSE; calibration/timeliness), interpretability artifacts, deployment maturity, and governance notes (documentation, validation, monitoring, overrides). The evidence was methodically organized into three domains, aligning with the review objectives. The first component is entitled "Model Landscape & Performance." The second component is entitled "Risk Coverage & Data Foundations." The third component is entitled "Trust, Governance & Adoption Pathways." The aforementioned structure provided the foundational framework for synthesis in the Results and Discussion sections. This structure enabled cross-domain comparisons, facilitated the identification of recurring gaps (e.g., calibration and drift management), and contributed to the articulation of a governance blueprint. The governance blueprint linked people, processes, technology, and governance controls to U.S. compliance and resilience outcomes.



3.0 Result
3.1 Summary of Study Characteristics
The included U.S. case studies (table 1) span the sectors of healthcare, manufacturing, finance, and automotive supply. The samples are drawn from SEC 10-K/10-Q narratives and earnings calls, inbound-logistics and ERP records, IoT/telemetry records, HHS breach and FDA recall registries, and macroeconomic indicators. The insurance policy encompasses a range of potential risks, including cyber threats, financial distress, operational reliability and lead-time, and environmental, social, and governance (ESG) concerns, as well as quality issues. The methods encompass supervised classification/regression (logit, trees, GBMs), deep learning for text and time series, topic modelling (LDA), and ensembles. The targets encompass a range of metrics, including breach likelihood, bankruptcy/default, delivery ETA or delay risk, recall probability, and disclosure-derived risk topics. The metrics reported emphasise the area under the curve (AUC), the precision-recall (PR) curve, the F1 score for classifiers, and the mean absolute error (MAE), the mean absolute percentage error (MAPE), and the root mean square error (RMSE) for forecasts. Lead time is occasionally shown for forecasts. The deployment maturity of these systems ranges from research-grade prototypes to pilot or production-adjacent implementations within major U.S. organisations. It is important to note that data sets can vary significantly in terms of size and completeness.
3.3 Thematic Analysis
Theme 1: Model Landscape & Performance 
The application of deep learning techniques to regulatory text has been demonstrated to enhance the prediction of financial distress, a process that involves the extraction of semantically rich cues from 10-K narratives (Mai et al., 2019). Transfer-learned NLP features from earnings calls have been shown to improve bankruptcy classification beyond the limitations of ratios and market signals (Siddiqui et al., 2023). The application of topic modelling to bank risk factors has yielded emergent categories that are conducive to the longitudinal monitoring of portfolio exposure (Hanley and Hoberg, 2019). Multi-label classifiers on Item 1A map granular risk taxonomies for enterprise scoring (Grundy and Petry, 2021). During the pandemic, there have been significant shifts in the topics discussed, resulting in a reallocation of operational and Environmental, Social, and Governance (ESG) exposure across firms (Cao and Ren, 2022). Mandatory cyber-risk disclosures support supervised incident prediction, illustrating governance-compatible text pipelines for cyber vendor scoring (Kesari, 2022). In the field of healthcare, supervised models have been developed that link external cybersecurity ratings to breach likelihood, thereby informing vendor due diligence triage (Choi and Johnson, 2021). Quality and safety risks are modelled via supervised classifiers to forecast device recalls with lead times (Slivinskis et al., 2024). Ensemble regressors and gradient boosting have been shown to refine ETA forecasts during disruptions, thereby enabling proactive replanning (Camur et al., 2024). Research on small-batch manufacturing indicates that the incorporation of fused transactional features leads to a reduction in lead-time error (Rokoss et al., 2024). Disclosure signals have been demonstrated to impact inventories and returns, thereby establishing a nexus between model outputs and decisions in volatile U.S. demand conditions (Kroes et al., 2025).
Theme 2:  Risk Coverage & Data Foundations
The cyber vendor risk assessment employs external ratings that are correlated with breaches in U.S. hospitals (Choi and Johnson, 2021). Post-breach productivity losses demonstrate that cyber risk has a cascading effect on operations (Lee and Choi, 2021). As posited by Mai et al. (2019), 10-K narratives yield signals that enhance bankruptcy prediction beyond ratios. The subjects of bank risk as outlined in Item 1A support the monitoring of emerging risks (Hanley and Hoberg, 2019). The innovation intensity, as estimated from the 10-K text, provides ESG-relevant comparators for resilience planning (Nousiainen et al., 2024). The utilisation of ensemble regressors on inbound logistics and ERP data has been demonstrated to enhance the accuracy of estimated delivery times (ETAs) during periods of disruption, thereby informing procurement actions (Camur et al., 2024). According to Rokoss et al. (2024), the implementation of a small-batch firm model has been demonstrated to effectively mitigate lead-time error through the integration of transactional and shop-floor features. The integration of macro indicators with supply-chain Key Performance Indicators (KPIs) has been demonstrated to facilitate the provision of early warnings regarding delivery delays (Gabellini et al., 2024). Disclosure-based supply chain risk signals have been associated with inventory slack and stock returns, thereby linking analytics to decisions (Kroes et al., 2025). The reweighting of disclosure topics during the pandemic period indicates a shift in operational and ESG exposure that models must track (Cao and Ren, 2022). The amalgamation of these findings prompts the integration of multi-source fusion across text, ERP, IoT, and macro pipelines for the purpose of robust third-party risk scoring (Camur et al., 2024). Mandatory cyber disclosures have been shown to add predictive text signals for incident targeting (Kesari, 2022).
Theme 3: Trust, Governance & Adoption Pathways
Mandated cyber disclosures provide governance-compatible inputs while enabling auditable prediction workflows for incident risk (Kesari, 2022). As posited by Choi and Johnson (2021), vendor assessments necessitate not only bias testing but also ongoing monitoring to ensure adequate external rating coverage and representativeness. The observed productivity losses following breaches substantiate the necessity for human-in-the-loop escalation protocols within operational playbooks (Lee and Choi, 2021). Disclosure signals associated with inventory slack and returns inform business-aligned thresholds and override protocols (Kroes et al., 2025). The shift in focus to pandemic-era issues has prompted a recalibration of third-party risk scores and the introduction of drift dashboards (Cao and Ren, 2022). Granular multi-risk taxonomies from 10-K text require change-control to manage label evolution and consistency (Grundy and Petry, n.d.). Text-based proxies necessitate outcome checks to mitigate the mismeasurement of ESG or innovation signals (Nousiainen et al., 2024). Feature importance and partial-dependence plots facilitate stakeholder sign-off during disrupted operations (Camur et al., 2024). Cross-site transfer has been demonstrated to be associated with concept drift and limitations on external validity (Rokoss et al., 2024). As posited by Gabellini et al. (2024), early-warning horizons and timeliness metrics should be incorporated into risk acceptance criteria for delay forecasting. Recall-risk prediction has been demonstrated to highlight regulatory alignment, incident reporting readiness, and escalation SLAs (Slivinskis et al., 2024). Transcription artefacts in call data underscore the necessity of documentation of provenance and quality assurance (QA) to control bias propagation (Siddiqui et al., 2023).







Table 1: Summary of Included Studies
	Short citation (Year, Journal)
	Sector
	Risk category
	Data sources (primary)
	Model class
	Target/outcome
	Metrics reported
	Key finding (concise)
	Interpretability/transparency
	Deployment maturity
	U.S. anchor & sample
	Limitations/bias notes

	Choi & Johnson (2021)
	Healthcare
	Cyber
	External cyber ratings; HHS breach registry
	Supervised (logit/tree)
	Hospital breach probability
	AUC; OR; CI
	Ratings are associated with breach likelihood
	Coefficients; robustness checks
	Observational / policy-informative
	U.S. hospitals, multi-year
	Confounding; coverage bias

	Lee et al. (2021)
	Healthcare
	Cyber→Operational
	HHS breach events; hospital operations
	Causal DiD (benchmark)
	Post-breach productivity impact
	Effect sizes; CI
	Breaches reduce operational productivity
	Transparent identification
	Real-world, post-event
	U.S. hospitals; national
	Not ML scoring; omitted vars

	Mai et al. (2019)
	Cross-sector (public firms)
	Financial (distress)
	SEC 10-K text + accounting ratios
	Deep learning (text) + supervised
	Bankruptcy/distress prediction
	AUC; Accuracy; PR/F1
	10-K text improves prediction
	Salient terms; limited XAI
	Research-grade
	U.S.-listed firms
	Survivorship; disclosure heterogeneity

	Siddiqui et al. (2023)
	Cross-sector
	Financial (distress)
	Earnings calls + financials
	NLP + supervised / transfer learning
	Bankruptcy/default prediction
	AUC; F1; PR
	Call-text features add signal
	Feature importance (limited)
	Research-grade
	U.S. firms; multi-year
	Class imbalance; transcription noise

	Hanley & Hoberg (2019)
	Banking
	Financial/regulatory
	10-K Item 1A (bank risk factors)
	Topic modeling (LDA)
	Emerging risk topic detection
	Coherence; associations
	Text topics capture emerging risks
	Interpretable topics
	Research-grade
	U.S. banks; multi-year
	Topic drift: managerial text

	Cao et al. (2022)
	Cross-sector
	Operational/ESG (text-risk)
	SEC 10-K/10-Q risk sections
	Topic modeling + ML comparisons
	Pandemic-era risk reweighting
	Topic shifts; associations
	COVID reshaped risk structures
	Transparent topic pipeline
	Research-grade
	U.S. SEC filings
	Period-specific; reporting incentives

	Nousiainen et al. (2024)
	Cross-sector
	ESG/Innovation proxy
	SEC 10-K full-text
	NLP (LDA/ML) + supervised validation
	Innovation intensity proxy
	Predictive R²; correlations
	Text features form robust measures
	Transparent features; validation
	Research-grade
	U.S. public firms
	Construct validity generalisation

	Kroes et al. (2025)
	Cross-sector (ops/markets)
	Operational/ESG
	10-K supply-chain risk disclosures; ops/market
	NLP classification + econometrics
	Disclosure ↔ inventory slack/returns
	Regression fits; effect sizes
	SC risk text links to ops & returns
	Disclosure mapping; limited XAI
	Research-grade
	U.S. firms, post-2013
	Disclosure bias; industry heterogeneity

	Kesari (2022)
	Cross-sector
	Cyber
	SEC 10-K cyber text; breach events
	NLP features + supervised
	Predict future cyber incidents
	Accuracy; AUC
	Mandatory text flags future events
	Governance-focused transparency
	Research-grade / policy relevance
	U.S. SEC filers
	Reproducibility constraints

	Camur et al. (2024)
	Energy manufacturing (GE Gas Power)
	Operational (delivery risk)
	Inbound logistics/ERP; supplier ETAs
	Supervised (RF/GBM best)
	Predict availability dates/ETAs
	MAE; MAPE; RMSE
	ML improves ETA accuracy in disruption
	Feature importance: PDPs
	Pilot/production-adjacent
	U.S. OEM case data
	Single-firm; drift risk

	Slivinskis et al. (2025)
	Healthcare devices
	ESG/quality & operational
	FDA recalls; public signals
	Supervised classifier
	Predict device recall risk (lead)
	AUC; PR; F1
	Early recall-risk prediction feasible
	Feature importance (some)
	Research-grade
	U.S. FDA datasets
	Label noise; heterogeneous devices

	Rokoss et al. (2024)
	Manufacturing
	Operational (lead-time)
	Transactional/ERP; shop-floor
	Supervised regression (GBM/NN)
	Predict delivery/lead-time risk
	RMSE; MAE
	Fusion reduces lead-time error
	SHAP/LIME (NR exact)
	Pilot
	U.S.-included case context
	Mixed-site data; external validity

	Gabellini et al. (2024
	Automotive supply
	Operational (delay risk)
	Macro indicators; supply KPIs
	Deep learning (time-series)
	Predict delivery delay risk
	RMSE; MAE; hit-rate
	Macro + ops signals boost alerts
	Architecture transparent; XAI NR
	Research-grade
	Includes U.S. macro variables
	Region mix; verify U.S. share

	Grundy & Petry (2021)
	Cross-sector
	Multi-risk taxonomy
	10-K risk text (S&P 1500)
	Multi-label classification (ML)
	Map 30+ risk categories
	Precision; Recall
	Granular multi-risk mapping is feasible
	Limited feature importance
	Research-grade (non-journal)
	U.S. S&P 1500
	Consider a journal-only swap





Abbreviations
	Abbreviation
	Full meaning

	AUC
	Area Under the Receiver Operating Characteristic Curve

	CI
	Confidence Interval

	DiD
	Difference-in-Differences

	ESG
	Environmental, Social, and Governance

	ESWA
	Expert Systems with Applications

	FDA
	U.S. Food and Drug Administration

	GBM
	Gradient Boosting Machine

	HHS
	U.S. Department of Health and Human Services

	JamIA/JAMIA
	Journal of the American Medical Informatics Association

	JMIR
	Journal of Medical Internet Research

	JFI
	Journal of Financial Intermediation

	KPI
	Key Performance Indicator

	LDA
	Latent Dirichlet Allocation

	MAE
	Mean Absolute Error

	MAPE
	Mean Absolute Percentage Error

	NN
	Neural Network

	OEM
	Original Equipment Manufacturer

	OR
	Odds Ratio

	PDP
	Partial Dependence Plot

	PR
	Precision-Recall (or Precision/Recall, context-dependent)

	R²
	Coefficient of Determination

	RF
	Random Forest

	RMSE
	Root Mean Squared Error

	SC
	Supply Chain

	SEC
	U.S. Securities and Exchange Commission

	XAI
	Explainable Artificial Intelligence



4.0 DISCUSSION
4.1 Summary of key findings
A collective analysis of studies demonstrates the capacity of AI/ML to generate quantifiable benefits across various risk domains. Text-based models that are constructed on 10-K narratives and earnings calls have demonstrated a consistent ability to outperform ratio-only baselines in predicting U.S. firm distress. This suggests that narrative disclosures contain forward-looking signals. The utilisation of topic models, which are employed to analyse bank risk factors and broader SEC filings, has emerged as a significant method for identifying shifting exposure. This approach has been particularly effective in capturing reweighting that occurs during the pandemic era, thereby highlighting operational and ESG vulnerabilities that may not be fully captured by traditional indicators. In the context of cyber risk, external security ratings and mandated disclosure text have been shown to possess predictive capabilities regarding the likelihood of breach or incident occurrence. Moreover, quasi-experimental evidence has been demonstrated to establish a link between breaches and tangible productivity losses, thereby highlighting the downstream operational impact. Operations research has shown that gradient-boosted and ensemble regressors trained on inbound logistics and ERP data can reduce ETA error during disruptions. Complementary deep learning with macro indicators and supply KPIs has also shown the potential to enable earlier delay warnings. A case analysis of manufacturing processes indicates that the integration of transactional and shop-floor features enhances lead-time reliability. In regulated healthcare supply chains, classifiers built on FDA recall and open signals provide early recall-risk alerts. 
4.2 Comparison of existing literature
The conclusion that deep and ensemble models enhance predictive accuracy is consistent with the findings of supply-chain surveys. However, these same reviews caution about evaluation heterogeneity and fragile generalisation (Baryannis, 2019). In contrast to the case-level evidence from the United States, broad SLRs synthesise multi-region corpora, which can overstate external validity for regulated U.S. contexts (Toorajipour et al., 2021). Bibliometric mapping reveals the rapid dissemination of AI across SCM, yet it also highlights the fragmentation of metric reporting. This finding aligns with the identified calibration gap and underscores the necessity for standardised benchmarks (Culot et al., 2024). When evaluated within the framework of resilience theory, the efficacy of timeliness and lead-time gains in enhancing survivability is substantiated. Conversely, viability models advocate for the integration of these metrics with network-level reconfiguration tests, as posited by Ivanov and Dolgui (2020). The viable supply-chain lens insists on integrating agility and sustainability targets into model acceptance criteria, extending governance blueprints (Ivanov, 2022).
The concept of "digital supply chain surveillance" appears to align with the necessity of continuous monitoring, as outlined in the call for action. However, it is important to note that this approach may also introduce ethical and oversight challenges that have only begun to be addressed (Brintrup, 2024). As indicated by Khedr et al. (2024), the efficacy of deep-learning reviews in validating architectural choices is contingent upon the consideration of two factors. Firstly, the congruence between architectural design and data management practices is as crucial as the selection of the model class. LLM-based event extraction has been demonstrated to complement OSINT pipelines; however, it has also been shown to engender provenance and hallucination risks that are not present in typical deployments (Shahsavari et al., 2024). In the context of high-stakes actions, interpretable-first stances challenge one's reliance on post-hoc XAI (Rudin, 2019). As indicated by reviews of artificial intelligence (AI) in the finance sector, there is an increasing trend of regulatory expectations. This suggests the need for strengthening recommendations concerning model cards and calibrated thresholds (Cerneviciene et al., 2024).
Recent surveys suggest the value of taxonomies for explainable artificial intelligence (XAI) tailored to specific domains, in accordance with stakeholder-customised explanations (Yeo et al., 2025). The efficacy of SHAP/PDP in facilitating the generation of production-oriented audit trails has been demonstrated through a series of empirical studies (see Davis et al., 2023). These studies substantiate the claims put forth by MLOps concerning SHAP/PDP's capacity to enhance operational processes within machine learning domains. Explainable survival analysis demonstrates time-to-event framing that could generalise to supplier failure hazards, complementing our classification and regression suite (Bone-Winkel & Reichenbach, 2024). Finally, the use of OSINT reviews underscores the necessity of addressing credibility vetting and adversarial manipulation concerns within adverse-media pipelines. Additionally, fairness surveys motivate the testing of bias for size-of-vendor and coverage effects, both of which are integrated into our blueprint (Browne et al., 2024; Caton & Haas, 2024).
5.0 Conclusion and recommendations for future research
5.1 Conclusion
This review demonstrates that, under specific conditions, artificial intelligence (AI) and machine learning (ML) can substantially improve third-party risk analytics within U.S. supply chains. These conditions include the alignment of models to risk domains and the incorporation of multi-source data. Text-centric methods employed in SEC disclosures and earnings calls have been shown to enhance the efficacy of financial distress detection. Similarly, the incorporation of cyber disclosures and external ratings has been demonstrated to facilitate breach prediction. Additionally, the utilization of supervised regressors has been observed to reduce error in ETA under disruption. The early warning system for product recalls and delivery delays is feasible; however, the evaluation remains heterogeneous, and calibration is inconsistently reported. Evidence also indicates cascading impacts from cyber events into operations, thereby emphasizing decision-centric metrics such as lead time and cost of error. The generalizability of the data is constrained by three factors: heterogeneous data quality, limited multi-tier visibility, and concept drift. The governance elements of dataset documentation, model cards, monitoring, and human-in-the-loop overrides are necessary to translate scores into action in the areas of procurement, assurance, and compliance. The current state of practice demonstrates significant potential, with evident improvements in performance. However, ensuring the reliable and effective implementation requires standardized reporting, systematic drift management, and stakeholder-fit explanations consistent with U.S. regulatory expectations.
5.2 Recommendations for future research
The development of open, U.S.-anchored benchmarks that pair vendor labels with multi-source features across tiers is imperative. This approach will enable reproducible model comparisons and calibration tests. The utilization of advanced causal designs and survival models facilitates the estimation of intervention benefits, costs of error, and supplier hazard over time. The evaluation of human-in-the-loop decision protocols within the contexts of procurement and security operations is imperative. The development of privacy-preserving, drift-aware pipelines for ERP/IoT and OSINT with provenance scoring is essential for ensuring the security and integrity of data processing systems. In order to meet regulatory scrutiny, it is crucial to standardize XAI and documentation. Finally, the integration of risk scores into inventory, sourcing, and incident response policies is to be studied through field experiments.
4.3 Limitations of review
The present review is constrained to U.S. and English-language studies (2015–2025), excluding a considerable number of proprietary or unpublished deployments. The evidence is heterogeneous, with models, labels, and metrics exhibiting variability. Additionally, calibration is inconsistently reported, and causal counterfactuals are infrequent. Disclosure-based proxies may not always align with the actual ground truth, as they are often influenced by managerial interpretations. The presence of multi-tier visibility (Tier-2/3) and IoT/ERP datasets is minimal, thereby constraining operational generalizability. The presence of publication and survivorship bias is a probable consideration. Furthermore, the documentation of fairness, privacy, and drift monitoring practices is found to be disparate, thereby impeding the evaluation of governance maturity.
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