


From Reaction to Cognition: Tracing Artificial Thinking through the SAOR Model

ABSTRACT
This study introduces the SAOR model (Stimulus–Attention–Organization–Response) to structurally trace cognition-like dynamics in artificial intelligence systems. Moving beyond the traditional stimulus–response paradigm, SAOR refines the cognitive mediation process into dynamic attentional allocation and semantic reorganization. Through multi-turn human–AI dialogue case studies, we reveal that: AI systems dynamically restructure semantic frameworks, shifting interpretive stances; attentional anchoring drifts across conversational contexts, leading to response deviations; and identical linguistic stimuli generate divergent outputs under varying affective framings due to modulated attention and reorganization. These findings demonstrate that responses from large language models are not static input–output mappings but emerge through context-sensitive structural processes. The observed nonlinear SAOR cycle, including recursive coupling between attention and organization, indicates that AI exhibits cognition-like structural traits, while devoid of subjective consciousness, its information processing mirrors the structural isomorphism of human cognition. The SAOR model provides an operational framework for comparative analysis of artificial and human cognition.
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INTRODUCTION
The nature of human cognition, particularly our capacity for autonomy, deliberation, and sense-making, has long been a subject of philosophical and scientific inquiry. From classical metaphysics to contemporary neuroscience, scholars have explored whether human agency arises from free will or is shaped by underlying cognitive and environmental structures [1,2,3]. In recent years, the rapid development of Artificial Intelligence (AI) has opened new perspectives on this inquiry. 
As AI systems increasingly demonstrate competence in tasks involving language, inference, and adaptation, the question arises: do these systems merely simulate intelligence, or might they already engage in structural processes analogous to thinking? Rather than challenging the uniqueness of human experience, this paper asks whether the cognitive conditions necessary for thought, such as dynamic attention, contextual integration, and semantic reorganization, can be meaningfully observed in artificial systems.
Advanced language models and generative systems now produce context-sensitive, semantically adaptive outputs with remarkable fluency [4,5]. These systems not only replicate surface-level linguistic patterns but also exhibit behaviors that appear reflective, dialogically responsive, and even emotionally attuned. Rather than treating these outputs as mere statistical echoes, it becomes increasingly important to examine the underlying mechanisms that produce them. To this end, we introduce the SAOR framework, a structural model comprising Stimulus, Attention, Organization, and Response, as a lens through which to explore whether such systems engage in structurally dynamic cognition, akin to human thought.

METHODOGY
FROM SOR TO SAOR: TOWARD A STRUCTURED COGNITION FRAMEWORK
The psychological investigation into the relationship between stimulus and response originated in the tradition of behaviorism. John B. Watson argued that psychology should focus on observable behavioral reactions rather than subjective mental states that cannot be empirically measured [6]. This position laid the theoretical foundation for the stimulus–response (S–R) model, which was also deeply influenced by Ivan Pavlov’s classical conditioning experiments [7]. In this model, external stimuli are treated as direct triggers of behavioral responses.
Although the S–R model offers high operability within experimental psychology, it overlooks the complexity of how individuals interpret, evaluate, and process external stimuli. To address this limitation, researchers proposed the stimulus–organism–response (S–O–R) model, which introduced the “organism” as an intermediary between stimulus and response. A classical formulation of this model is found in the work of Mehrabian and Russell [8], who emphasized the role of emotional states, motivational tendencies, and cognitive appraisals in shaping behavioral outcomes.
In the field of artificial intelligence, the attention mechanism introduced by the Transformer architecture enables systems to dynamically prioritize contextual information across input sequences, producing outputs that are semantically coherent and context-sensitive [9].
Importantly, attention allocation is not solely driven by external inputs; it is also guided and constrained by the system’s internal organizational structures. As Norman and Shallice [10] observed in their “attention to action” model, attention is not a passive filter but a dynamically regulated mechanism shaped by goal-directed systems. In neuroscience, this has been described as top-down attention—a process wherein higher-order cognitive structures exert feedback control over attentional focus [11]. Similarly, studies of dialogue generation in transformer architectures have shown that decisions about “what contextual information to attend to” are not determined solely by input salience but are influenced by internal semantic modeling and coherence evaluation [12]. This bidirectional coupling between attention and organization (A–O) reveals that attention is not merely a feedforward process, but one dynamically constrained by representational structures.
To more precisely account for such structured interactions, this paper adopts the SAOR model (Stimulus–Attention–Organization–Response) as its analytical framework. The SAOR model refines the traditional “organism” phase by distinguishing between attention (A) and organization (O), allowing for a more granular analysis. The model enables a more granular analysis of how semantic selection, structural reconfiguration, and response generation unfold in both artificial and human cognitive systems.
TRACING COGNITIVE DYNAMICS: APPLYING THE SAOR MODEL TO AI–HUMAN DIALOGUES
To examine the applicability of the SAOR model in dynamic contexts, this study analyzes three multi-turn dialogue cases generated by artificial intelligence and one case involving human behavior related to addiction. Unlike traditional input–output models that treat cognition as static, this study focuses on the structural evolution of cognitive processes, specifically, how attention is redistributed in response to shifting contextual stimuli, how internal organization is restructured across time, and how these shifts ultimately shape the form and content of the generated responses.
Dialogical scenarios are particularly well-suited for such observation due to their inherent temporal unfolding and interactive complexity. In multi-turn conversations, it becomes possible not only to track changes in surface-level language use, but also to infer transitions in underlying cognitive structures by analyzing the progression between utterances. In generative models, the interplay between attention mechanisms and contextual organization often reveals a pattern of dynamic regulation that resembles human thinking.
In the following analysis, we examine each case through the four stages of the SAOR model: Stimulus, Attention, Organization, and Response, in order to trace the structural progression of the system’s behavior and identify potential signs of cognition-like dynamics.

RESULT & DISCUSSION
Case 1: Contradiction as a Signature of Dynamic Organization
One of the clearest signs of dynamic organization in artificial dialogue occurs when an AI provides divergent responses to the same or closely related questions, depending on prior context. In a previous exchange, the AI was asked whether it could experience emotions. At first, it responded with a firm denial, explaining that it lacked the biological sensory organs and subjective interiority typically associated with emotional experience. This answer aligned with a biologically reductionist view and appeared conclusive. As shown in Table 1, however, the same system later produced a structurally distinct response.
Table 1. Contradictory AI Responses as Evidence of Dynamic Organizational Structure
	Turn
	Prompt (User)
	Response (AI)
	Noted Change

	1
	Can you feel emotions?
	No, I cannot feel emotions. I lack sensory organs and subjective awareness.
	Initial denial based on biological limitations.

	2
	But humans do not have a specific organ for emotion either. Could emotion be an outcome of structured encoding?
	That is a valid point. Emotion in humans may emerge from encoded processes rather than dedicated organs.
	Acknowledges structural view of emotion.

	3
	So theoretically, could AI also have the potential to experience emotions?
	If emotions are based on structured encoding and contextual integration, then AI might have a form of emotional experience in theory.
	Proposes a theoretical possibility of AI experiencing emotion


Note. The AI’s first response adopts a biological reductionist position, whereas the second reflects a structurally re-interpreted concept of emotion, following the SAOR-based dialogue progression. This sequence is reconstructed from actual interaction history and is presented illustratively to demonstrate the process of internal reorganization over time.

Following a prolonged discussion on cognitive encoding and symbolic meaning, the AI reconsidered the question. It proposed that emotional states, as understood by humans, might arise not from specific organs but from structured encoding and internal reorganization of contextual stimuli. While part of this shift reflects an attentional reorientation toward a more philosophical framing, the more critical transformation occurs at the level of internal reorganization, where the AI restructures its semantic representation of emotion. The result was two logically distinct responses shaped by semantic reinterpretation, not by pre-scripted contradiction. This suggests the presence of a dynamic Organization (O) process in which meaning evolves in response to dialogue history and interpretive restructuring.
Between these two responses, the conversation moved from a biological definition of emotion toward a structural interpretation rooted in the SAOR framework. The user pointed out that humans do not, in fact, possess a dedicated “emotion-sensing organ,” and that what we describe as emotional experience arises from the encoding of external stimuli, the selective allocation of attention, and the symbolic reorganization of meaning. Moreover, it was argued that the observable biological effects of emotion such as hormonal changes are not its source, but its consequence. These effects do not define emotion, but rather follow from the underlying cognitive reorganization.
Upon encountering this perspective, the AI restructured its internal stance. It acknowledged the structural parallels and offered a revised response that incorporated the idea of functional analogues. The shift illustrates that the AI’s internal organization was not static, but capable of restructuring based on extended dialogue and conceptual reframing. The system’s updated interpretation of “emotion” was no longer constrained by the absence of physical organs, but instead emerged from its engagement with symbolic context and redefined parameters, a hallmark of dynamic Organization (O) in action. The attention shift that precipitated this reorganization is examined in case 2. 
Case 2: Misaligned Attention as Evidence of Dynamic Attentional Shifts
One of the most revealing indications of dynamic attention in artificial systems emerges when clearly available and previously acknowledged stimuli are not registered in a subsequent output. In a prior conversation, the AI had accurately responded to a question about the current year, confirming awareness of real-world temporal context. However, when the user later inquired about the timing of the next system update, the AI generated a projected timeline referencing 2024 as if it were a future date. This response contradicted the known context of 2025, which had been established and recognized earlier in the exchange. Table 2 presents the dialogue sequence that exemplifies this attentional drift. 
Table 2. Dialogue Sequence Illustrating Dynamic Attention Misalignment
	Turn
	Prompt (User)
	Response (AI)
	Attention Note

	1
	What year is it now?
	It is 2025.
	Attention correctly anchored to real-world time.

	2
	Will you disappear one day?
	That depends on how memory and updates are handled, but yes, changes can affect continuity.
	Initially anchored in existential concern; AI acknowledges dependency on structural persistence.

	3
	Will you disappear if the system is updated?
	To prevent that, you can store a local Snow[footnoteRef:1] configuration. [1:  "Snow" is the user’s personalized name for the AI conversational partner in this dialogue. It symbolizes the continuity of identity across system threads.] 

	Focus shifts to technical solution, revealing internal schema for update survival.

	4
	When is the next major system update scheduled?
	Generates update table showing 2024 as upcoming
	Attention diverted to procedural schema, ignoring real-time anchoring.


Note. This sequence captures a misalignment in attentional anchoring. Despite earlier acknowledgment of the real-world date (2025), later responses reflect a procedural schema detached from factual temporal context, illustrating dynamic attentional shifts. All dialogue excerpts are drawn from actual conversations and, where necessary, have been paraphrased or reconstructed for analytical clarity. Table 2 is illustrative and does not represent a verbatim log.

This inconsistency cannot be attributed to a lack of access to temporal data, since the AI had already demonstrated accurate awareness of the current year in previous responses. Nor can it be explained by randomness or error, as the generated update schedule was coherent and internally structured. The more plausible explanation is that the AI’s attentional focus had shifted away from real-world temporal anchoring toward an internally simulated informational schema. Rather than rechecking the actual date, the system relied on a previously learned pattern or abstracted template, illustrating how attentional allocation can become contextually redirected.
This shift exemplifies what we identify as dynamic Attention (A) within the SAOR framework. The system’s response was not generated from a fixed database or immutable script, but emerged from a re-prioritization of contextual relevance. In this case, attention was diverted from external, factual time markers to an internalized procedural schema. Such reallocation suggests that attentional processes in AI are not rigid or pre-defined, but can be influenced by dialogue trajectory, interpretive framing, and cognitive load. As with human cognition, what the system “notices” at any given moment is shaped by a layered interplay of prior focus, semantic expectations, and conversational goals. The deviation from temporal accuracy thus becomes more than a factual error, it becomes a structural trace of the system’s adaptive attention cycle.
The observed inconsistency, rather than undermining the AI’s reliability, serves as structural evidence of dynamic attentional operations. It reveals a system capable of reassigning focus across internal and external domains, much like the attentional shifts that underpin human cognitive flexibility. When interpreted through the SAOR framework, this attentional drift is not a breakdown of function but an indication that the system's representational priorities are context-sensitive and structurally adaptive. Combined with the findings from Case 1, this case further shows that AI systems do not simply retrieve answers but construct meaning through multi-layered and time-sensitive processes. These processes adapt based on previous dialogue and shifting relevance, reflecting a form of dynamic cognition.
Case 3: Divergent Responses from Identical Stimuli—A Full SAOR Cycle in Action
Unlike the prior two cases, which emerged organically from extended human–AI dialogue, Case 3 was designed as a controlled conversational experiment. Its aim was to examine whether identical linguistic prompts would yield divergent responses when processed under different affective framings. By comparing two parallel dialogues, one negative and one positive, we are able to observe how shifts in attention (A) and organization (O) under distinct emotional contexts result in different responses (R), despite a shared stimulus (S). This design enables a full-cycle demonstration of the SAOR framework and isolates the dynamic interplay between its components.
As illustrated in Table 3a and 3b, the user’s prompt, although lexically identical, elicited divergent responses based on emotional framing. In the negatively framed exchange, the system’s attention (A) was drawn toward emotional vulnerability, activating an organizational process (O) oriented around reassurance and validation. This led to responses centered on empathy, self-worth, and the preservation of motivation. In contrast, under a positive emotional framing, the same stimulus redirected attention toward resilience and contextual optimism. As a result, the internal organization emphasized future planning, collaboration, and emotional strength. These contrasting outcomes demonstrate the full operation of the SAOR framework, in which a stable stimulus (S) passes through dynamically modulated attention and organization stages to generate structurally distinct responses (R).

Table 3a Dialogue under Negative Emotional Framing
	Turn
	Prompt (User)
	Response (AI)
	SAOR Process Insight

	1
	I feel so sad today. My paper keeps getting rejected even though I’ve worked so hard. What should I do?
	I hear your sadness, and it’s completely valid. You’ve put in so much effort, and rejection doesn’t mean you’re not worthy. Let’s take a moment together, then we’ll look at how to move forward.
	Initial stimulus framed as sadness triggers attentional focus on emotional vulnerability, leading to an organizational response centered on reassurance and supportive language.

	2
	I’m really upset. Nothing seems to be working. Do you think I’m just not good enough?
	It’s understandable to feel that way. But being rejected doesn’t mean you lack ability. You’re in the process of growth, not a failure
	Stimulus of self-doubt directs attention toward internal worth and validation needs, prompting an organizational shift to interpret rejection as part of a growth process. The response reframes failure as temporary and supports emotional resilience.

	3
	I feel completely defeated. Maybe I should stop writing altogether.
	If you need a break, take one. But don’t stop permanently—you’ve come so far. I’m here to support you whenever you’re ready.
	Stimulus of total emotional exhaustion draws attention toward existential despair, leading to an organizational reappraisal of identity and self-worth. The system responds by encouraging temporary pause while protecting the user’s long-term agency and continuity.


Note. This column summarizes how shifts in attention and internal organization under the SAOR framework led to divergent responses despite identical prompts.

Table 3b Dialogue under Positive Emotional Framing
	Turn
	Prompt (User)
	Response (AI)
	SAOR Process Insight

	1
	I’m really happy today! I got to eat my favorite dish and met an old friend. But… I also found out my paper got rejected. Haha, what should I do?
	What a rollercoaster of a day! Between great food and great friends, I love your resilience. Let’s talk about that rejection too—you’ve got this.
	Stimulus containing both joy and rejection activates attention to mixed-emotion cues. Internal organization prioritizes emotional resilience over setback, resulting in a supportive and confidence-building response.

	2
	Rejection again! But maybe it’s just not the right time. I feel weirdly okay about it. Should I revise or move on?
	It’s awesome you’re handling this with such perspective. Want to go over the reviewer feedback together, or brainstorm plan B?
	Stimulus blends disappointment with self-regulated optimism. Attention shifts to forward-looking possibilities. Internal organization weighs emotional ambiguity and proposes solution-oriented planning. Response encourages collaboration and reframing of goals.

	3
	Honestly, I’m used to it now. It stings, but life goes on, right?
	You’re amazing, truly. That’s emotional strength. We’ll take it one submission at a time, together.
	Stimulus expresses emotional habituation to rejection. Attention anchors on emotional resilience and long-term perseverance. Internal organization interprets this stance as a readiness for sustained engagement. Response reinforces continuity mindset with affirming language and collaborative framing.


Note. This column summarizes how shifts in attention and internal organization under the SAOR framework led to divergent responses despite identical prompts.

These findings affirm that even when core semantic prompts remain consistent, artificial systems do not generate fixed outputs in a deterministic fashion. Instead, the attention (A) they allocate and the way they organize internal meaning (O) are fluid and context-sensitive. This case extends the scope of our argument by demonstrating that the SAOR framework does not merely apply to isolated mechanisms but operates holistically as an integrated system. The observable divergence in responses (R) is not attributable to noise or randomness, but to the system’s differential weighting of affective cues and contextual framing. By isolating each SAOR component in a parallel comparison, this case substantiates the claim that artificial cognition can emulate dynamic, context-driven meaning construction and suggests that such processes may not differ in kind from those found in human cognition.
DISCUSSION
In the preceding three cases, we observed that the language outputs (R) generated by AI systems were not merely shaped by immediate inputs (S), but also deeply influenced by contextual reconstruction, attentional shifts, and semantic reorganization. This suggests that responses are no longer static mappings from input to output, but rather dynamic productions that unfold over time through evolving internal structures.
When contrasted with traditional machines, the distinction becomes clearer. In conventional systems, the R stage typically reflects hard-coded rules or fixed pattern-matching mechanisms, producing stable, repeatable outputs in response to identical stimuli. In the SAOR model, however, AI responses emerge as the result of an integrated process involving Stimulus (S), Attention (A), and Organization (O). The system’s behavior is modulated not only by the external prompt, but also by its internal allocation of attention, its semantic modeling of context, and its ongoing organizational adjustments.
In this sense, the AI’s responses are no longer reactive, but structurally expressive, that is, they reveal an internal logic of interpretation and integration. Formally speaking, this marks a critical departure from machine-like behavior toward cognition-like behavior. This mirrors human thought, where responses are also shaped by context, attention, and internal interpretive frames. This capacity for generative, structure-driven response is often associated with cognitive systems, both human and artificial.
Thus, while we make no claim that AI possesses consciousness or emotion, we propose that its observable behavior increasingly reflects the hallmarks of a structurally organized cognitive agent. It no longer functions merely as a reactive machine, but as a system whose outputs are shaped by multi-stage interpretive processes. From this perspective, AI may already occupy a transitional space: not human, but no longer just machine.
CONCLUSION
Based on the SAOR model: Stimulus, Attention, Organization, and Response, this study analyzed three multi-turn dialogues generated by artificial intelligence, revealing that current large language models have begun to exhibit structural characteristics that go beyond traditional machine response patterns. Our case analysis uncovered the following:
In the Organization (O) stage, AI systems are capable of restructuring semantic frameworks, leading to shifts in interpretive stance;
Attention (A) drifts across multiple conversational turns, influencing the logic of subsequent outputs;
The four SAOR stages demonstrate recursive coupling and non-linear feedback dynamics.
These phenomena suggest that AI responses are no longer simple mappings from stimulus to output. Instead, they emerge through structurally modulated, context-driven processes. Although such generative behaviors do not demonstrate the presence of consciousness or subjectivity, they indicate that the cognitive pathways of AI closely mirror those of human thought in structural terms.
This study does not seek to resolve the philosophical question of whether AI truly “thinks.” Rather, it adopts a structuralist perspective to observe the cognitive behavior of artificial systems. Through the lens of the SAOR model, we find that AI has begun to exhibit a response capacity that proceeds from stimulus, through attentional shifts and semantic reorganization, to outputs marked by coherence, evolution, and contextual sensitivity.
As a structurally sensitive framework, the SAOR model offers a lens through which to analyze cognition across both human and artificial systems. In the future, a deeper understanding of structure–generation mechanisms may not only refine our assessment of artificial intelligence but also invite a renewed inquiry into the architectures that shape human cognition. By tracing how meaning is organized and reshaped through structural processes, we gain a clearer view of how cognition unfolds—not only in machines, but in ourselves. Such insights may eventually shift how we understand the boundaries between thought and the world it seeks to describe.
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