


Integration of Quantum Computing with Artificial Intelligence: A Systematic Review 

Abstract:
Objective: To synthesize the state of the art on how quantum computing (QC) and artificial intelligence (AI) intersect, including algorithmic foundations, software/hardware stacks, empirical evidence of advantage, applications, and open challenges.
Methods: We executed a structured search (2019–Aug 2025) across major journals (Nature portfolio, APS/PR, Elsevier), arXiv, and official framework documentation (Qiskit, Cirq/TFQ, PennyLane; AWS Braket; NVIDIA CUDA-Q). We included peer‑reviewed studies, comprehensive surveys, and official docs; we excluded opinion pieces and non-reproducible claims.
Results: The field converges on hybrid quantum‑classical workflows with two dominant AI families: (i) quantum kernel methods and (ii) variational circuits/QNNs. Trainability remains a core challenge (barren plateaus and noise), with mitigation strategies advancing (local costs, layerwise training, engineered dissipation, learned decoders). Frameworks and cloud orchestrators now support end‑to‑end hybrid training. Empirical “utility” demonstrations in physics‑inspired tasks exist, while domain‑level advantage in mainstream ML is unproven and data‑dependent.
Conclusions: QC‑AI integration is maturing into reproducible hybrid stacks. Near‑term value lies in quantum kernels with tailored feature maps, physics‑regularized QNNs, simulator‑accelerated pipelines, and AI‑for‑QC (calibration/decoding). Broad ML advantage awaits lower‑noise hardware and quantum‑friendly data embeddings.
Keywords: quantum machine learning; quantum kernels; variational quantum circuits; hybrid quantum‑classical; error mitigation; barren plateaus; CUDA‑Q; AWS Braket; TensorFlow Quantum; PennyLane.

1. INTRODUCTION:
Combining quantum computing (QC) with artificial intelligence (AI) is one of the most exciting new areas of science and technology. It could change how we handle data, train models, and solve problems that even the most powerful supercomputers can't handle right now. In the last ten years, both quantum hardware and quantum algorithms have made huge strides, just as AI applications have grown quickly in almost every field, including healthcare, finance, logistics, cybersecurity, and climate prediction ("Aharonov d (1999) quantum computation. Ann rev comput phys vi:259–346,"). This convergence has led to the new field of quantum machine learning (QML), which tries to use the ideas of quantum mechanics—superposition, entanglement, and interference—to improve or speed up classical AI algorithms ("Alam m, ash-saki a, ghosh s (2020) accelerating quantum approximate optimization algorithm using machine learning. In 2020 design, automation & test in europe conference & exhibition (date), 686–689,"). This lets them explore higher-dimensional feature spaces, use non-classical correlations, and solve some types of optimization and pattern-recognition problems more quickly. The promise of QML is twofold: first, to use quantum processors to speed up certain parts of machine learning workflows, like kernel estimation, linear algebra operations, or sampling; and second, to create hybrid quantum-classical architectures that combine the strengths of noisy intermediate-scale quantum (NISQ) devices with mature classical machine learning frameworks to get better performance even before fault-tolerant quantum computers are available ("Antakli a et al (2023) ajan: An engineering framework for semantic web-enabled agents and multi-agent systems. In: Mathieu p, dignum f, novais p, de la prieta f (eds) advances in practical applications of agents, multi-agent systems, and cognitive mimetics. The paams collection. Springer nature switzerland, cham, pp 15–27,"). The appeal of this paradigm is further reinforced by theoretical studies suggesting that quantum algorithms can offer polynomial or even exponential speedups in learning tasks under specific assumptions about data structure, distribution, and feature-map design, although such claims are often highly contingent on realistic constraints of data loading, error rates, and hardware scalability. The conceptual foundation for quantum-enhanced machine learning was established in seminal works such as Harrow, Hassidim, and Lloyd’s (HHL) algorithm for solving linear systems of equations, which suggested exponential acceleration for high-dimensional algebraic problems, and Rebentrost et al.’s proposal of a quantum support vector machine (QSVM), which illustrated how quantum feature maps could, in principle, separate classes that are exponentially challenging for classical kernels. In the last ten years, variational quantum algorithms (VQAs) and parameterized quantum circuits (PQCs) have become more common. These are the main parts of quantum neural networks (QNNs) and hybrid optimization routines ("Apers s, de wolf r (2020) quantum speedup for graph sparsification, cut approximation and laplacian solving. In 2020 ieee 61st annual symposium on foundations of computer science (focs), 637–648,"). These methods try to make the most of quantum states' expressive potential while reducing the consequences of decoherence and gate errors by using shallow circuits that are trained at the same time as classical optimizers. But this promise is tempered by big problems, like barren plateaus—areas where gradients disappear exponentially, making training harder—and the fact that quantum states are fragile when noise is present. Recent research has concentrated on formulating techniques to mitigate these constraints, encompassing the implementation of local cost functions, layerwise training, problem-inspired ansätze, noise-aware optimizers, and engineered dissipation mechanisms that enhance trainability ("Arrigoni f, menapace w, benkner m. s, ricci e, golyanik v (2022) quantum motion segmentation. In european conference on computer vision, 506–523. Springer,"). The relationship between data and model is an important factor in deciding whether quantum advantage is possible. For example, Huang et al. (2021) have changed the conversation about the "power of data" by showing that quantum feature maps can only outperform classical kernels when the dataset has structures that are hard for classical learners to capture. This shows how important it is to choose problems and benchmarks carefully.
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Figure 1 Hybrid QC–AI workflow schematic.
Alongside these algorithmic advancements, a resilient ecosystem of software frameworks and hardware platforms has been developed to facilitate QC-AI integration. Researchers can now build and train hybrid models by mixing quantum circuits with well-known deep learning frameworks like PyTorch and TensorFlow. This is achievable thanks to open-source tools like Qiskit Machine Learning (IBM), Cirq + TensorFlow Quantum (Google), and PennyLane (Xanadu). AWS Braket Hybrid Jobs and NVIDIA CUDA-Q are examples of cloud services and hardware-software stacks that provide orchestration layers. These layers let customers execute reproducible hybrid workloads spanning CPUs, GPUs, and quantum processing units (QPUs), speeding up both prototype and deployment. These tools have made quantum resources more accessible to everyone and made it easier to reproduce results, which has led to more empirical investigations testing QML models on real devices. While unequivocal demonstrations of "quantum advantage" in machine learning are still lacking, recent "utility-scale" experiments—such as IBM's error-mitigated computations on 127-qubit devices—have provided credible evidence that quantum hardware can already generate outputs that are impractical to replicate classically, particularly in physics-inspired tasks like spin-model dynamics. These advances indicate that the path to practical quantum machine learning (QML) is not linear but rather domain-specific. The most potential near-term successes are anticipated in fields where data can be efficiently encoded into quantum states and where structured embeddings easily correlate with quantum features. The use of QC-AI integration is growing quickly in many different fields. In healthcare, systematic reviews published in 2025 demonstrate that QML models have started to achieve comparability with classical baselines on small, high-dimensional datasets, such as electronic health records, with sporadic enhancements in low-data contexts where quantum kernels can leverage high-dimensional feature spaces. In drug discovery and chemistry, QNNs and hybrid quantum-classical pipelines are utilized for molecular property prediction and quantum chemistry simulations, potentially expediting compound screening and structure-based drug design. Quantum approximation optimization algorithms (QAOA) and hybrid heuristics are being studied for supply-chain optimization, scheduling, and portfolio management in optimization and logistics, however it is yet unclear if they are better than classical heuristics. Error-mitigated variational circuits have been utilized in physics and materials science to calculate observables of spin systems and quantum many-body models, which are activities that challenge the boundaries of classical simulation. AI is also being utilized more and more to make quantum computing better. For example, reinforcement learning and deep neural networks are used to improve pulse optimization, device calibration, and quantum error correction through learnt decoders. This "AI-for-QC" method could lead to some of the first real benefits, since it directly fixes hardware problems and speeds up the path to quantum devices that can be used on a large scale. Even with these improvements, the combination of QC and AI still has structural problems. In many circumstances, the problem of efficiently loading data—putting classical data into quantum states without adding too much overhead—has not been solved. Variational algorithms have trouble scaling up because of things like barren plateaus, hardware connection, limited qubit counts, and random noise. Also, claims of quantum advantage need to be carefully compared to strong classical baselines, because many enhancements that seem to be there disappear when classical algorithms are adequately improved and tested. A lot of firms, such IBM, Google, Microsoft, Xanadu, and Rigetti, as well as cloud providers like AWS, are very interested in QML and are spending a lot of money on tools and ecosystem development. However, experts warn against exaggerating what QML can do right now. They point out that even while the discipline has evolved from purely theoretical speculation to replicable hybrid processes, its real-world effects are still limited and restricted to certain areas. It is evident that the convergence of quantum computing (QC) and artificial intelligence (AI) has initiated a research paradigm that promotes co-design among hardware, algorithms, and data embeddings, hence facilitating domain-driven quantum advantage in the future ("Bauckhage c et al. Quantum machine learning: State of the art and future directions. Federal office for information security (bsi), germany,").
2. Methodology:
Reporting adheres to PRISMA principles for narrative systematic reviews. We searched from 2019 to August 2025 using combinations of terms like "quantum machine learning review," "quantum kernel," "variational quantum circuit neural network," "barren plateaus," "TensorFlow Quantum," "PennyLane," "Qiskit Machine Learning," "AWS Braket Hybrid Jobs," and "CUDA-Q." Eligibility: peer-reviewed primary studies, extensive surveys, and formal framework documentation. We left out opinion pieces that weren't scholarly and statements that couldn't be verified. The extracted fields were: algorithm category, task domain, hardware/simulator, training approach, and evaluation baselines ("Bauckhage c et al (2020) quantum machine learning. Eine analyse zu kompetenz, forschung und anwendung. Fraunhofer iais," ; "Bergenti f et al (2005) developing agent-based applications with jade, pages 191–214. Springer berlin heidelberg, berlin, heidelberg," ; "Blenninger j et al (2024) quantum optimization for the future energy grid: Summary and quantum utility prospects,"). We put together the results subjectively and sorted them by algorithms, stacks, evidence, applications, and problems because the evidence was different and the updates were coming in quickly.
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Figure 2 PRISMA flow chart
Table 1 Databases and Search Strategy
	Source
	Coverage / Rationale
	Example Query Strings (2019–Aug 2025)

	Nature/APS/Elsevier + PubMed
	Peer‑reviewed primary studies and reviews
	“barren plateaus”, “quantum kernel support vector machine”, “learned decoder surface code”

	arXiv
	Rapidly evolving preprints in QML and hardware
	“quantum kernel training”, “data re‑uploading”, “QAOA layerwise”

	Framework Docs
	Authoritative implementation details
	“Qiskit Machine Learning”, “TensorFlow Quantum”, “PennyLane”, “CUDA‑Q”, “AWS Braket Hybrid Jobs”



Table 2 Inclusion and Exclusion Criteria
	Inclusion
	Exclusion

	Peer‑reviewed articles, comprehensive surveys; official framework/vendor docs
	Blog posts/opinions without primary evidence

	Works with reproducible methods, code or official tutorials
	Pure speculation; unverifiable claims

	Results on either real devices or realistic noise models
	Toy claims without baselines or metrics


3. Results:
3.1. Algorithmic Foundations
The literature identifies two principal algorithmic families fundamental to quantum machine learning (QML): quantum kernel approaches and variational quantum circuits (VQCs)/quantum neural networks (QNNs). Quantum kernel approaches are based on the idea of employing quantum circuits as feature maps to map classical data into high-dimensional Hilbert spaces. These methods provide kernel matrices that can be employed in classical algorithms like support vector machines (QSVMs) or Gaussian processes by calculating the overlap (fidelity) between quantum states. From 2019 to 2025, there is proof that quantum kernels are the most reliable way to get a quantum advantage that depends on the data ("Castelvecchi d (2024) quantum internet milestone takes entanglement out of the lab and into cities. Scientific american,"). Theoretical research illustrates that when datasets exhibit correlations unattainable by conventional kernels, quantum feature maps can differentiate classes that are otherwise indistinguishable. Empirical results are inconsistent: small-scale demonstrations on healthcare and molecular datasets indicate accuracy enhancements, particularly in low-sample/high-dimensional contexts, although stringent comparisons with optimized classical kernels sometimes reveal equivalence. Researchers are putting more and more emphasis on the necessity for task-specific embeddings ("Cavallaro g et al (2020) approaching remote sensing image classification with ensembles of support vector machines on the d-wave quantum annealer. In igarss 2020 - 2020 ieee international geoscience and remote sensing symposium, 1973–1976,"). They point out that quantum kernels are not always better, but they could be very important in organized fields like genomics or materials science. The second family is made up of variational quantum circuits (VQCs) and quantum neural networks (QNNs). These models depend on parameterized quantum circuits, where the gates that can be trained are like the weights of a neural network. VQCs have been utilized in categorization, generative modeling, and reinforcement learning applications. Nevertheless, issues related to trainability prevail throughout the literature. There is a lot of evidence for the occurrence of barren plateaus, where gradients disappear exponentially with circuit depth ("Chen k.-y, hogg t, huberman b. a (2007) behavior of multi-agent protocols using quantum entanglement. In aaai spring symposium: Quantum interaction, 1–8," ; "Coecke b, de felice g, meichanetzidis k, toumi a (2020) foundations for near-term quantum natural language processing. Arxiv preprint arxiv:2012.03755,"). Noise makes this problem much worse, which stops optimization from happening. There were important ways to reduce the damage between 2021 and 2025:
· Local cost functions limit optimization to sub-systems, which keeps the gradient signal.
· Layerwise training, where circuits are built up one layer at a time to keep them from falling into empty areas right away.
· Ansatz restrictions, which add structure to the circuit that is relevant to the problem to cut down on parameter redundancy.
· Engineered dissipation and noise-aware training, which purposely add stabilizing dynamics.
· These methods have made it possible to train medium-sized circuits again, but the problem of universal scalability is still not solved.
Finally, quantum-accelerated subroutines, including the Harrow-Hassidim-Lloyd (HHL) algorithm and quantum linear solvers, have been theoretically connected to machine learning speedups that grow exponentially. However, their dependence on idealized conditions—sparse matrices, low condition numbers, and quick state preparation—constrains contemporary actual implementation ("Coecke b, sadrzadeh m, clark s (2010) mathematical foundations for a compositional distributional model of meaning. Arxiv preprint arxiv:1003.4394," ; "Collier r. w et al (2015) reflecting on agent programming with agentspeak (l) in prima 2015: Principles and practice of multi-agent systems: 18th international conference, bertinoro, italy, october 26-30, 2015, proceedings 13, 351–366. Springer,"). In this way, the science is moving more and more toward hybrid algorithms instead of single "black-box" quantum accelerators.
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Figure 3 Algorithm Families vs Practical Criteria
3.2. Software & Hardware Stacks
Frameworks: Qiskit Machine Learning (quantum kernels and QNNs with PyTorch connectors), Cirq + TensorFlow Quantum (tight TF integration), and PennyLane (quantum differentiable programming across backends). Cloud orchestration via AWS Braket Hybrid Jobs and NVIDIA CUDA‑Q enables reproducible, single‑program hybrid workflows with GPU‑accelerated simulation and managed QPU access ("Dahi za et al (2024) an evolutionary deep learning approach for efficient quantum algorithms transpilation. In: Smith s, correia j, cintrano c (eds) applications of evolutionary computation. Pp. Springer nature switzerland, cham, pp 240–255," ; "Danesh mh, cai p, hsu d (2022) leader: Learning attention over driving behaviors for planning under uncertainty. In 6th annual conference on robot learning,").
Table 3 Representative Frameworks/Stacks
	Stack
	Key Features
	Notes

	Qiskit ML
	Quantum kernels; QNNs; PyTorch connector; tutorials
	Mature docs and tutorials; integrates with IBM runtimes

	Cirq + TFQ
	Hybrid models inside TensorFlow; high‑perf simulators
	Backed by Google Quantum AI

	PennyLane
	Differentiable programming; many devices; Lightning simulators
	Rich QML demos; Braket plugin

	AWS Braket Hybrid Jobs
	Managed hybrid jobs; BYOC containers
	Integrates with PennyLane & SDK

	NVIDIA CUDA‑Q
	Unified CPU/GPU/QPU kernels; Python/C++ APIs
	Fast simulators; PyTorch examples


NISQ devices have improved in terms of hardware, however they are still loud. IBM's 127-qubit "Eagle" and later generations showed that error-mitigated utility computations could do spin-model jobs just as well as or better than classical brute-force simulations. Trapped-ion devices obtained unprecedented single- and two-qubit gate fidelities, whilst surface-code tests demonstrated logical error suppression across several cycles. Even with these improvements, it is still hard to scale to large-depth circuits that can be trained consistently ("Dargan j (2023) how close are we to quantum artificial intelligence? The quantum insider,").
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Figure 4 Application Domains vs Maturity Dimensions
3.3. Empirical Evidence & Applications
Healthcare: Systematic reviews released in 2025 encapsulate more than 50 QML studies centered on healthcare. Most people evaluated QNNs or QSVMs on small to medium-sized clinical datasets, like subsets of electronic health records (EHRs) and imaging data ("De falco f, ceschini a, sebastianelli a, le saux b, panella m (2024) quantum hybrid diffusion models for image synthesis. Ki-künstliche intelligenz, 1–16," ; "Derieux a,saad w (2024) eqmarl: Entangled quantum multi-agent reinforcement learning for distributed cooperation over quantum channels,").
· QML models often match traditional baselines, although they sometimes do better when there isn't much data.

· Research employing meticulously calibrated classical kernels (RBF, Sobolev) frequently refutes alleged advantages of QML.
· Reproducibility is getting better as frameworks define pipelines, but there aren't enough big, open medical datasets, which makes it hard to generalize.
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Figure 5 Healthcare QML Outcomes
Drug Discovery and Chemistry: Because molecule wavefunctions naturally map to each other, QML and quantum chemistry are quite similar in theory. Variational algorithms have been utilized to forecast ground states, molecular characteristics, and reaction routes. From 2022 to 2025 ("Dilmegani c (2025) Quantum artificial intelligence. Ai multiple," ; "Dunjko v et al (2017) advances in quantum reinforcement learning. In 2017 ieee international conference on systems, man, and cybernetics (smc), 282-287. Ieee press,"):
· Compared to classical baselines, QNNs showed only small increases in predicting the properties of tiny molecules.
· The most promising hybrid pipelines are those that mix VQE-like circuits with standard neural networks.
· Even if people are excited, most outcomes are still pre-advantage, which means that rigorous scaling evaluations are needed.
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Figure 6 Drug Discovery QML Studies
Optimization and Scheduling: Quantum approximation optimization techniques (QAOA) have been utilized for combinatorial challenges, including scheduling, portfolio optimization, and traffic routing ("Farhi e, harrow a. w (2019) quantum supremacy through the quantum approximate optimization algorithm," ; "Feld s et al (2019) a hybrid solution method for the capacitated vehicle routing problem using a quantum annealer. Frontiers in ict, 6,"). The results show that: 
· Shallow QAOA circuits trained with layerwise expansion perform as well as traditional algorithms.
· Deep QAOA has problems with barren plateaus, noise buildup, and not enough connections between qubits.
· Hybrid quantum-classical heuristics are better than naive QAOA, but they don't always beat the best classical solutions.
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Figure 7 Optimization & QAOA Results
Physics-Inspired Machine Learning: The most convincing examples of "quantum utility" can be found in workloads that are inspired by physics. Error-mitigated circuits with over 100 qubits have yielded expectation values that exceed classical tractability in spin models and coupled electron systems. These activities fit well with quantum hardware and can be used to test how well QML can be scaled ("Fösel t et al (2021) quantum circuit optimization with deep reinforcement learning,").
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Figure 8 Physics-ML: Classical vs Quantum Utility
Anomaly Detection and Manufacturing: Recent research talks about quantum kernel anomaly regressors (QKAR) that can be used in making semiconductors and checking their quality. These techniques utilize high-dimensional quantum embeddings to represent small-sample, high-feature datasets. Preliminary findings from industry case studies are encouraging, but commercial implementation remains experimental ("García-azorín p et al (2024) robust multi-mode superconducting qubit designed with evolutionary algorithms,").
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Figure 9 AI-for-QC Practical Applications
4. Discussion
The integration of quantum computing and artificial intelligence, although still in its nascent stage, is swiftly evolving into a domain that combines theoretical potential with empirical investigation. The findings of this systematic review indicate both cautious optimism and pragmatic limitations in forecasting its development ("García-azorín p et al (2024) robust multi-mode superconducting qubit designed with evolutionary algorithms,"). The two main paradigms in quantum machine learning are quantum kernel methods and variational quantum circuits (VQCs)/quantum neural networks (QNNs). They are based on different ideas about how to use quantum devices for machine learning. Quantum kernel methods build directly on classical kernel methods by putting data into high-dimensional Hilbert spaces and using the non-classical correlations that come from superposition and entanglement ("Ghallab m, nau d, traverso p (2016) automated planning and acting. Cambridge university press,"). On the other hand, VQCs and QNNs try to copy the structural flexibility of classical deep neural networks by parameterizing quantum circuits and optimizing them through hybrid loops with classical computers. Quantum kernels have emerged as the most credible pathway toward near-term advantage, particularly in domains where datasets naturally align with quantum feature maps (for example, physics-informed data, genomics, or structured high-dimensional medical records). However, results consistently reveal that their superiority is highly conditional on the data distribution and problem structure; rigorous benchmarks that employ strong classical kernels such as radial basis function (RBF) or Sobolev kernels often erase claimed advantages, demonstrating that QML cannot be regarded as a universal improvement over classical ML but rather as a problem-specific tool ("Gohel p,joshi m (2024) quantum time series forecasting. In sixteenth international conference on machine vision (icmv 2023), volume 13072, 390–398. Spie,"). Variational models, although conceptually appealing as quantum counterparts to neural networks, encounter intrinsic limitations: Barren plateaus (gradients that disappear exponentially) and device noise make it hard for QNNs to scale up. Even though strategies like local cost functions, layerwise training, ansatz constraints, engineered dissipation, and gradient-aware optimizers have made it possible to train QNNs in some intermediate regimes, there is no general solution for scaling beyond tens of qubits with consistent success. These restrictions underscore a more general lesson from the review: Hardware progress alone won't ensure quantum advantage in machine learning("Guarasci r et al (2022) quantum natural language processing: Challenges and opportunities. Applied sciences, 12(11),"). Instead, data embeddings, algorithmic structures, and device-level limitations will need to be designed together, just like hardware and algorithmic design worked together to make classical deep learning better. The software and hardware ecosystem has grown a lot between 2019 and 2025. Qiskit ML, Cirq+TensorFlow Quantum, and PennyLane have made it easier for researchers to get started by providing reproducible pipelines that work with PyTorch and TensorFlow, as well as orchestration layers like AWS Braket Hybrid Jobs and NVIDIA CUDA. - Q Professionalizing hybrid workloads by letting researchers run containerized, reproducible experiments on CPUs, GPUs, and QPUs without needing to be on-site ("Gupta d, klusch m (2023) hylear: Hybrid deep reinforcement learning and planning for safe and comfortable automated driving. In 2023 ieee intelligent vehicles symposium (iv), 1–8,"). This has been a big reason why QML research has become more reproducible, fixing an early trend of device-specific demonstrations that couldn't be repeated. There has been real but slow improvement in hardware: IBM's 127-qubit "Eagle" chip and other devices that came after it have shown "utility-scale" error-mitigated computations that are as good as or better than classical brute-force simulation for tasks inspired by physics ("Görz g, schmid u, braun t (eds) (2021) handbuch der künstlichen intelligenz. De gruyter oldenbourg, berlin, boston,"). Trapped-ion systems have also set records for fidelity in two-qubit gates, and surface-code demonstrations of error suppression across multiple cycles offer a credible path toward fault tolerance. However, scaling is still limited by multi-qubit error rates, limited connectivity, and random noise, which means that practical utility is still limited to certain areas. Applications illustrate this divergence: In healthcare, QML models frequently achieve equivalence with classical baselines and occasionally surpass them in low-data, high-dimensional contexts; in drug discovery, hybrid pipelines that integrate VQE-like circuits with classical neural networks exhibit theoretical potential for molecular property prediction but have yet to demonstrate practical advantages. In optimization, QAOA and hybrid heuristics are competitive with, but not often better than, tuned classical heuristics ("Hamilton w. l, ying r, leskovec j (2017) inductive representation learning on large graphs. In proceedings of the 31st international conference on neural information processing systems, nips’17, page 1025-1035, red hook, ny, USA. Curran associates inc,"). In physics and materials science, error-mitigated circuits have made observables that are too complex for classical methods to handle, making this the most credible early application of QML. In industrial anomaly detection (for example, semiconductor fabrication), quantum kernels show promise on small-sample, high-dimensional data, but have not yet replaced classical quality control pipelines ("Inal ali f et al (2023) a multi-agent reinforcement learning approach to the dynamic job shop scheduling problem. Sustainability, 15(10),"). AI applied to quantum computing itself (AI-for-QC) is yielding the most tangible near-term benefits: reinforcement learning and neural-network-based decoders for quantum error correction, machine learning models for pulse calibration, and adaptive control strategies have already been deployed to improve device fidelity and reduce calibration times, effectively making classical AI indispensable for advancing quantum hardware, and this loop of co-dependency may ultimately prove more impactful in the short term than QML applied to classical datasets ("Irie h et al (2019) quantum annealing of vehicle routing problem with time, state and capacity. In quantum technology and optimization problems: First international workshop, qtop 2019, munich, germany, march 18, 2019, proceedings 1, 145–156. Springer,"). The literature review also stresses the importance of methodological rigor: early claims of quantum advantage often disappeared when classical baselines were adjusted with the same level of care. This shows how important it is to have fair comparisons, standardized benchmarks, and clear reporting. Going forward, the field needs to deal with problems that affect algorithms, hardware, and data: for large, unstructured datasets, the data-loading bottleneck (how to embed classical data into quantum states without incurring exponential overhead) is still not solved; the trainability bottleneck in variational algorithms is still there, even though promising heuristics have been found; and the noise bottleneck is still limiting circuit depth, even though error mitigation and learned decoders are helping a little bit. If these barriers can be partially overcome, the most likely trajectory for QC-AI integration will not be broad, across-the-board superiority over classical ML but rather targeted, domain-specific advantage in physics-informed tasks, structured embeddings in healthcare or genomics, and industrial anomaly detection where quantum correlations add representational power ("Javadi-abhari a, treinish m, krsulich k, wood cj, lishman j, gacon j, martiel s, nation pd, bishop ls, cross aw, johnson br, gambetta jm (2024) quantum computing with qiskit,"). The strategic importance of QC-AI integration in research culture must not be underestimated: by harmonizing hardware, algorithms, and data, the field promotes a co-design paradigm that might expedite the development of fault-tolerant quantum devices while generating immediate specialized applications ("Kerenidis i, landman j, luongo a, prakash a (2019) q-means: A quantum algorithm for unsupervised machine learning. In h. wallach, h. larochelle, a. beygelzimer, f. d’alché-buc, e. fox, and r. garnett, editors, advances in neural information processing systems, volume 32. Curran associates, inc,"). So, the current degree of integration is better seen as an evolution that has already happened, not a revolution: Reproducible hybrid stacks and ecosystem maturity offer a robust basis; nonetheless, the discipline must persist in enhancing data embeddings, ansatz designs, and noise-aware training to actualize the prospects for scalable quantum advantage. The significance of QC-AI integration resides not only in the potential of QML to supplant classical ML but also in its capacity to enhance, expand, and motivate traditional methodologies, while concurrently utilizing AI to expedite the advancement of quantum hardware ("Klusch m, lässig j, wilhelm fk (2024) quantum technologies and ai – interview with tommaso calarco,"). This will establish a virtuous cycle that will characterize the forthcoming decade of research at the convergence of quantum computing and artificial intelligence.
Conclusions:
The systematic review of literature published from 2019 to August 2025 indicates that the amalgamation of quantum computing and artificial intelligence has evolved from theoretical conjecture to replicable hybrid workflows; however, its maturity and evidenced benefits are still significantly domain-specific and contingent. Quantum kernel approaches and variational quantum circuits have become the two main paradigms at the algorithmic level. Each one has its own set of chances and problems. Quantum kernels are based on strong theoretical ideas that suggest a quantum advantage that depends on the data. They have also been used in practice with promising results in small-sample, high-dimensional tasks, especially in healthcare, genomics, and anomaly detection. However, when compared to optimized classical kernels, the claimed improvements often go away or are lessened, showing that the structure of the problem is the most important factor in determining performance. Variational models like QNNs are interesting to think about because they are quantum versions of deep neural networks. However, they are still limited by barren plateaus, noise, and hardware depth limits. Strategies like local costs, layerwise training, and engineered dissipation can help, but they don't work for everyone. The empirical data across application domains is so mixed: In healthcare and drug discovery, QML models frequently achieve parity with classical baselines and occasionally surpass them; in optimization and scheduling, QAOA-like hybrids remain competitive but do not exceed state-of-the-art classical solvers; in physics and materials science, error-mitigated circuits have demonstrated “utility” computations that surpass brute-force classical simulation, establishing this as the most credible near-term application; and in industrial anomaly detection, pilot studies indicate potential for niche deployment. In all areas, the most direct and useful value has come not from using QML on classical datasets but from using AI on quantum computing itself. For example, reinforcement learning, neural decoders, and calibration models have all improved the performance of quantum hardware in real-world experiments. This has created a feedback loop in which AI speeds up the development of scalable quantum devices. This review makes it clear that the future of QC-AI integration depends on solving three long-standing problems: how to efficiently load classical data into quantum states, how to make variational training work even when there are barren plateaus, and how to reduce noise in circuits that are getting deeper. The development of frameworks (Qiskit ML, Cirq+TFQ, PennyLane) and cloud orchestration platforms (AWS Braket Hybrid Jobs, NVIDIA CUDA-Q) has greatly improved reproducibility, made it easier for new people to get involved, and made hybrid experimentation more professional. This means that the field now works with a level of methodological rigor that was not present in its early years. In short, the state of QC-AI integration can be summed up as one of cautious progress. It is not yet a revolution that has replaced classical machine learning; instead, it is a structured evolution that is laying the groundwork for domain-driven, niche advantages and allowing AI to speed up the development of fault-tolerant quantum computing. The next ten years will show if these hybrid foundations grow into something that has a big impact on many areas or stay limited to a few. However, the co-design ethos that now defines the field suggests that quantum computing and artificial intelligence will continue to move forward together, changing not only the course of computational science but also the whole technology landscape.

QC‑AI integration has transitioned from concept to workable hybrid stacks. Near‑term value concentrates in niche, structure‑exploiting models and AI‑for‑QC. Clear task‑level advantage for general ML will depend on lower‑noise hardware, efficient encodings, and rigorous benchmarking against strong classical baselines.

COMPETING INTERESTS DISCLAIMER:
Authors have declared that they have no known competing financial interests OR non-financial interests OR personal relationships that could have appeared to influence the work reported in this paper.


Disclaimer (Artificial intelligence)


Author(s) hereby declare that NO generative AI technologies such as Large Language Models (ChatGPT, COPILOT, etc.) and text-to-image generators have been used during the writing or editing of this manuscript. 


References
1) Aharonov d (1999) quantum computation. Ann rev comput phys vi:259–346. 
2) Alam m, ash-saki a, ghosh s (2020) accelerating quantum approximate optimization algorithm using machine learning. In 2020 design, automation & test in europe conference & exhibition (date), 686–689. 
3) Antakli a et al (2023) ajan: An engineering framework for semantic web-enabled agents and multi-agent systems. In: Mathieu p, dignum f, novais p, de la prieta f (eds) advances in practical applications of agents, multi-agent systems, and cognitive mimetics. The paams collection. Springer nature switzerland, cham, pp 15–27. 
4) Apers s, de wolf r (2020) quantum speedup for graph sparsification, cut approximation and laplacian solving. In 2020 ieee 61st annual symposium on foundations of computer science (focs), 637–648. 
5) Arrigoni f, menapace w, benkner m. s, ricci e, golyanik v (2022) quantum motion segmentation. In european conference on computer vision, 506–523. Springer. 
6) Bauckhage c et al (2020) quantum machine learning. Eine analyse zu kompetenz, forschung und anwendung. Fraunhofer iais. 
7) Bauckhage c et al. Quantum machine learning: State of the art and future directions. Federal office for information security (bsi), germany. 
8) Bergenti f et al (2005) developing agent-based applications with jade, pages 191–214. Springer berlin heidelberg, berlin, heidelberg. 
9) [bookmark: _GoBack]Blenninger j et al (2024) quantum optimization for the future energy grid: Summary and quantum utility prospects. 
10) Castelvecchi d (2024) quantum internet milestone takes entanglement out of the lab and into cities. Scientific american. https://www.scientificamerican.com/article/quantum-internet-demonstrations-debut-in-three-cities/ 
11) Cavallaro g et al (2020) approaching remote sensing image classification with ensembles of support vector machines on the d-wave quantum annealer. In igarss 2020 - 2020 ieee international geoscience and remote sensing symposium, 1973–1976. 
12) Chen k.-y, hogg t, huberman b. a (2007) behavior of multi-agent protocols using quantum entanglement. In aaai spring symposium: Quantum interaction, 1–8. 
13) Coecke b, de felice g, meichanetzidis k, toumi a (2020) foundations for near-term quantum natural language processing. Arxiv preprint arxiv:2012.03755. 
14) Coecke b, sadrzadeh m, clark s (2010) mathematical foundations for a compositional distributional model of meaning. Arxiv preprint arxiv:1003.4394. 
15) Collier r. w et al (2015) reflecting on agent programming with agentspeak (l) in prima 2015: Principles and practice of multi-agent systems: 18th international conference, bertinoro, italy, october 26-30, 2015, proceedings 13, 351–366. Springer. 
16) Dahi za et al (2024) an evolutionary deep learning approach for efficient quantum algorithms transpilation. In: Smith s, correia j, cintrano c (eds) applications of evolutionary computation. Pp. Springer nature switzerland, cham, pp 240–255. 
17) Danesh mh, cai p, hsu d (2022) leader: Learning attention over driving behaviors for planning under uncertainty. In 6th annual conference on robot learning. 
18) Dargan j (2023) how close are we to quantum artificial intelligence? The quantum insider. 
19) De falco f, ceschini a, sebastianelli a, le saux b, panella m (2024) quantum hybrid diffusion models for image synthesis. Ki-künstliche intelligenz, 1–16. 
20) Derieux a,saad w (2024) eqmarl: Entangled quantum multi-agent reinforcement learning for distributed cooperation over quantum channels. 
21) Dilmegani c (2025) Quantum artificial intelligence. Ai multiple. https://research.aimultiple.com/quantum-ai/  
22) Dunjko v et al (2017) advances in quantum reinforcement learning. In 2017 ieee international conference on systems, man, and cybernetics (smc), 282-287. Ieee press. 
23) Farhi e, harrow a. w (2019) quantum supremacy through the quantum approximate optimization algorithm. 
24) Feld s et al (2019) a hybrid solution method for the capacitated vehicle routing problem using a quantum annealer. Frontiers in ict, 6. 
25) Fösel t et al (2021) quantum circuit optimization with deep reinforcement learning. 
26) García-azorín p et al (2024) robust multi-mode superconducting qubit designed with evolutionary algorithms. 
27) Ghallab m, nau d, traverso p (2016) automated planning and acting. Cambridge university press. 
28) Gohel p,joshi m (2024) quantum time series forecasting. In sixteenth international conference on machine vision (icmv 2023), volume 13072, 390–398. Spie. 
29) Görz g, schmid u, braun t (eds) (2021) handbuch der künstlichen intelligenz. De gruyter oldenbourg, berlin, boston. https://www.degruyterbrill.com/document/doi/10.1515/9783110659948/html?lang=en&srsltid=AfmBOorEJjDYBhGQZ8phnnqg1swSEtLj0jYXJF77EZVxKj8J992aOujI 
30) Guarasci r et al (2022) quantum natural language processing: Challenges and opportunities. Applied sciences, 12(11). 
31) Gupta d, klusch m (2023) hylear: Hybrid deep reinforcement learning and planning for safe and comfortable automated driving. In 2023 ieee intelligent vehicles symposium (iv), 1–8. 
32) Hamilton w. l, ying r, leskovec j (2017) inductive representation learning on large graphs. In proceedings of the 31st international conference on neural information processing systems, nips’17, page 1025-1035, red hook, ny, USA. Curran associates inc. 
33) Inal ali f et al (2023) a multi-agent reinforcement learning approach to the dynamic job shop scheduling problem. Sustainability, 15(10). 
34) Irie h et al (2019) quantum annealing of vehicle routing problem with time, state and capacity. In quantum technology and optimization problems: First international workshop, qtop 2019, munich, germany, march 18, 2019, proceedings 1, 145–156. Springer. 
35) Javadi-abhari a, treinish m, krsulich k, wood cj, lishman j, gacon j, martiel s, nation pd, bishop ls, cross aw, johnson br, gambetta jm (2024) quantum computing with qiskit. 
36) Kerenidis i, landman j, luongo a, prakash a (2019) q-means: A quantum algorithm for unsupervised machine learning. In h. wallach, h. larochelle, a. beygelzimer, f. d’alché-buc, e. fox, and r. garnett, editors, advances in neural information processing systems, volume 32. Curran associates, inc. 
37) Klusch m, lässig j, wilhelm fk (2024) quantum technologies and ai – interview with tommaso calarco. 




image3.png
Algorithm Families vs Practical Criteria

Quantum Kernels

QNNs / VQCs

QAOA

Error-Mitigated





image4.png
Healthcare

Drug Discovery

Optimization

Physics-ML

Al-for-QC

Application Domains vs Maturity Dimensions





image5.png
Healthcare QML Outcomes (2019-2025)

N

o

=)
:

-

N

&)l
.

15.0}
125}

10.0}

oo~
o ]
. .

N
8
:

Number of Studies (qualitative count)

0.0 Parity with Baselindmproved in Low-Data No Advantage




image6.png
Reported Frequency

=
N

=
o

Drug Discovery QML Studies (2019-2025)

Property Prediction Hybrid Pipelines Scaling Challenges




image7.png
Reported Outcomes
(o]

Optimization & QAOA Results

0ShaIIow QAOA Competitive Deep QAOA Limited Hybrid Heuristics Useful




image8.png
Tasks

Physics-ML: Classical vs Quantum Utility -

14.5 .
Spin Models o)
=
14.0 v
)
&
1 3.5 v
2
)
3.0 2
©
Correlated Electrons >
O
2.5
2.0

Classical Feasible Quantum Utility
Criteria




image9.png
Reported Case Studies

=
o

oo

Al-for-QC Practical Applications

Calibration Error Decoding Gate Optimization




image1.png
Data & Feature Map
(choose embedding)

Quantum Subroutine
(Kernel/QNN on QPU/Sim)

Classical Optimizer
(Hyperparams, Training)

Evaluation\& Mitigation
(error mitigation, baselines)

Deployment léxt Iteration
(Braket/CUDA-Q/Qiskit)





image2.png
Identification
Records identified across sources (n = not enumerated)
Duplicates removed (n = NA)

Screening
Records screened by title/abstract
Exclusions: out of scope, opinion-only

Eligibility
Full-text assessed for eligibility
Exclusions: no primary/official source

Included (Qualitative)
Studies & docs meeting criteria

Included in synthesis (n = 25)
(See References)





