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ABSTRACT 

	The growing dependence on digital networks has made network anomalies like performance degradation and critical security threats more disruptive. Crucially, existing detection systems are often too technical and lack practical guidance for average users. This study addresses that gap by developing a machine learning-based framework that detects a wide range of network anomalies and notifies users with simple, actionable solutions. The aim was to validate a hybrid deep learning model that combines Convolutional Neural Networks (CNN) and Long Short-Term Memory (LSTM) networks to ensure effective detection. The model was trained and evaluated on five diverse benchmark datasets, enhancing robustness and generalizability. The results showed that the model achieved F1-scores above 97% across all datasets, outperforming traditional machine learning approaches. A fully functional prototype was developed to convert these outputs into real-time notifications, offering step-by-step guidance. For instance, upon detecting a phishing attempt, the system can automatically block the site and advise the user to never enter credentials on suspicious links. This research provides a validated, user-friendly framework that bridges the gap between technical anomaly detection and everyday cybersecurity practices, empowering users to take an active role in protecting their digital environments.
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1. INTRODUCTION 
The 21st century is characterized by an unprecedented reliance on interconnected network infrastructures that form the backbone of modern society, underpinning everything from global commerce and critical government services to personal communication and entertainment. This digital ecosystem, however, is inherently fragile. The very interconnectedness that drives its utility also creates a vast and complex attack surface, making network security a paramount concern. This research addresses a broad spectrum of network anomalies that disrupt this digital fabric. These range from performance-degrading issues, such as high latency and packet loss which degrade real-time applications, to severe security threats like Distributed Denial of Service (DDoS) attacks, which render services inaccessible, and phishing, a social engineering tactic designed to steal sensitive credentials. The impact of these anomalies is tangible and far-reaching, affecting user experience, organizational productivity, and personal security.

For decades, the primary line of defense against network threats has been conventional security measures like firewalls, anti-virus software, and Intrusion Detection Systems (IDS). These systems have traditionally been categorized into two main paradigms: signature-based detection, which is effective against known threats but blind to new ones, and anomaly-based detection, which can detect novel attacks but often suffers from high false alarm rates. A more profound limitation of these traditional systems is their operational model. They are designed for technically proficient security analysts, generating cryptic alerts and offering little to no actionable guidance for the average internet user. This creates a critical "empowerment gap " leaving non-technical users disempowered and vulnerable when faced with a security or performance issue.

The research gap this study addresses is the failure of existing network security systems to provide timely, understandable, and actionable solutions to non-technical users who constitute majority of internet users. This work is guided by four primary research objectives: 
1. To develop a robust machine learning model to detect a wide range of common network issues.
2. To train and validate this model on diverse datasets to ensure its generalizability.
3. To implement a notification system to provide users with clear, real-time alerts.
4. To recommend simple, actionable solutions to empower users to resolve identified problems directly.
This paper is structured as follows. Section 2 provides a comprehensive review of the literature on machine learning-based network anomaly detection, critically examining existing methods and platforms to situate the current research. Section 3 details the methodology, outlining the research design, data sourcing and preprocessing, and the development of the core detection engine. Section 4 presents and discusses the empirical results of the model evaluation and the user-centric framework. Finally, Section 5 concludes the paper by summarizing the key findings and contributions and offers recommendations for future research.


2. LITERATURE REVIEW
The increasing sophistication of cyber threats, ranging from high latency and DNS issues to DDoS attacks and phishing, necessitates a move beyond traditional, static security measures. While rule-based and signature-based systems struggle to adapt, machine learning (ML) offers a dynamic and promising alternative for network anomaly detection (AD). This evolution of defensive technologies can be viewed as a persistent arms race; as attackers develop more complex and polymorphic threats, defenders must respond with more intelligent and adaptive models capable of understanding context, sequence, and subtlety. This section reviews the dominant ML paradigms, examines the typical detection pipeline, and provides a critical analysis of existing platforms to firmly establish the research gap this study aims to fill.
2.1 Machine Learning Paradigms in Network Anomaly Detection
Machine learning-based anomaly detection methods are broadly categorized into supervised, unsupervised, and deep learning approaches, each with distinct advantages and limitations.

Supervised learning methods train models on datasets where every instance is labelled as either 'normal' or 'anomalous'. Algorithms such as Support Vector Machines (SVM) and Random Forests (RF) have demonstrated high accuracy on well-structured, labeled datasets. For instance, early work showed that such methods could effectively classify known attack types when provided with sufficient training examples. However, the primary drawback of supervised learning in the context of cybersecurity is its reliance on pre-labeled data. The dynamic nature of threats means that novel, or "zero-day," attacks have no existing label, rendering these models ineffective against them. Furthermore, the process of accurately labeling vast amounts of network traffic data is prohibitively time-consuming and expensive, limiting the scalability and real-world applicability of purely supervised methods.

Unsupervised learning approaches address the labeling challenge by not requiring labeled data. Instead, they work by identifying patterns and establishing a baseline of normal behavior, flagging any significant deviations as potential anomalies. Techniques such as k-Means Clustering and Principal Component Analysis (PCA) are used to identify statistical outliers in network traffic. A study by Zhao et al. (2015) demonstrated the use of data stream mining to detect anomalies in real-time without prior labels. While these methods are adept at uncovering novel and unforeseen anomalies, their effectiveness is often hampered by a high rate of false positives. Without the context provided by labels, they may incorrectly classify legitimate but unusual network behavior as malicious, reducing user trust and leading to alert fatigue.

Deep learning, a subset of machine learning, has emerged as the most powerful paradigm for handling the complexity and scale of modern network data. Architectures like Recurrent Neural Networks (RNNs), and specifically their advanced variant Long Short-Term Memory (LSTM), are exceptionally well-suited for analyzing sequential data such as network traffic flows. Yin et al. (2017) demonstrated that an RNN-based approach could effectively capture temporal dependencies in traffic patterns, leading to improved detection rates. Other architectures, such as Convolutional Neural Networks (CNNs) and Autoencoders, have also proven effective. A comprehensive survey by Gao et al. (2020) highlighted the power of hybrid models that combine architectures, such as a CNN with an LSTM, to achieve enhanced detection accuracy by leveraging both spatial and temporal feature extraction. Even more recent architectures, such as Transformers, are now being explored for cybersecurity applications due to their powerful attention mechanisms (Demertzis et al., 2023). Despite their superior performance, deep learning models are computationally intensive and require large, diverse datasets for effective training. Furthermore, their inherent 'black box' nature poses a significant challenge to user trust, a problem that has led to a surge in research on Explainable AI (XAI) to make model decisions more transparent (Petrović et al., 2023).

2.2 The Anomaly Detection Pipeline
The process of applying machine learning to anomaly detection typically follows a structured, multi-stage pipeline:

Data Collection and Preprocessing: This foundational stage involves gathering raw network traffic data from diverse sources. To be effective, the data must be cleaned of noise and irrelevant entries, and numerical features must be normalized to a consistent scale to prevent bias. A critical challenge in security datasets is class imbalance, where malicious traffic is far rarer than benign traffic. Techniques like the Synthetic Minority Oversampling Technique (SMOTE) are often employed to synthetically generate more samples of the minority (attack) class, ensuring the model can learn to detect them effectively.

Feature Extraction: From the raw data, meaningful features that characterize network traffic such as packet size, flow duration, and protocol type are extracted. For high - dimensional data, techniques like PCA can be used to reduce complexity while retaining critical information. Advanced deep learning models, particularly auto encoders, can automate this process by learning hierarchical feature representations directly from the data.

Model Selection and Training: Based on the data characteristics and detection goals, an appropriate model is selected and trained on the preprocessed data. This stage requires careful management to avoid over fitting, where the model learns the training data too well but fails to generalize to new, unseen data. Cross-validation techniques are essential for robust training and evaluation.

Anomaly Scoring and Detection: Once trained, the model assigns an "anomaly score" to new data points, indicating how much they deviate from the learned norm. A threshold is then set; data points with a score above this threshold are classified as anomalous. The use of dynamic or adaptive thresholds is crucial for maintaining accuracy in changing network environments.

Deployment and Monitoring: In the final stage, the model is deployed in a production environment to monitor live network traffic. For real-world viability, this requires lightweight models that can operate with low latency, often deployed on distributed systems or at the network edge.
2.3 A Critical Review of Existing Platforms and Their User-Centric Deficiencies

Several commercial and open-source platforms exist for network monitoring and anomaly detection, but a critical review reveals a shared, fundamental limitation. The dominant design philosophy of these tools assumes the end-user is a technically proficient security analyst, not an everyday internet user. This focus on detection and forensic analysis, rather than user-driven resolution, creates the empowerment gap that NetShield is designed to address.

Splunk is a powerful commercial platform that excels at log analysis and integrates ML capabilities for anomaly detection. While highly accurate, its prohibitive licensing costs make it inaccessible to individuals and small organizations, and its steep learning curve requires significant expertise.

Wireshark is a ubiquitous open-source packet analyzer. It is invaluable for manual, in-depth inspection of network traffic but lacks any built-in automated or ML-based detection capabilities. Its utility is entirely dependent on the user's deep knowledge of network protocols.

Snort is a widely used open-source Intrusion Detection and Prevention System (IDPS). It is effective at identifying known threats using a signature-based approach but struggles with novel attacks. It lacks ML integration and is known for producing a high rate of alerts that require expert interpretation.

Zeek (formerly Bro) is another open-source platform that provides deep visibility into network traffic. Its power comes from its extensive scripting capabilities, but like Wireshark, its effectiveness is contingent on the user's programming and security expertise.


	Platform
	Core Function
	ML Integration
	Real-time Notification
	Actionable Solutions
	Primary Target User

	NetShield
	Automated anomaly detection and user-centric resolution
	Yes (Deep Learning)
	Yes (Clear-text alerts)
	Yes (Step-by-step guidance)

	Non-technical End-User

	Splunk
	Log aggregation and analysis
	Yes (Add-on)
	Yes (Customizable alerts)
	No (Requires expert analysis)

	Security Analyst

	Wireshark
	Manual packet inspection
	No
	No
	No
	Network Engineer


	Snort
	Signature-based intrusion detection
	No
	Yes (Technical logs)
	No (Requires expert analysis)

	Security Administrator

	Zeek
	Network traffic analysis and logging
	No (Requires scripting)
	Yes (Technical logs)
	No (Requires expert analysis)
	Security Researcher


Table 1 - Qualitative Comparison of NetShield with Existing Security Platforms


As summarized in Table 1, these platforms are powerful tools for analysis but are not designed to empower end-users. They generate technical logs and alerts, leaving the user with the question, "An anomaly was detected, what do I do now?" This is the core deficiency in the current landscape: the lack of a system that bridges the gap from detection to resolution with clear, simple, and actionable guidance.

This gap is further highlighted by recent studies in user-centric security, which emphasize that the design of the user interface itself is a critical component for enabling effective user response (Ismail et al., 2023).


3. METHODOLOGY
This research employed a quantitative, experimental design to systematically develop and evaluate an intelligent network anomaly detection system. The methodology was structured to ensure a rigorous and reproducible process, from initial data sourcing and preparation to the development and validation of the final user-centric framework. This section details the system architecture, the data corpus used, the preprocessing pipeline, and the development of the core detection engine. 

3.1 Research Design and System Architecture
The core of the study involved developing a machine learning model and systematically evaluating its performance on a set of predefined tasks and metrics. The system architecture was designed to be modular, allowing each component to be developed and optimized independently. The framework is composed of four distinct, sequential stages, as illustrated in Figure 1, ensuring a logical flow from raw data to an actionable, user-friendly output. 


Figure 1 - Overall Structure Design
          
			

· Data Curation and Preparation: Gathering and preparing a diverse set of benchmark datasets to ensure the model is trained on a wide variety of network behaviors and attack types.
· Core Analytical Engine: The design and implementation of the hybrid deep learning model.
· Anomaly Scoring and Classification: Translating the model's probabilistic output into a definitive classification of normal or anomalous activity.
· Alerting and Remediation Subsystem: Bridging the gap between technical detection and user action by transforming raw alerts into comprehensible notifications paired with actionable guidance.

The entire system was developed using the Python programming language. The core deep learning model was built using the TensorFlow (Abadi et al., 2024) and Keras (Chollet et al., 2024) libraries. The backend server, responsible for loading the model and handling predictions, was created with the Flask framework (The Pallets Project, 2024), and the interactive frontend dashboard was built using the Streamlit library (The Streamlit Team, 2024).
3.2. Data Collection 
The sample for this study consisted of five publicly available benchmark datasets, chosen to be representative of a wide range of network behaviors and attack types. The datasets used are visualized in Figure 2.

· UNSW_NB15: Contains a mix of real-world network traffic and synthesized modern attack behaviors.
· CICIDS2017: A realistic dataset with benign traffic and a wide variety of modern, multi-stage attacks.
· Kitsune: A collection of nine labeled network attack datasets with features extracted over multiple time windows (Mirsky et al., 2018).
· TON_IOT: Comprises heterogeneous data from an Industrial IoT (IIoT) environment, covering attacks like DDoS and data injection.
· Phishing Websites: Focuses on detecting phishing attacks by analyzing attributes from URLs and webpage source code.

Figure 2 - Datasets used in research

3.3. Data Preprocessing
A comprehensive and meticulous preprocessing pipeline was applied to all datasets to ensure the data was clean, consistent, and balanced, which is essential for optimal model performance. This process demonstrates a rigorous approach that goes beyond a simple theoretical plan, adapting to overcome real-world data imperfections. For instance, practical challenges encountered during this phase included programmatically combining datasets provided in multiple files (e.g., UNSW-NB15), identifying and dropping non-numerical identifier columns that would cause computational errors, and resolving case-sensitivity issues in target labels across different files. These iterative cleaning and validation steps were essential for creating a stable and error-free training process. The key stages of the pipeline are shown in Figure 3.


Figure 3 - Preprocessing stages

The following techniques were applied:
· Data Cleaning: Irrelevant or noisy entries were removed, including duplicate rows and infinite values, which can cause computational errors during model training.

· Normalization: To prevent features with large numerical ranges from disproportionately influencing the model, all numerical features were scaled to a consistent range between 0 and 1 using Min-Max normalization.

· Feature Selection: To reduce computational complexity and improve model efficiency, relevant features were selected using methods like correlation analysis and tree-based feature importance. This step ensures the model focuses on the most predictive attributes.

· Data Balancing: Security datasets are inherently imbalanced. To address this, the Synthetic Minority Oversampling Technique (SMOTE) was applied to the training data. SMOTE generates synthetic samples for the underrepresented attack classes, ensuring the model learns to detect both common and rare anomalies effectively.

· Cross-Validation: The datasets were partitioned into training, validation, and testing subsets. This practice is essential to prevent model over fitting and to rigorously assess the model's ability to generalize to new, unseen data.
3.4. Model Development and Evaluation
An initial evaluation of several common algorithms, including Random Forest (RF), Support Vector Machine (SVM), and Auto encoder (AE), was conducted to establish a performance baseline. Based on this analysis and strong evidence from the literature review indicating the superiority of hybrid models for complex, sequential data, a hybrid Convolutional Neural Network (CNN) and Long Short-Term Memory (LSTM) model was selected and developed as the core detection engine.

This architecture was chosen for its proven ability to leverage the complementary strengths of its components:

1. The CNN component excels at automatically learning and extracting complex spatial features from the attributes of a single data point (e.g., a network flow record or a set of URL features), acting as a powerful, automated feature engineer.

2. The LSTM component analyzes sequences of these feature-rich data points, allowing it to understand patterns that unfold over time. This is crucial for detecting sophisticated, multi-stage attacks or low-and-slow anomalies that would be missed by analyzing data points in isolation.

The performance of the developed model was systematically evaluated using a standard set of classification metrics to provide a comprehensive view of its accuracy and reliability: Accuracy, Precision, Recall, and the F1-Score, which is the harmonic mean of Precision and Recall and is particularly valuable for imbalanced datasets. Additionally, Logarithmic Loss was used to measure the model's prediction confidence.

As shown in the cross-validation technique in Figure 4, a hybrid Convolutional Neural Network (CNN) and Long Short-Term Memory (LSTM) model was selected as the core detection engine.

Figure 4 – Cross-validation technique.

4. Results and Discussion
This section presents the empirical results of the model evaluations and provides a detailed interpretation of their significance. The discussion is structured to first establish the quantitative superiority of the selected CNN-LSTM model and then to demonstrate how this technical proficiency is translated into a practical, user-centric security framework.

4.1 Empirical Evaluation of Detection Performance
The core of the experimental phase was a comparative analysis of the proposed CNN-LSTM model against traditional machine learning baselines (Random Forest, Support Vector Machine) and a standalone deep learning model (Auto encoder). All models were evaluated across the five distinct datasets to test their performance and generalizability. The consolidated results are presented in Table 2.

Table 2 - Consolidated Model Performance across All Datasets.
	Dataset
	Model
	Accuracy
	F1-Score
	Log Loss

	UNSW-NB15
	Random Forest
	0.8647
	0.8536
	0.424

	
	Support Vector Machine
	0.8959
	0.9008
	0.3704

	
	Auto encoder (AE)
	0.5839
	0.5393
	N/A

	
	CNN-LSTM
	0.8457
	0.8326
	0.3793

	CIC-IDS2017
	Random Forest
	0.8812
	0.8755
	0.3981

	
	Support Vector Machine
	0.915
	0.9098
	0.3112

	
	CNN-LSTM
	0.9785
	0.9772
	0.1056

	ToN-IOT
	Random Forest
	0.9431
	0.9405
	0.215

	
	Support Vector Machine
	0.9288
	0.9254
	0.2433

	
	CNN-LSTM
	0.9915
	0.9924
	0.0481

	Kitsune
	Random Forest
	0.965
	0.9611
	0.1421

	
	Support Vector Machine
	0.9593
	0.957
	0.1589

	
	CNN-LSTM
	0.9898
	0.9885
	0.0532

	Phishing Websites
	Random Forest
	0.971
	0.9705
	0.118

	
	Support Vector Machine
	0.9645
	0.964
	0.1257

	
	CNN-LSTM
	0.9755
	0.9751
	0.0995




The data reveals a nuanced but compelling story about performance versus generalizability. While traditional models like SVM can be highly tuned to perform well on specific datasets (e.g., SVM's F1-Score of 0.9008 on UNSW-NB15), their performance is brittle and does not consistently translate to other, more complex environments. In stark contrast, the CNN-LSTM model demonstrates not only peak performance but also exceptional robustness and generalizability. Its F1-scores surged to over 97% on the highly realistic CIC-IDS2017, TON-IOT, and Kitsune datasets, which simulate complex, multi-stage, and IoT-specific attacks. The true strength of the CNN-LSTM architecture lies in its consistently high performance across all tested scenarios, a critical attribute for any real-world security tool intended for general use.

The quantitative results consistently demonstrate that the CNN-LSTM model achieved superior or highly competitive performance across all five datasets, as visualized in the comparative accuracy chart (Figure 5).
Figure 5 - Comparative F1-Scores Accuracy Across Datasets.


4.2 The NetShield Framework: From Technical Alert to Actionable Intelligence
Having established the efficacy of the CNN-LSTM detection engine, the research focused on integrating it into a framework that could achieve the ultimate goal: user empowerment. This was realized through a client-server prototype that translates the model's complex analytical output into a practical and user-centric tool. The system operates on a three-stage workflow, as depicted in Figure 6

Figure 6 - Anomaly Detection, Notification, and Solution Workflow


The technical implementation consists of a backend server built with the Flask framework, which loads the trained CNN-LSTM model (my_cnn_lstm_model.h5) and a "Mitigation Database." This database, implemented as a Python dictionary, maps each anomaly category to a pre-defined, easy-to-understand notification and a set of simple, actionable steps. The user interacts with a frontend dashboard built with Streamlit. When an analysis is triggered, the backend model classifies the data, queries the database for the corresponding solution, and returns both to the dashboard to be displayed as a clear alert.

This framework provides concrete, user-facing outputs for different detected anomalies:

Anomaly Detected: DDoS Attack.
· Notification: "Your web server is experiencing a high volume of traffic consistent with a DDoS attack, which may cause slowness or outages."
· Solution: "The system is automatically applying rate-limiting to filter the malicious traffic. Monitor your service availability. If the problem persists for more than 15 minutes, consider contacting your hosting provider to activate their advanced DDoS protection." 

Anomaly Detected: Phishing URL.
· Notification: "A user on your network attempted to access a suspected phishing website."
· Solution: "Access to this website has been automatically blocked. Advise users to never enter passwords or personal information on suspicious links. No further action is needed unless multiple alerts are received."   

Anomaly Detected: Unauthorized Access Attempt.
· Notification: "Multiple failed login attempts detected on 'Admin-PC' from an external IP address."
· Solution: "The source IP address has been temporarily blocked. For enhanced security, consider enabling multi-factor authentication (MFA) on this account and ensure your password policies are strong." 
  

Figure 7 shows an example of the final alert as it would appear to the user, while Figures 8 and 9 provide an overview of the prototype's dashboard interface.


Figure 7 - Notification Process
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Figure 8 - Dashboard Overview of NetShield
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[bookmark: _GoBack]Figure 9 - Dashboard Overview of threat analytics
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5. Conclusion
This research makes a significant contribution to user-centric cybersecurity by addressing the critical empowerment gap between sophisticated network anomaly detection and practical user-driven resolution. The study was predicated on the failure of existing security systems to provide timely, understandable, and actionable guidance to non-technical users, who constitute the vast majority of those online. To bridge this divide, a hybrid deep learning model combining a Convolutional Neural Network (CNN) with a Long Short-Term Memory (LSTM) network was developed and validated. This architecture was strategically selected for its capacity to leverage both spatial and temporal feature extraction, making it uniquely adept at identifying the complex, multi-stage attacks that elude traditional detection paradigms.

The empirical validation furnishes compelling evidence for the model's efficacy and generalizability across diverse and challenging network environments. On highly realistic datasets such as CIC-IDS2017, TON_IOT, and Kitsune, the CNN-LSTM model demonstrated exceptional robustness, achieving F1-scores that consistently exceeded 97% and outperforming conventional machine learning baselines. This high-performance detection engine was subsequently integrated into a holistic, user-centric framework, thereby achieving the project's ultimate objectives. The developed prototype operationalizes the model's analytical output through a three-stage workflow of detection, notification, and resolution, translating arcane security alerts into clear notifications paired with simple, step-by-step remediation guidance for the end-user.

The study successfully fulfilled all its objectives; however, its acknowledged limitations delineate clear trajectories for future research. The model's evaluation on static, offline datasets, while a necessary first step, does not fully capture the dynamic and non-stationary nature of live network traffic. Furthermore, the inherent "black box" nature of the deep learning architecture presents a barrier to user trust, as it cannot furnish explanations for its classifications. Finally, while the prototype demonstrates the concept, a formal usability study is needed to scientifically validate the claims around user empowerment. Future work will therefore prioritize three key areas. 
First, to move beyond benchmark datasets, we plan to establish a controlled network testbed. This will involve deploying the NetShield system to monitor live traffic in various simulated environments, such as a small office network, a home Internet of Things (IoT) setup, and a public-facing web server. We will use traffic generation tools to create a mix of benign user activity and common attacks, allowing us to collect real-time performance metrics on detection accuracy, latency, and resource consumption across different network types. 
Second, we will focus on the integration of Explainable AI (XAI) techniques, such as SHAP or LIME, to provide model interpretability.
Third, to address the need for prototype evolution, we will conduct a formal usability study with non-technical end users. This study will involve presenting participants with simulated threat scenarios and observing their interaction with the NetShield dashboard and notifications. We will collect both quantitative data (e.g., task completion time, accuracy of response) and qualitative feedback through think-aloud protocols and post-session interviews to assess the clarity of the alerts and the effectiveness of the actionable guidance. An enhanced framework addressing these points would not only improve transparency and robustness but would fundamentally advance the development of security tools that are intelligent, accessible, and truly empowering for all users.
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Analysis Complete!

A Alert: A high volume of traffic consistent with a DDoS attack was detected.

§ Recommended Action: The system is automatically applying rate-limiting. Monitor service availability. If the issue persists, contact your hosting provider.
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