Prediction of Stock Prices using LSTM-ARIMA Hybrid Deep Learning Model
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ABSTRACT 
	Aims:
This study aims to develop and evaluate a hybrid LSTM-ARIMA model for predicting stock prices of major Indian commercial banks. It addresses the limitations of standalone statistical and deep learning models by combining ARIMA’s capability to model linear trends with LSTM’s strength in capturing nonlinear dependencies.
Study Design:
Comparative experimental design based on time-series prediction using real-world financial data.
Place and Duration of Study:
Data was collected for five leading Indian commercial banks—SBI, HDFC Bank, ICICI Bank, Axis Bank, and Kotak Mahindra Bank—from January 2018 to December 2023.
Methodology:
Daily closing prices were sourced from Yahoo Finance and NSE India. The hybrid approach first fits an ARIMA model to capture linear patterns and then applies an LSTM network to model the residuals, capturing nonlinear components. The final forecast is a summation of both model outputs. Evaluation metrics include MAE, MSE, RMSE, and MAPE.
Results:
Across all five banks, the hybrid model consistently outperformed standalone ARIMA and LSTM models. For instance, in SBI, the hybrid model achieved MAPE of 2.89% compared to 4.31% (ARIMA) and 3.95% (LSTM). Similar improvements were observed for other banks, with the hybrid model maintaining MAPE below 3% and RMSE under7.
Conclusion:
The LSTM-ARIMA hybrid model offers a robust solution for stock price forecasting by capturing both linear and nonlinear patterns in financial time-series data. Its consistent performance across varied banks demonstrates its practical utility in financial analytics. Future research may incorporate multivariate inputs or sentiment indicators for further enhancement.
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 1. INTRODUCTION 
	Stock price prediction is one of the most significant challenges in the domain of financial engineering and data science. The dynamic nature of stock markets, influenced by macroeconomic factors, investor sentiment, and global events, renders traditional predictive models less effective in capturing complex temporal dependencies. Accurate prediction of stock prices is vital for investors, analysts, and financial institutions to make informed decisions and maximize returns.
	Time-series models such as ARIMA (AutoRegressive Integrated Moving Average) have traditionally been used for stock price forecasting. While ARIMA performs well for linear and stationary data, it fails to capture nonlinear patterns prevalent in real-world financial series. On the other hand, Machine Learning (ML) and Deep Learning (DL) models, particularly Long Short-Term Memory (LSTM) networks, are adept at modeling nonlinear, temporal dependencies due to their memory units. 
	However, standalone LSTM models often require extensive training and may suffer from overfitting or data noise. To leverage the strengths of both ARIMA (linear modeling) and LSTM (nonlinear learning), hybrid LSTM-ARIMA model is proposed that combines statistical and deep learning approaches to improve prediction accuracy.
	This study aims to compare the performance of the hybrid LSTM-ARIMA model against traditional models using stock price data from five leading commercial banks in India. Performance is evaluated using Mean Absolute Error (MAE), Mean Squared Error (MSE), Root Mean Squared Error (RMSE), and Mean Absolute Percentage Error (MAPE).

2. SURVEY OF LITERATURE 
	The domain of stock price prediction has evolved significantly, from classical time-series models to advanced machine learning and deep learning methods. The following literature provides a detailed overview of contributions relevant to both standalone and hybrid predictive modeling approaches.

2.1 Classical Time-Series Forecasting Approaches:
	The AutoRegressive Integrated Moving Average (ARIMA) model, developed by Box and Jenkins (1976), has been a cornerstone in time-series forecasting. It is particularly effective for capturing linear relationships and short-term dependencies in stationary data. Hyndman & Athanasopoulos (2018) provided an updated treatment of ARIMA and exponential smoothing in their widely cited monograph, highlighting its use in economic and financial applications. However, ARIMA’s inability to capture nonlinearity has been a limiting factor in volatile financial datasets. Numerous studies have confirmed this shortfall in real-world forecasting (Zhang, 2003; Hossain & Noman, 2020).
2.2 Machine Learning and Deep Learning Models:
	With the rise of deep learning, models such as Artificial Neural Networks (ANN), Support Vector Regression (SVR), and Recurrent Neural Networks (RNN), especially Long Short-Term Memory (LSTM), have shown significant promise in modeling nonlinear and temporal relationships in stock data. Fischer and Krauss (2018) demonstrated the effectiveness of LSTM in forecasting S&P 500 stock returns, achieving higher predictive accuracy than traditional models. Similarly, Nelson et al. (2017) applied LSTM networks to Brazilian stock indices, outperforming ANN and RNN models. Zhang et al. (2020) evaluated LSTM networks for multiple Asian stock markets and emphasized their robustness under volatile conditions. Their results reinforced that LSTM is particularly suitable for handling long-term dependencies in financial time series.
2.3 Hybrid Models Combining ARIMA and Neural Networks:
	To overcome the individual limitations of linear and nonlinear models, several researchers have proposed hybrid models. Zhang (2003) was among the first to propose a hybrid ARIMA-ANN model, based on the hypothesis that combining models improves accuracy. His framework inspired a lineage of hybrid studies. Kim & Won (2018) developed a hybrid model combining GARCH-type volatility models with LSTM, achieving superior performance for KOSPI index forecasting. Similarly, Wang et al. (2021) proposed an ARIMA-LSTM hybrid and tested it across synthetic and real stock data, finding consistent accuracy improvements.
	Liu et al. (2022) incorporated LSTM into an ensemble framework with ARIMA and XGBoost, demonstrating that deep learning models can effectively capture residual nonlinearities left by statistical models. Alam (2021) explored LSTM-integrated hybrid forecasting models in Indian financial markets and concluded that such models outperform traditional or single-technique models in terms of consistency and robustness, reinforcing the case for integrated forecasting frameworks.
2.4 Model Comparison Studies:
	Multiple studies have benchmarked the performance of hybrid models against traditional ones using performance metrics such as MAE, MSE, RMSE, and MAPE: Shen et al. (2023) found that LSTM-ARIMA outperformed Prophet, ARIMA, and GRU models for high-frequency financial data. Bansal & Sharma (2020) conducted a comparative study of ARIMA, ANN, and hybrid models on Indian stock data and concluded that hybrid models provide better generalization for unseen data. A recent monograph by Aggarwal (2023) presented comprehensive benchmarking of hybrid models across sectors including banking, automotive, and technology.
2.5 Monographs and Books:
	Box & Jenkins (1976): Time Series Analysis: Forecasting and Control – a foundational work introducing ARIMA. Hyndman & Athanasopoulos (2018): Forecasting: Principles and Practice – a modern guide to forecasting including ARIMA, ETS, and hybrid approaches. Goodfellow et al. (2016): Deep Learning – widely cited book detailing neural networks and LSTM. Aggarwal (2023): AI in Financial Markets – focused monograph discussing hybrid models and interpretability in AI-driven forecasting.
2.6 Summary and Research Gaps
	The review of literature clearly indicates that:
· ARIMA is reliable for capturing linear trends but inadequate for nonlinear dynamics.
· LSTM and other deep learning models can model complex, nonlinear patterns but often require large datasets and are sensitive to noise.
· Hybrid models (ARIMA + LSTM) consistently outperform standalone models by capturing both linear and nonlinear structures.
· Despite many advances, few studies focus on Indian commercial banking stocks using hybrid deep learning frameworks. 
This research addresses that gap by evaluating the LSTM-ARIMA hybrid model on stock data from five major Indian banks over a multi-year horizon.

3. METHODOLOGY
	This section outlines the data acquisition process, preprocessing techniques, hybrid model construction, training procedure, and evaluation metrics used to assess model performance.
3.1 Data Description: This study uses historical daily stock price data of five leading Indian commercial banks over a period of six years (January 2018 to December 2023). The banks selected for analysis are: State Bank of India (SBI), HDFC Bank, ICICI Bank, Axis Bank, and Kotak Mahindra Bank. The data was sourced from publicly accessible financial databases such as Yahoo Finance and NSE India, containing fields like Date, Open, High, Low, Close, Volume, and Adjusted Close. For the purpose of this study, only the daily closing prices were utilized, as they most accurately reflect the final market sentiment for each trading day.
3.2 Data Preprocessing: Preprocessing was a critical step to ensure the data was ready for modeling:
· Missing value handling: Missing or non-trading days (e.g., holidays) were handled by forward filling (using the last valid observation).
· Feature selection: Only the Close column was used as the target variable.
· Normalization: The time series were normalized to the [0,1] range using Min-Max Scaling, which ensures efficient LSTM convergence and avoids dominance by high magnitude values.
· Train-Test Split: For each stock, 80% of the data was used for training and 20% for testing, maintaining chronological order to preserve time-series integrity.
3.3 Modeling Strategy
The prediction process involves two modeling phases:
Phase 1: ARIMA Modeling
· The ARIMA model was fitted to the normalized training data using an automated parameter selection approach based on Akaike Information Criterion (AIC).
· Once trained, ARIMA produced predictions and residuals, which are the differences between actual values and ARIMA forecasts.
· These residuals are expected to capture the nonlinear and unmodeled behavior in the stock prices.
Phase 2: LSTM Modeling on Residuals
· The residuals from the ARIMA model served as the input data for the LSTM network.
· Input sequences of length 60 (representing 60 days) were used to predict the residual on the next day.
· The LSTM model architecture included: One LSTM layer with 50 units; A Dropout layer (rate = 0.2) to prevent overfitting; A final Dense layer with one output neuron for regression output
· The model was compiled using the Adam optimizer and trained using mean squared error (MSE) as the loss function.
The final forecast for stock price is computed as:
       ------------   (3.3.1)
Where  is the ARIMA forecast,  ​ is the LSTM-predicted residual, and ​  is the final hybrid forecast.
3.4 Model Evaluation Metrics: To assess model accuracy, four widely accepted error metrics in time-series forecasting were used:
1. Mean Absolute Error (MAE): MAE is the average of the absolute differences between actual and predicted values.
----------- (3.4.1)
2. Mean Squared Error (MSE): MSE squares the prediction error, penalizing larger errors more heavily.
------------- (3.4.2)
3. Root Mean Squared Error (RMSE):  RMSE is the square root of MSE and provides error magnitude in the original units.
     ------------ (3.4.3)
4. Mean Absolute Percentage Error (MAPE): MAPE expresses accuracy as a percentage and is scale-independent:
  ------------  (3.4.4)
These metrics were computed on the test dataset for each bank individually, enabling both intra-bank and inter-bank performance comparison.
4. PROPOSED MODEL
4.1 Theoretical Framework:
	Stock prices often exhibit both linear trends (e.g., seasonal cycles, autocorrelations) and nonlinear dynamics (e.g., sudden jumps, volatility clustering). Traditional models like ARIMA are effective at capturing the former, while deep learning architectures such as LSTM excel in modeling the latter. To capitalize on the strengths of both approaches, we adopt a hybrid modeling strategy. This model decomposes the original stock price series ​ into two components:
   --------- (4.1.1)
Where  ​ is the linear component captured by ARIMA,  is the nonlinear component, modeled by LSTM using the residuals from ARIMA.

	The hybrid ARIMA-LSTM     forecast is computed as:
  -------- (4.1.2)

	where ​ is the ARIMA prediction and ​ is the LSTM prediction on the ARIMA residuals and it is computed as:

 ------- (4.1.3)

		with residuals
 ------- (4.1.4)
4.2 Model Architecture
	The architecture of the proposed hybrid model consists of the following stages:
Stage 1: ARIMA Modeling
· Fit an ARIMA model to the normalized stock price series.
· Select parameters (p, d, q) using auto.arima in R (alternatively AIC-based optimization in Python can be used).
· Generate linear forecasts ​ and compute residuals   for further modeling.
Stage 2: LSTM on Residuals
· The residual series  ​ is used to train a deep learning model that captures non-linear patterns unmodeled by ARIMA.
· Input to the LSTM consists of time-lagged residual sequences of length n, typically n=60 (i.e., 60 days of prior residuals).
· LSTM configuration: Input Layer: Shape = (60, 1); LSTM Layer: 50 units with ReLU activation; Dropout Layer: 20% dropout rate to prevent overfitting; Dense Output Layer: 1 unit for scalar residual prediction
· The model is trained to minimize Mean Squared Error (MSE) using the Adam optimizer.

Stage 3: Final Prediction
· The final prediction is computed as:
      --------     (4.2.1)

· The predicted stock price is then inverse-transformed from the normalized scale back to the original price scale.
4.3 Model Workflow
Figure 1 illustrates the sequential flow of the hybrid model from data preprocessing through to final prediction.
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Figure 1: Model work flow
5. RESULTS AND DISCUSSION	
	This section presents the empirical results of the hybrid LSTM-ARIMA model and interprets its forecasting performance for five selected Indian commercial banks. The model was evaluated using four standard metrics: MAE, MSE, RMSE, and MAPE, across test datasets.

5.1 Performance Comparison
The table below compares the performance of the proposed hybrid model on stock price prediction across the five banks. All values represent average prediction errors on the test set.
Table 1: Performance of LSTM-ARIMA Hybrid Model on Bank Stock Prices

	Bank
	Model
	MAE
	MSE
	RMSE
	MAPE (%)

	SBI
	ARIMA
	5.21
	52.68
	7.26
	4.31

	
	LSTM
	4.89
	45.72
	6.76
	3.95

	
	Hybrid ARIMA-LSTM
	3.78
	34.65
	5.89
	2.89

	HDFC Bank
	ARIMA
	6.11
	61.84
	7.86
	3.78

	
	LSTM
	5.74
	53.12
	7.29
	3.12

	
	Hybrid ARIMA-LSTM
	4.29
	42.31
	6.5
	2.53

	ICICI Bank
	ARIMA
	5.45
	56.32
	7.5
	3.91

	
	LSTM
	4.83
	49.11
	7.0
	3.29

	
	Hybrid ARIMA-LSTM
	3.94
	38.72
	6.22
	2.67

	Axis Bank
	ARIMA
	6.05
	59.86
	7.74
	4.18

	
	LSTM
	5.71
	51.21
	7.15
	3.43

	
	Hybrid ARIMA-LSTM
	4.11
	39.33
	6.27
	2.94

	Kotak Mahindra Bank
	ARIMA
	6.32
	63.11
	7.94
	4.22

	
	LSTM
	5.95
	55.84
	7.47
	3.68

	
	Hybrid ARIMA-LSTM
	4.43
	44.02
	6.63
	2.77



5.2 Comparative Analysis with ARIMA and LSTM: In addition to the hybrid model, standalone ARIMA and LSTM models were also trained on the same data for baseline comparison. The hybrid model outperformed both individual models consistently:
· ARIMA alone often failed to capture abrupt nonlinear changes, leading to higher RMSE and MAPE values.
· LSTM alone, though effective in nonlinearity, sometimes struggled with short-term seasonality and trends due to lack of statistical structure.
· The Hybrid model captured both trend and nonlinear variations, producing significantly lower errors across all metrics.

5.3 Interpretation of Evaluation Metrics:
· MAE (Mean Absolute Error): The hybrid model consistently kept MAE below 5 units across all stocks, indicating minimal absolute deviation.
· MSE and RMSE: The model showed low RMSE, generally under 7, proving its effectiveness in handling large deviations.
· MAPE: With values ranging from 2.53% to 2.94%, the model demonstrated strong relative accuracy, crucial for stock price forecasting.
These performance levels are considered highly satisfactory for daily stock predictions, especially in emerging markets like India, where volatility and data noise are relatively higher.
5.4 Bank-Wise Insights
· HDFC and Kotak showed slightly higher prediction errors compared to SBI and ICICI, possibly due to their more volatile stock patterns and thinner trading volumes on certain days.
· SBI and ICICI, being high-volume public sector and private sector leaders respectively, yielded more stable and predictable trends.
These variations highlight the need to consider market behavior and liquidity when designing stock prediction systems.
5.5 Visual Analysis 
Plots comparing actual vs. predicted stock prices further illustrate the hybrid model's performance. For SBI bank, time series overlay plots of real vs. predicted prices is displayed below:
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 Figure 2: Actual vs. Predicted stock prices for SBI bank
The results consistently show that the hybrid model outperforms both individual ARIMA and LSTM models in all four error metrics. The ability of ARIMA to model linear trends and LSTM to capture residual nonlinearity leads to better generalization. The improved MAPE (<3% for all banks) in the hybrid model demonstrates its robustness and practicality for stock price prediction in the financial sector. Such hybrid approaches are especially useful for volatile and noisy financial datasets.
6. CONCLUSION
	This study presented a hybrid LSTM-ARIMA model for stock price forecasting, combining linear time-series modeling with deep learning for enhanced predictive performance. Using stock data from five Indian commercial banks, the hybrid model achieved lower error metrics compared to standalone models. The results validate that hybrid models are more capable of capturing complex patterns in financial time-series data. Future work can extend this approach to multivariate forecasting, incorporating economic indicators, sentiment analysis, and real-time data streams.
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