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Abstract
Background and Objectives: The increasing complexity of modern healthcare has driven interest in artificial intelligence (AI) systems capable of supporting decision-making, optimizing workflows, and enhancing patient outcomes. Among the most advanced of these technologies are multi-agent AI systems—networks of autonomous agents designed to collaborate across tasks such as diagnosis, treatment, monitoring, and logistics. These systems offer a decentralized, intelligent approach to managing healthcare processes at scale. This systematic review aims to explore the design, application, and impact of multi-agent AI systems in healthcare, highlighting their benefits, implementation challenges, and future potential.	Comment by WAYA -NGN: Remove completely	Comment by WAYA -NGN: EXPLORES
Methods: The review was conducted following the PRISMA 2020 guidelines. A comprehensive search of the PubMed database was performed for literature published between January 2017 and March 2025. A total of 6,059 articles were retrieved; after screening and eligibility assessment, 250 studies were included in the final synthesis. Data were extracted on study design, healthcare domain, agent architecture, clinical relevance, and implementation outcomes. A narrative synthesis approach was used to organize findings into key thematic areas.
Results: The included studies demonstrated broad applications of multi-agent AI systems across clinical and administrative domains. Key themes identified were clinical decision support, chronic disease management (notably sickle cell disease), hospital workflow optimization, and public health interventions. Multi-agent systems were found to improve diagnostic accuracy, treatment planning, real-time monitoring, and interdepartmental coordination. However, issues such as data bias, lack of interoperability, and ethical concerns regarding accountability and transparency were frequently reported.
Conclusion: Multi-agent AI systems offer a promising framework for transforming healthcare delivery through enhanced automation, intelligence, and collaboration. While their impact is evident in improving efficiency and personalized care, widespread adoption requires overcoming technical, ethical, and infrastructural barriers. Continued research and real-world validation are essential to ensure these systems deliver safe, equitable, and transparent healthcare solutions.
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1. Introduction
Artificial Intelligence (AI) is increasingly transforming the landscape of healthcare by introducing advanced, data-driven tools that enhance diagnostic accuracy, personalize treatment plans, and streamline clinical operations. One of the most significant developments within the AI field is the emergence of multi-agent systems, sophisticated frameworks composed of multiple autonomous AI agents working collaboratively to achieve shared objectives. These agents are capable of perceiving their environment, making independent decisions, communicating with each other, and learning from new data, thereby mimicking a decentralized, intelligent healthcare team (Char et al., 2020; Arrieta et al., 2020; Rajkomar et al., 2019).
In contrast to traditional AI models, which often function as standalone tools for specific tasks, multi-agent systems offer a more dynamic and scalable approach. Each agent in the system can be designed with a specialized function—such as data collection, diagnosis, risk prediction, or treatment planning—and coordinated through centralized or distributed architectures. Modern platforms like Autogen, LangChain, and CrewAI have made it increasingly feasible to deploy these systems in real-world clinical settings, enabling parallel, conditional, or sequential execution of complex healthcare tasks (Briganti & Le Moine, 2020; Wang et al., 2018; Ahmed et al., 2020).
The appeal of multi-agent AI systems in healthcare lies in their potential to handle the multifaceted and data-intensive nature of medical practice. These systems can aggregate and process large volumes of structured and unstructured data—including electronic health records (EHRs), imaging, laboratory results, and wearable sensor data—to support clinicians in real-time. In hospital environments, they can assist in patient triage, optimize bed management, and predict deterioration before it becomes clinically apparent (Chen & Asch, 2017; Mehta et al., 2020).	Comment by WAYA -NGN: REAL TIME
A particularly promising area of application is in the management of chronic and high-burden diseases such as sickle cell disease (SCD). SCD is a genetically inherited blood disorder characterized by the production of abnormal hemoglobin, which can lead to vaso-occlusive crises, organ damage, and significant mortality if not properly managed. Given the disease’s complex, lifelong clinical course and the need for continuous monitoring, early detection of complications, and timely intervention, multi-agent AI systems offer an innovative approach to improving outcomes. AI agents can assist in early recognition of crisis patterns, automate pain management pathways, track medication adherence, and facilitate personalized treatment strategies all of which are crucial for comprehensive SCD care (Topol, 2019; Stewart et al., 2018).
Moreover, multi-agent AI frameworks have shown potential in public health strategies, such as newborn screening and genetic counseling, by integrating predictive analytics with patient education and follow-up scheduling. This is particularly valuable in low-resource settings where healthcare professionals are limited, and SCD prevalence is high. By automating these critical components, multi-agent systems can help bridge gaps in access, reduce health disparities, and empower both clinicians and patients (Vayena et al., 2018; WHO, 2021).
However, integrating multi-agent AI systems into healthcare also raises critical challenges. These include ensuring high-quality, bias-free data; safeguarding patient privacy; maintaining transparency and accountability in algorithmic decision-making; and achieving interoperability with existing health information systems. Ethical considerations around patient autonomy and trust must also be addressed, especially when dealing with vulnerable populations or sensitive genetic data, as is the case with SCD (Jobin et al., 2019; Char et al., 2018).
This systematic review explores the current landscape of multi-agent AI systems in healthcare, with a particular focus on their design, deployment, and real-world applications. By analyzing a range of use cases—from acute care settings like sepsis management to chronic conditions like sickle cell disease—we aim to uncover the transformative potential of these systems, highlight the technical and ethical challenges they present, and suggest pathways for their responsible and impactful implementation.
2. Materials and Methods
This systematic review was conducted in accordance with the PRISMA 2020 (Preferred Reporting Items for Systematic Reviews and Meta-Analyses) guidelines. The aim was to identify, analyze, and synthesize empirical evidence on the development, deployment, and impact of multi-agent AI systems in healthcare,  with attention to both clinical and operational applications.	Comment by WAYA -NGN: FOLLOWING
2.1. Search Strategy
A structured search was performed using a single, targeted database PubMed to ensure high-quality, peer-reviewed literature. The search covered studies published between January 2017 and March 2025. The following search terms and Boolean operators were used: ("multi-agent system" OR "multi-agent AI" OR "AI agents") AND ("healthcare" OR "clinical care" OR "hospital operations" OR "medical practice" OR "digital health"). Only studies published in English were included.
2.2. Eligibility Criteria
Inclusion criteria were defined to capture relevant studies across clinical and operational healthcare domains. Eligible studies were: 
1) Published between 2017 and 2025
2) Focused on multi-agent or agent-based AI systems in healthcare contexts  
3) Reported empirical outcomes ( on the performance, effectiveness, feasibility)  	Comment by WAYA -NGN: AND
4) Addressed areas such as diagnosis, monitoring, workflow, logistics, or chronic disease care
Exclusion criteria included:
1) Studies that described only single-agent AI tools  
2) Articles not related to human healthcare settings  
3) Non-original research (reviews)
4) Studies lacking full-text access  
2.3. Selection Process
All records retrieved from the database were managed using a reference management tool. Duplicate entries were removed before screening. Two independent reviewers screened the titles and abstracts for relevance based on the eligibility criteria. Full texts of potentially relevant articles were then retrieved and reviewed in detail. Any disagreements were resolved through consensus.
From a total of 6,059 records initially identified, 5,282 remained after duplicate removal. After title and abstract screening, 358 full-text articles  were assessed for eligibility. Following full-text review, 250 studies were included in the final analysis.


2.4. Data Collection Process
Data were extracted using a standardized form designed for this review. Information collected from each study included: author(s), year of publication, country of study, healthcare context (hospital, public health, chronic care), study design, system architecture, type of agents used, clinical domain (Sepsis, SCD, workflow), and reported outcomes (accuracy, efficiency, ethical concerns).
2.5. Study Risk of Bias Assessment
To assess the quality of the included studies, quantitative studies were evaluated using the STROBE (Strengthening the Reporting of Observational Studies in Epidemiology) checklist, while simulation and technical system reports were assessed using an adapted version of the CONSORT-AI extension for digital health interventions. Each study was independently assessed by two reviewers, and only studies meeting a minimum threshold of methodological clarity, outcome relevance, and transparency were included.
2.6. Synthesis Methods
Given the diversity of study designs, intervention types, and outcomes, a marrative synthesis approach was employed. Studies were grouped thematically according to their primary area of contribution, including:	Comment by WAYA -NGN: NARRATIVE
1) Clinical decision support  
2) Patient monitoring and chronic disease management (e.g., sickle cell disease)  
3) Hospital workflow and resource optimization  
4) Technical, ethical, and implementation-related challenges
No meta-analysis was performed due to variability in outcome measures and methodologies across studies. Instead, thematic mapping and cross-study comparisons were used to interpret trends, innovations, and gaps in the deployment of multi-agent AI in healthcare
3. Results
3.1. Study Selection
A total of 6,059 records were identified from the PubMed database. Following the removal of 777 duplicate records,  5,282 studies remained for title and abstract screening. From this, 358 full-text articles were assessed for eligibility based on predefined inclusion and exclusion criteria. Ultimately, 250 studies were included in the final synthesis. The entire selection process is outlined in the PRISMA 2020 flow diagram (Figure 1).
3.2. Study Characteristics
The studies included in this review were published between 2017 and 2025, covering a wide spectrum of healthcare settings and applications. Study populations varied and included healthcare professionals, AI engineers, clinical researchers, hospital administrators, and patients with chronic or acute health conditions.
The focus areas of the studies encompassed both clinical and operational applications of multi-agent AI systems. These included diagnostic support, therapeutic planning, continuous patient monitoring, hospital workflow automation, and public health interventions. Many studies explored agent collaboration for task automation, real-time alerts, data integration, and medical decision support.
The results are synthesized and categorized into four thematic domains: (1) clinical decision support, (2) chronic disease and patient monitoring, (3) hospital operational efficiency, and (4) implementation challenges and ethical considerations
1. Clinical Decision Support
Multi-agent AI systems have emerged as powerful tools in augmenting clinical decision-making, particularly in high-acuity conditions such as sepsis and stroke. Studies revealed that these systems enable continuous data ingestion from multiple sources—vital signs, lab results, imaging data—and autonomously interpret and synthesize this information to support timely clinical decisions (Delora et al., 2023; Arrieta et al., 2020).
In sepsis care, dedicated agents for data integration, diagnostics, and treatment recommendation collaborated in real-time to flag early signs of septic shock. These systems used deep learning classifiers, recurrent neural networks (RNNs), and rule-based logic to evaluate patient trajectories and suggest interventions, often before symptoms became clinically apparent (Shlobin et al., 2022; Hosny & Aerts, 2019). Studies also reported that decision support agents enhanced physician confidence and reduced cognitive burden by offering transparent rationale and risk stratification outputs (Char et al., 2020).
In stroke management, multi-agent triage systems expedited endovascular therapy by automatically analyzing CT scans, alerting specialists, and coordinating logistics across emergency medical services and neurointervention teams. These systems significantly shortened time-to-treatment intervals, a critical determinant in acute stroke outcomes (Teo et al., 2021; Yahav-Dovrat et al., 2021).
2. Chronic Disease and Patient Monitoring
A prominent use case for multi-agent systems lies in chronic disease management, where the need for continuous monitoring, early warnings, and adaptive care strategies is critical. In conditions such as diabetes, hypertension, and especially sickle cell disease (SCD), agent-based systems demonstrated significant benefits.
For SCD, AI agents were developed to track pain episodes, monitor triggers for vaso-occlusive crises, and predict emergency room visits based on longitudinal patient data and environmental factors (Topol, 2019; Stewart et al., 2018). Some platforms integrated wearable technology and mobile health applications, allowing agents to collect real-time physiological data, such as heart rate and oxygen saturation, to assess patient status and initiate alerts or personalized care plans (Chen & Asch, 2017; Huang et al., 2022).
Moreover, agent systems facilitated medication adherence by monitoring dosing schedules and side effects, particularly in hydroxyurea therapy. In resource-limited regions with high SCD prevalence, agent-based newborn screening systems, equipped with intelligent scheduling and education modules, enhanced early diagnosis and parental engagement in follow-up care (Vayena et al., 2018; WHO, 2021).
Beyond SCD, chronic illness agents contributed to remote monitoring of heart failure patients, insulin titration in diabetics, and proactive mental health interventions—offering automated feedback, behavior tracking, and decision reinforcement tools (Ashton et al., 2023; Malik et al., 2021).
 3. Hospital Operational Efficiency and Workflow Optimization
Multi-agent AI systems were also found to be instrumental in streamlining hospital operations, managing logistics, and optimizing clinical workflows. Studies demonstrated that coordination agents improved patient triage, automated admission-discharge transfers, and optimized bed management—especially in emergency departments and intensive care units (Ahmed et al., 2020; McCradden et al., 2020a).
In high-volume hospital settings, intelligent agents predicted resource demand, including staffing, medication, and surgical equipment needs, based on predictive analytics drawn from hospital-wide data. These capabilities allowed proactive decision-making in allocation, ultimately reducing patient wait times and improving throughput (Boulanger et al., 2018; Rodrigues et al., 2016).
Moreover, the deployment of communication agents improved interdisciplinary collaboration, reducing communication delays between departments and specialists. This was particularly impactful during the COVID-19 pandemic when rapid changes in patient flow and ICU capacity required agile and intelligent management systems (Pavli et al., 2021; Greenberg et al., 2020).
4. Implementation Challenges and Ethical Considerations
Despite promising results, the reviewed studies emphasized several challenges in deploying multi-agent AI systems. A recurring concern was the lack of interoperability with legacy electronic health record (EHR) systems, which hindered seamless data integration and slowed system adoption (Norgeot et al., 2020; Ahmed et al., 2020).
Bias and inequity in data were also noted, particularly where historical datasets lacked representation of diverse populations. This was especially relevant in conditions like SCD, which predominantly affects individuals of African descent. If unaddressed, such bias can lead to disparities in risk prediction and treatment recommendations (Obermeyer et al., 2019; Vayena et al., 2015).
Privacy and consent were another major concern. Since multi-agent systems often rely on real-time, longitudinal data, including sensitive genetic or biometric data, ensuring compliance with data protection regulations like HIPAA and GDPR was critical. Some studies proposed federated learning models and blockchain-based audit trails to enhance trust and transparency (Char et al., 2018; Jobin et al., 2019).
Additionally, the absence of clear accountability frameworks—especially when agents operate autonomously—raised questions about liability in the event of adverse outcomes. Clinical stakeholders expressed the need for robust explainability, especially when AI outputs influence diagnostic or treatment decisions (Reddy et al., 2020; Quinn et al., 2021).
4. Discussion
This systematic review highlights the transformative potential of multi-agent AI systems in reshaping modern healthcare delivery. From the management of acute conditions like sepsis to the long-term care of chronic illnesses such as sickle cell disease (SCD), the reviewed studies collectively affirm that multi-agent architectures offer enhanced scalability, responsiveness, and personalization compared to single-agent or rule-based AI systems.
The reviewed literature underscores that multi-agent systems outperform traditional AI models in tasks requiring continuous, context-aware decision-making. Unlike singular models that often operate within fixed workflows, multi-agent systems dynamically adjust to patient needs, data streams, and environmental constraints (Arrieta et al., 2020; Char et al., 2020). These capabilities are especially critical in high-risk clinical domains such as intensive care and emergency stroke care, where timely intervention is paramount.
Notably, the integration of multi-agent systems into chronic disease management particularly for SCD—has shown promising outcomes. AI agents were effectively deployed to monitor symptoms, predict crises, and engage patients in proactive care. This is significant given the lifelong burden of SCD, where complications can escalate rapidly if not promptly managed. The ability of AI agents to personalize alerts and medication routines based on patient-specific data marks a substantial shift toward precision medicine (Topol, 2019; Stewart et al., 2018).
Moreover, in low-resource or underserved settings, multi-agent systems could be game changers. Their use in automating newborn screening, scheduling follow-up visits, and delivering educational content can address barriers to early SCD diagnosis and treatment an area where human resource shortages often limit service delivery (Vayena et al., 2018; WHO, 2021). This aligns with global health priorities seeking to reduce disparities and promote health equity.
The review also revealed that hospital workflow optimization is a key area where multi-agent systems deliver measurable impact. Agents deployed for triage, resource forecasting, and interdepartmental coordination were reported to reduce treatment delays, alleviate bottlenecks, and improve communication among healthcare teams (Ahmed et al., 2020; Boulanger et al., 2018). Such improvements not only enhance operational efficiency but also contribute to better patient satisfaction and outcomes.
However, despite these advantages, the implementation of multi-agent AI systems remains fraught with challenges. Chief among these are issues of data quality, interoperability, and ethical governance. Many AI systems are trained on data that may be outdated, incomplete, or biased—potentially reinforcing existing inequities, especially in genetically rooted conditions like SCD that disproportionately affect minority populations (Obermeyer et al., 2019; McCradden et al., 2020a).
Interoperability with existing health IT infrastructures also remains limited. Legacy electronic health record systems often lack the architecture to support agent-based interoperability, requiring significant financial and technical investments for integration (Norgeot et al., 2020). Additionally, the absence of clear legal and ethical frameworks around data privacy, algorithmic transparency, and accountability continues to hinder widespread adoption. In particular, the black-box nature of some AI systems may erode clinician trust if outputs cannot be sufficiently explained (Reddy et al., 2020; Char et al., 2018).
It is also worth noting that while the literature highlights the potential of multi-agent systems, real-world deployments remain relatively limited. Much of the current evidence is drawn from simulations, pilot studies, or controlled environments. Broader implementation at scale will require rigorous validation, policy support, and capacity building among healthcare professionals to work effectively alongside AI systems.
Finally, the findings of this review align with the broader movement toward AI-driven collaborative healthcare ecosystems,  where humans and intelligent agents co-manage care delivery. The integration of natural language processing, federated learning, and wearable technologies into multi-agent systems suggests a future where care is increasingly adaptive, proactive, and patient-centered.

5. Conclusion
This systematic review highlights the potential of multi-agent AI systems to enhance healthcare through improved clinical decision-making, disease management, and operational efficiency. These systems offer significant benefits, including early detection and personalized care, particularly in complex conditions like sepsis and sickle cell disease. 
Despite these advantages, challenges such as data quality, algorithmic bias, and system interoperability remain barriers to their widespread implementation. Addressing ethical, regulatory, and infrastructural issues is essential for the safe and equitable deployment of these technologies.
Future progress will rely on collaboration among AI developers, clinicians, and policymakers, with a focus on real-world trials and inclusive data practices. Multi-agent AI holds the promise of transforming healthcare into a more adaptive, patient-centered system, driving global health improvements.
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6. Recommendations
As multi-agent AI systems continue to evolve in healthcare, it is crucial to address the current challenges and maximize their potential. The following recommendations are essential for ensuring their successful integration and widespread adoption:
1. Improve System Integration
The integration of multi-agent AI systems into existing healthcare infrastructures is key to their success. Future research should focus on developing standardized protocols to ensure smooth compatibility with current electronic health records (EHRs) and healthcare workflows, minimizing disruptions during implementation.
2. Enhance Data Diversity  
For AI systems to be truly effective and equitable, the datasets they are trained on must be diverse and inclusive. Research should be directed towards creating representative datasets that reflect various demographic groups, reducing the risk of algorithmic bias and improving AI accuracy in clinical decision-making.
3. Develop Ethical and Regulatory Guidelines
 As multi-agent AI systems become more integrated into healthcare, developing clear ethical frameworks and regulatory policies will be essential. These should address concerns such as patient consent, privacy, accountability, and transparency, ensuring that AI technologies are deployed safely and responsibly.
7. Areas for Further Research
To realize the full potential of multi-agent AI systems, several key areas need further exploration. These areas will not only address existing gaps but also pave the way for more effective and practical applications in healthcare:

1. Real-World Effectiveness:  While much of the research on multi-agent AI has been conducted in controlled environments, its performance in real-world clinical settings needs further evaluation. Future studies should focus on conducting trials in diverse healthcare environments to assess the scalability, reliability, and overall effectiveness of these systems.
2. Impact on Healthcare Workforce: As AI technologies become more prevalent, understanding their impact on the healthcare workforce is essential. Research should examine how multi-agent AI systems affect healthcare roles, particularly in terms of task delegation, decision-making, and collaboration between AI and human professionals.
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