



Estimating the effects of interventions in multivariate time series settings



Abstract. This article addresses the methodological challenge of estimating causal effects of interventions in time series settings where multiple interrelated outcomes may be present. We begin by reviewing classical univariate factor models (FA) and highlight their strengths and limitations in isolating intervention impacts under potentially confounded environments. Subsequently, we explore multivariate extensions (MVFA) that employ shared and outcome-specific latent factors to handle correlations across multiple time series. Building on recent developments, we discuss the C-ARIMA framework which integrates ARIMA-based structures with potential-outcomes theory, and the Bayesian Multivariate Factor Analysis approach that leverages shrinkage priors and Markov chain Monte Carlo (MCMC) inference for robust estimation of counterfactual trajectories. Simulation evidence and practical considerations suggest these methods can outperform simpler alternatives (e.g., traditional regression or difference-in-differences) when data exhibit hidden confounders, time-varying shocks, or small sample sizes. Overall, the article provides a consolidated view of modern techniques for intervention analysis in complex time series, emphasizing both theoretical motivations and applied utility.
Keywords: causal inference, intervention analysis, time series multivariate factor models, C-ARIMA, Bayesian inference, potential outcomes, Shrinkage priors, simulation studies.

Introduction
Evaluating causal effects of interventions in time series analysis has gained increasing attention across various fields, including economics, epidemiology, and social sciences [16, 18, 27]. When an intervention (e.g., a policy change or treatment) is introduced at a specific point in time, researchers seek to compare observed outcomes after the intervention against the outcomes that would have been observed in its absence [18, 27, 29]. This comparison typically requires an accurate reconstruction of the counterfactual trajectory, which becomes particularly challenging in the presence of hidden (unobserved) confounders and potential nonstationarity in the data [6, 16].
Moreover, many real-world applications involve multiple correlated indicators or outcomes—for instance, economic variables reflecting different but interdependent aspects of economic performance, or various epidemiological measures tracking health outcomes. Such multidimensionality can substantially increase the complexity of analysis but simultaneously enrich the statistical inference process [1, 3]. On the one hand, high dimensionality means more sources of potential correlation, hidden factors, and temporal dependencies; on the other hand, leveraging these multiple indicators often provides additional information that can yield more precise causal effect estimates.
Overall, the main problems in evaluating causal effects in continuous time series settings can be summarized as follows:
1. Identifying counterfactual dynamics: estimating what would have happened without the intervention is complicated by unobserved confounders and time-varying shocks [16, 18, 27].
2. Potential nonstationarity: many socioeconomic or epidemiological data series exhibit trends and seasonalities requiring flexible modeling frameworks [3, 6, 29].
3. Hidden factors: when critical explanatory variables are not directly observed, factor-based methods become a powerful tool to account for latent structures that might otherwise confound causal inferences [6, 18, 27].
Traditional intervention analysis methods trace back to Box and Tiao [7, 8], where ARIMA-based models capture abrupt or gradual changes in a univariate time series [7, 12]. While these approaches have proven foundational for assessing intervention effects in a single series [22], they may not fully account for latent structures or cross-correlations among multiple outcomes.
Alternative strategies include Difference-in-Differences [2] and Synthetic Control Methods [1, 17], which compare treatment units’ trajectories with suitably selected control units or artificially constructed “synthetic” units. These methods enable researchers to disentangle intervention effects from other contemporaneous shocks. However, their validity can be limited by the availability of suitable control groups and, in the case of DiD, the need for a strict parallel trends assumption (i.e., treated and control units would have followed similar paths pre-intervention absent the treatment).
A further extension encompasses factor-model-based approaches, wherein large sets of observed outcomes are presumed to be driven by a smaller number of latent factors [3, 10, 11, 15, 29]. Factor Analysis (FA) aims to identify hidden components capturing much of the common variation among correlated series, thus accounting for possible confounding structures while providing a route to estimate the counterfactual time series. While factor models have improved our ability to control for unobserved heterogeneity, integrating these frameworks into causal intervention analysis with multiple outcomes and time dependence remains an active research area. This gap motivates the modern multivariate methodologies discussed next.
Based on recent advancements in the literature, our main goals are:
1. Develop and systematize approaches for multivariate time series data in evaluating the effect of interventions, drawing on the C-ARIMA framework by Menchetti et al. [22] and the Bayesian Multivariate Factor Analysis approach by Samartsidis et al. [28]. Both propose rigorous tools for modeling counterfactual trajectories while addressing the complexities introduced by latent variables and autocorrelations.
2. Demonstrate how these approaches can improve inference accuracy and reduce the impact of unobserved confounders and serial correlations in real-world scenarios, highlighting their practical advantages and methodological innovation over traditional univariate and simpler panel techniques [22, 28].
By integrating the principles from both strands of recent research—C-ARIMA methods and Bayesian factor approaches—we aim to provide a coherent perspective on how to tackle causal intervention evaluation in a multivariate time series context.

1. Classical and modern factor methods in intervention analysis
The application of factor models to intervention studies in time series has been the focus of significant research, as such approaches can account for latent confounders and complex temporal structures [3, 15, 29]. Below, we first review univariate factor-based approaches and highlight their limitations, motivating a shift toward multivariate frameworks, especially when the outcomes under consideration are interrelated [9, 21].
In univariate factor analysis (FA) for intervention assessment, each time series  (indexed by unit i and time t) is modeled to capture potential hidden structures that could confound causal inferences. A simplified representation of the standard FA model is:

where  is a (low-dimensional) loading vector specific to unit i,  is a vector of latent time-varying factors, and  is the noise term [3, 15, 29]. By focusing on a single outcome at a time, the analyst estimates these loadings and factors in the pre-intervention period, then predicts the counterfactual trajectory  that would have likely occurred absent the intervention. The causal effect at time t is therefore approximated by comparing the observed series  (with intervention) and its predicted counterpart  [18, 26, 27].
Although such univariate factor-based methods account for hidden structures within a single outcome, an immediate drawback is the problem of multidimensionality [9, 21]. In real-world settings, multiple indicators frequently share unobserved shocks or are subject to common external influences. Restricting inference to a single outcome can thus yield suboptimal or biased estimates when the omitted correlated outcomes provide potentially valuable additional information.
To address the limitations inherent to univariate approaches, multivariate factor analysis (MVFA) extends the FA framework to multiple, potentially correlated time series. When the outcome space is of dimension K, for example  (with k=1,2,…,K), MVFA posits shared latent factors common to all outcomes, as well as factors specific to each outcome domain [6, 28]. A simplified version of the MVFA model can be formulated as:

where:
·  and  capture the outcome-specific latent structure for outcome k,
·  and  represent shared latent factors, i.e., unobserved processes driving multiple indicators,
·  is the noise term for unit i, time t, and outcome k.
The key idea is that multiple outcomes may exhibit commonalities—such as trends attributable to broad economic or policy-related shocks—while retaining some unique variation. By jointly modeling these outcomes, MVFA exploits their interdependence, thus improving precision in estimating counterfactual trajectories, especially in small sample or highly confounded contexts [1, 14, 23].
Advantages of MVFA. First, it handles cross-outcome correlation, effectively using one outcome’s historical information to refine estimates of another’s underlying dynamics. Second, it can yield improved efficiency, as a limited number of latent factors can explain a large fraction of variability in multiple series simultaneously [6, 28]. Third, in a Bayesian formulation, this framework naturally handles missing data (e.g., when some outcomes are unobserved at certain times) by learning the latent factors from all available data. This coherence in dealing with incomplete observations is an added practical benefit [23].
A further refinement involves allowing the latent factors themselves to evolve over time via an auto-regressive (AR) process [3, 19]. Such AR-factor structures help capture short-term correlations or cyclical patterns in the data that go beyond static factor loadings. In an AR(1) factor model, for instance:

where  controls the persistence of the latent factor in outcome k, and  is white noise. This strategy accommodates temporal dynamics in the shared and outcome-specific factors, offering more accurate predictions of the post-intervention counterfactual [3, 19].

Table 1. Comparison of univariate FA and multivariate FA approaches
	Aspect
	Univariate FA
	Multivariate FA (MVFA)

	Dimensionality
	Focuses on one outcome at a time.
	Simultaneously models multiple interrelated outcomes [3, 6].

	Latent factors
	Usually a small set of hidden factors per outcome [3, 29].
	Combines shared factors common across outcomes and outcome-specific factors [28].

	Information sharing
	Limited to the data from the single outcome in question.
	Leveraging cross-sectional correlations among multiple outcomes enhances counterfactual predictions [1, 23].

	Extension to AR structures
	Possible but typically captures short-term memory in one outcome dimension only.
	Allows for sophisticated modeling of dynamic latent factors that evolve over time across outcomes [19].

	Computational complexity
	Generally less computationally demanding, but can miss crucial cross-outcome effects.
	Requires more complex estimation routines (e.g., Bayesian MCMC), but captures broader latent dynamics and can improve inference with moderate or small sample sizes [6, 28].



In sum, classical univariate FA methods effectively quantify counterfactual deviations within a single time series by factoring out common shocks, but do not fully leverage potential synergy across outcomes. MVFA extends this framework to a more holistic perspective, accommodating multiple indicators and dynamic factor structures. This results in a more nuanced picture of intervention effects and helps overcome limitations of purely univariate approaches [9, 21]. Ultimately, a multivariate view—potentially with AR-based evolution of factors—offers a natural and powerful way to assess causal impacts in complex data landscapes.

2. New approaches to causal inference for intervention effects
A recent innovation in time series intervention analysis is the C-ARIMA approach, which integrates the Rubin Causal Model [18, 27] with AutoRegressive Integrated Moving Average (ARIMA) formulations to estimate counterfactual trajectories more precisely [22]. In essence, one may denote two potential outcomes for each unit i and time t:

representing, respectively, the hypothetical values of the time series in the absence and presence of the intervention [13, 27]. The observed series always corresponds to one of these potential outcomes, and C-ARIMA aims to predict the unobserved (counterfactual) trajectory  for t after the intervention.
The modeling framework leverages ARIMA-type error structures while preserving a factor-like representation to capture potential latent confounding [7, 8]. Compared with standard regression-based intervention analysis, where a level shift or slope change is directly encoded [7, 12], the C-ARIMA approach examines how the underlying causal effect unfolds over time without presupposing a fixed functional form [22]. Table 2 summarizes key distinctions.

Table 2. Contrasting standard regression intervention analysis and the C-ARIMA approach [22]
	Criterion
	Standard regression intervention analysis
	C-ARIMA approach 

	Intervention structure
	Often assumes immediate “level shifts” or “pulse” effects [7, 12].
	Permits flexible, time-varying causal effects, leveraging factor/ARIMA insights [22].

	Latent confounders
	Typically controlled via dummy variables or difference-in-differences [2].
	Integrates hidden factors in a potential-outcome framework, refining estimates of counterfactual series [13, 18].

	Forecasting philosophy
	Focuses on simple extrapolations or slope changes [8].
	Utilizes ARIMA structures to better capture autocorrelation and volatility [7, 22].

	Complexity vs. Accuracy
	Simple to implement, occasionally limited for irregular or complex effect shapes.
	More computationally demanding, but typically more robust to unobserved heterogeneity and dynamic effects [22].



In simulations, C-ARIMA has been benchmarked against canonical regression-based intervention analysis [7, 8] and other causal inference methods, including difference-in-differences [2] and variants of synthetic control [25]. Results indicate that C-ARIMA often provides less biased estimates when latent confounders vary over time. Moreover, by explicitly modeling autoregressive properties in the disturbance terms, it allows for improved counterfactual predictions in settings with moderate-length time series or otherwise limited observational data [22].
Such a framework is especially potent when the time series exhibits local trends or shocks that simple fixed-effects or difference-in-differences methods might overlook [2, 7, 18]. 
Another crucial advance lies in the Bayesian multivariate factor analysis (MVFA) framework, built to address correlated outcomes in a unified model [28]. Here, multiple time series—often representing different but interlinked indicators—are jointly modeled. Common or shared latent factors capture correlations across outcomes, while outcome-specific factors account for distinctions in each series [6]. Lopes, Salazar, and Gamerman (2008) argued that incorporating spatial or temporal structures in these factors adds flexibility, making the model suitable for real-world, high-dimensional settings.
In practice, the Bayesian perspective is instrumental: by employing Markov chain Monte Carlo (MCMC) algorithms, one can approximate the posterior distribution of both the latent factors and the causal effects [10, 23]. Furthermore, MGPS priors (Multiplicative Gamma Process Shrinkage) handle the uncertain number of factors, automatically suppressing those with negligible impact on the data structure [6]. Table 3 outlines key elements in this shrinkage technique.

Table 3. Key components of MGPS priors in bayesian factor analysis
	Component
	Role
	References

	Local parameter
	ϕi,k,j, controlling the loading magnitude for row i, column j.
	Encourages row-specific sparsity [6].

	Global parameter
	δk,j and τk,j, ensuring overall shrinkage as j grows.
	Acts as a “global” penalty across all loadings.

	Dimensional truncation
	Truncation at max⁡(j) large enough to approximate an infinite factor space.
	Avoids arbitrary factor selection [10].

	Posterior learning
	MCMC updates for all local/global parameters, plus factor scores.
	Integrates factor inference with causal effect estimation.



By consolidating multiple interrelated series, the MVFA approach improves the identification of causal effects, particularly under limited time horizons or small sets of control units [5, 11, 15]. Because the shared latent factors pool information across outcomes, it facilitates a more accurate reconstruction of the counterfactual path for each series. This benefit can be substantial when any single outcome alone would not suffice to disentangle intervention signals from latent noise or hidden confounding [28].
Compared with C-ARIMA, which emphasizes ARIMA-based structures for univariate processes and potential outcomes, Bayesian MVFA targets correlated outcomes in a comprehensive factorized representation. In practice, these two lines of development [22, 28] are complementary: C-ARIMA can be extended to more than one outcome, whereas MVFA can integrate explicit autoregressive components into the factors themselves [19]. Ultimately, choosing or combining the two methods may hinge on whether the application involves multiple parallel outcomes, the degree of autocorrelation, or the extent of unobserved heterogeneity expected in the data.

Conclusion
Recent progress in time series intervention analysis underscores the importance of rigorously modeling latent factors, autocorrelations, and multiple interrelated outcomes. Classic univariate factor models—while effective at accounting for some aspects of hidden structure—do not fully harness the correlations across multiple indicators. Building on this, more advanced methodologies such as the multivariate factor analysis (MVFA) framework and the C-ARIMA approach offer enhanced precision and deeper insights into causal mechanisms, especially under moderate or small sample sizes, high dimensional settings, and dynamic confounding environments. By integrating both Bayesian strategies for uncertainty quantification and factor-based representations for latent processes, these methods substantially improve counterfactual estimation over traditional regression-based or difference-in-differences approaches.
In particular, the MVFA framework exemplifies how incorporating shared and outcome-specific factors can exploit cross-series correlations for more accurate treatment effect detection, whereas C-ARIMA elegantly aligns potential-outcomes logic [16, 25] with ARIMA modeling to produce more flexible and robust forecasts. Ongoing research explores further expansions, including spatially structured factors, adaptive shrinkage on time-varying coefficients, and advanced missing-data handling. Ultimately, the approaches reviewed and developed here provide a stepping stone toward more reliable causal inference in increasingly complex observational data scenarios, shedding light on policy impacts and intervention effectiveness in applied economics, epidemiology, and other domains.
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